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Introduction

Key Features

Hardware Support

Introduction

DOCA Platform Framework (DPF) is a system that provisions and orchestrates NVIDIA
BlueField DPUs in cloud environments.

Key Features

Kubernetes Integration: Streamlines DPU provisioning and management via
Kubernetes APIs

DPU Service Orchestration: Enables efficient deployment and orchestration of
services on DPUs

Cluster Management: Simplifies the management of DPUs within Kubernetes
clusters

Hardware Support

DPF supports dual port NVIDIA BlueField-3 DPUs. BlueField DPUs are installed as PCI
devices in servers to manage various types of network traffic, such as data center
communication and storage traffic, through dedicated ports. They feature arm64 CPUs
running Linux OS and NVIDIA DOCA Software components.

Note

The source for this documentation is the GitHub repo at
github.com/NVIDIA/doca-platform under docs/public/ .

https://www.nvidia.com/en-gb/networking/products/data-processing-unit/
https://www.nvidia.com/en-gb/networking/products/data-processing-unit/
https://developer.nvidia.com/networking/doca
https://github.com/NVIDIA/doca-platform/
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The DOCA Platform Framework (DPF) documentation is organized into the following
sections:

Getting Started - Quick start guide and initial setup instructions

API - API reference documentation

Architecture - System architecture and design documentation

Storage Developer Guide - Documentation for Storage development and
configuration

DPUServices - Documentation for DPF DPU services

DPUService Developer Guide - Documentation for DPUService development and
configuration

Troubleshooting - Documentation for troubleshooting and debugging DPF

User Guides - Documentation for DPF users

Release Notes - Release notes and version history

Platform Support - Hardware requirements and supported platforms
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Getting Started
Getting Started with DOCA Platform Framework

Welcome to the DOCA Platform Framework (DPF)! This guide will help you get up and
running with DPF quickly and efficiently.

Introduction

The DOCA Platform Framework (DPF) is a comprehensive platform for managing Data
Processing Units (DPUs) and deploying distributed services across DPU-enabled
infrastructure. DPF enables unified DPU management, service orchestration, network
virtualization, and storage services with built-in security features.

Choose Your Deployment Path

DPF supports different deployment modes depending on your infrastructure and security
requirements:

🔒 Zero Trust Mode

Recommended for environments requiring maximum security with BMC access and
secure boot capabilities.

🏠 Host Trusted Mode

Suitable for controlled environments with host trusted infrastructure.

https://docs.nvidia.com/networking/display/dpf2571/dpf+zero+trust
https://docs.nvidia.com/networking/display/dpf2571/dpf+host+trusted
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Next Steps

Once you've completed the initial setup using one of the deployment guides above,
explore these areas:

Learn More

Architecture Overview - Understand DPF's system design
API Reference - Explore the complete API documentation

Configure Services

DPU Services - Available services and configuration options

User Guides and Support

User Guides - Step-by-step guides for using DPF for specific use cases
Troubleshooting - Common issues and solutions

Getting Help

Check the Troubleshooting section for common issues
Review Release Notes for known issues and updates
Visit the GitHub repository for community support

DPF Host Trusted

Get Started with DPF Host Trusted

https://github.com/NVIDIA/doca-platform
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This guide shows you how to deploy the NVIDIA DPF Operator prepared for the Host
Trusted mode, which is designed for bare-metal infrastructure with NVIDIA BlueField-3
DPUs.

Before you begin

To follow this guide, you need the following:

A Kubernetes cluster with administrative access for DPF Operator deployment.

Bare-metal infrastructure with NVIDIA DPUs.

Network access to the NVIDIA NGC Catalog for downloading DPF Operator charts
and container images.

For detailed requirements, ensure your system meets these prerequisites:

System Prerequisites: See the DPF System Prerequisites for complete hardware and
system requirements.

Helm Dependencies: See the Helm Prerequisites Guide for required Helm charts that
must be installed before the DPF Operator.

Network Configuration: See the Host Network Configuration Prerequisites for
detailed network setup requirements.

Objectives

Deploy the DPF Operator to your Kubernetes cluster.

Understand Host Trusted mode architecture and security model.

Verify successful installation and readiness for DPU provisioning.

Set up foundation for DPU acceleration in vanilla Kubernetes environments.

Understanding Host Trusted Mode

In Host Trusted mode:
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The host is considered a trusted entity within the data center network

DPUs are managed through in-band communication over the host (out-of-band
DPU interface is not used)

The host participates as a worker node in the Kubernetes cluster

DPUs are provisioned and can run accelerated network services (HBN, OVN-K, etc.)

Deploy the DPF Operator

1. Add the DPF Helm Repository

First, add the NVIDIA DPF Helm repository to access the DPF Operator charts:

2. Install the DPF Operator

Deploy the DPF Operator to your Kubernetes cluster using Helm:

helm repo add --force-update dpf-repository 
https://helm.ngc.nvidia.com/nvidia/doca
helm repo update

Note

Ensure you have completed the Helm Prerequisites Guide before
proceeding with the DPF Operator installation.

helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=v25.7.1
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The command above does the following:

Creates the dpf-operator-system  namespace if it doesn't exist

Installs the DPF Operator version v25.7.1 from the NVIDIA repository

3. Verify the Installation

Check that the DPF Operator has been successfully deployed and is running:

The output should be similar to:

You can also verify all components are running:

What's Next?

This minimal setup provides a foundation for DPF Host Trusted mode. To proceed with
DPU provisioning and making the DPUs act as passthrough devices, explore the guide
DPF Minimal (passthrough). For further Host Trusted mode use cases, refer to the DPF
Host Trusted Use Cases documentation.

kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager

deployment "dpf-operator-controller-manager" successfully rolled out

kubectl get pods -n dpf-operator-system
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Cleanup (Optional)

If you need to remove the DPF Operator from your cluster:

1. Uninstall the DPF Operator:

2. Remove the namespace:

DPF Zero Trust

Get Started with DPF Zero Trust

This guide shows you how to deploy the NVIDIA DPF Operator prepared for the Zero Trust
mode, which is designed for bare-metal infrastructure with NVIDIA BlueField-3 DPUs.

Before you begin

To follow this guide, you need the following:

A Kubernetes cluster with administrative access for DPF Operator deployment.

Bare-metal infrastructure with NVIDIA DPUs and BMC access.

Network access to the NVIDIA NGC Catalog for downloading DPF Operator charts
and container images.

Detailed Requirements

For detailed requirements, ensure your system meets these prerequisites:

helm uninstall dpf-operator -n dpf-operator-system

kubectl delete ns dpf-operator-system
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System Prerequisites: See the DPF System Prerequisites for complete hardware and
system requirements.

Helm Dependencies: See the Helm Prerequisites Guide for required Helm charts that
must be installed before the DPF Operator.

Objectives

Deploy the DPF Operator to your Kubernetes cluster.

Understand Zero Trust mode architecture and security model.

Verify successful installation and readiness for DPU provisioning.

Set up foundation for secure bare-metal DPU management.

Understanding Zero Trust Mode

In Zero Trust mode:

The host is considered an untrusted entity towards the data center network

DPUs are managed through their Baseboard Management Controller (BMC) via
Redfish protocol

All management traffic occurs over the DPU's out-of-band (OOB) network for
secure isolation

The DPU acts as a security barrier between the host and the network infrastructure

The host sees the DPU as a standard NIC with no access to the internal DPU
management plane

DPUs are provisioned and can run accelerated network services with hardware-level
isolation
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Deploy the DPF Operator

1. Add the DPF Helm Repository

First, add the NVIDIA DPF Helm repository to access the DPF Operator charts:

2. Install the DPF Operator

Deploy the DPF Operator to your Kubernetes cluster using Helm:

The command above does the following:

Creates the dpf-operator-system  namespace if it doesn't exist

Installs the DPF Operator version v25.7.1 from the NVIDIA repository

Configures the operator to manage DPU resources across your cluster

helm repo add --force-update dpf-repository 
https://helm.ngc.nvidia.com/nvidia/doca
helm repo update

Note

Ensure you have completed the Helm Prerequisites Guide before
proceeding with the DPF Operator installation.

helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=v25.7.1
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3. Verify the Installation

Check that the DPF Operator has been successfully deployed and is running:

The output should be similar to:

You can also verify all components are running:

What's Next?

This minimal setup provides a foundation for DPF Zero Trust mode. To proceed with DPU
provisioning and making the DPUs act as passthrough devices, explore the DPU
Passthrough in DPF Zero Trust guide. For further Zero Trust mode use cases, refer to the
DPF Zero Trust Use Cases documentation.

Cleanup (Optional)

If you need to remove the DPF Operator from your cluster:

1. Uninstall the DPF Operator:

kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager

deployment "dpf-operator-controller-manager" successfully rolled out

kubectl get pods -n dpf-operator-system
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2. Remove the namespace:

Helm Prerequisites

Overview

The DPF Operator requires several prerequisite components to function properly in a
Kubernetes environment. This document provides comprehensive guidance on the Helm
chart dependencies and their configuration values needed for a successful DPF Operator
deployment.

Important Note

Starting with DPF v25.7, all Helm dependencies have been removed from the DPF chart.
This means that all dependencies must be installed manually before installing the DPF
chart itself.

Prerequisites Overview

The following table lists all required and optional Helm chart dependencies with their
specific versions and purposes:

Helm Chart Version Description Required
Post/Pre-
installation

cert-manager v1.18.1

Certificate management for
Kubernetes, provides automatic
TLS certificate issuance and
renewal

✅
Pre-
installation

helm uninstall dpf-operator -n dpf-operator-system

kubectl delete ns dpf-operator-system

https://cert-manager.io/docs/installation/helm
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Helm Chart Version Description Required
Post/Pre-
installation

argo-cd 7.8.2
GitOps continuous delivery tool for
Kubernetes, necessary for
DPUService integration

✅
Pre-
installation

node-feature-
discovery

0.17.1
Discovers and advertises hardware
features and capabilities of DPUs
in the cluster

✅
Pre-
installation

maintenance-
operator

0.2.0
Manages node maintenance
operations and ensures graceful
handling of node updates

✅
Pre-
installation

kamaji 1.1.0

Kubernetes cluster management
platform for creating and
managing the DPU Kubernetes
clusters

❌
Pre-
installation

local-path-
provisioner

0.0.31
Provides a local storage provisioner
for Kubernetes, used for Kamaji
etcd storage

❌
Pre-
installation

kube-state-
metrics

5.25.1
Exposes DPF Operator related
objects as metrics

❌
Post-
installation

grafana 8.4.6
Open-source analytics and
monitoring platform for visualizing
metrics and logs

❌
Post-
installation

prometheus 25.26.0
Time-series database and
monitoring system for collecting
and querying metrics

❌
Doesn't
matter

Some of the components requires the DPF Operator to be installed before they can be
installed.

This is necessary for kube-state-metrics  and grafana , because we rely on
ConfigMaps created by the DPF Operator to provide the necessary configuration for
these components.

Installation Options

Option 1: Using Helmfile

https://argo-cd.readthedocs.io/en/stable/getting_started/
https://github.com/kubernetes-sigs/node-feature-discovery/tree/master/deployment/helm/node-feature-discovery
https://github.com/kubernetes-sigs/node-feature-discovery/tree/master/deployment/helm/node-feature-discovery
https://github.com/Mellanox/maintenance-operator/tree/main/deployment/maintenance-operator-chart
https://github.com/Mellanox/maintenance-operator/tree/main/deployment/maintenance-operator-chart
https://github.com/clastix/kamaji/tree/master/charts/kamaji
https://github.com/rancher/local-path-provisioner/
https://github.com/rancher/local-path-provisioner/
https://github.com/prometheus-community/helm-charts/tree/main/charts/kube-state-metrics
https://github.com/prometheus-community/helm-charts/tree/main/charts/kube-state-metrics
https://github.com/grafana/helm-charts/tree/main/charts/grafana
https://github.com/prometheus-community/helm-charts/tree/main/charts/prometheus
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We provide a working helmfile configuration that can be used to install all dependencies
with the correct values.

The helmfiles are located at deploy/helmfiles/  in the DPF repository.

This approach ensures consistent deployment across different environments and
simplifies the installation process.

You can install the local-path-provisioner  it with the following command:

Option 2: Manual Installation

Note

You have to install the local-path-provisioner  manually. The
current helmfile for the release v25.7.1 does not include it, but it is
required for the Kamaji etcd storage.

curl https://codeload.github.com/rancher/local-path-
provisioner/tar.gz/v0.0.31 | tar -xz --strip=3 local-path-
provisioner-0.0.31/deploy/chart/local-path-provisioner/
kubectl create ns local-path-provisioner
helm upgrade --install -n local-path-provisioner local-path-provisioner 
./local-path-provisioner --version 0.0.31 \
  --set 'tolerations[0].key=node-role.kubernetes.io/control-plane' \
  --set 'tolerations[0].operator=Exists' \
  --set 'tolerations[0].effect=NoSchedule' \
  --set 'tolerations[1].key=node-role.kubernetes.io/master' \
  --set 'tolerations[1].operator=Exists' \
  --set 'tolerations[1].effect=NoSchedule'

https://helmfile.readthedocs.io/
https://github.com/nvidia/doca-platform/


DOCA Platform Framework (DPF) Documentation v.25.7.1 18

If you prefer to install dependencies manually, you can use the individual Helm chart
values provided in the sections below.

Required Configuration Values

The following sections provide the specific Helm chart values that must be configured
before installing each dependency. These configurations ensure proper integration with
the DPF Operator and optimal performance in your environment.

  cert-manager

startupapicheck:
  enabled: false

crds:
  enabled: true

affinity:
  nodeAffinity:
    requiredDuringSchedulingIgnoredDuringExecution:
      nodeSelectorTerms:
        - matchExpressions:
            - key: node-role.kubernetes.io/master
              operator: Exists
        - matchExpressions:
            - key: node-role.kubernetes.io/control-plane
              operator: Exists
tolerations:
  - operator: Exists
    effect: NoSchedule
    key: node-role.kubernetes.io/control-plane
  - operator: Exists
    effect: NoSchedule
    key: node-role.kubernetes.io/master
cainjector:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
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  argo-cd

        nodeSelectorTerms:
          - matchExpressions:
              - key: node-role.kubernetes.io/master
                operator: Exists
          - matchExpressions:
              - key: node-role.kubernetes.io/control-plane
                operator: Exists
  tolerations:
    - operator: Exists
      effect: NoSchedule
      key: node-role.kubernetes.io/control-plane
    - operator: Exists
      effect: NoSchedule
      key: node-role.kubernetes.io/master
webhook:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: node-role.kubernetes.io/master
                operator: Exists
          - matchExpressions:
              - key: node-role.kubernetes.io/control-plane
                operator: Exists
  tolerations:
    - operator: Exists
      effect: NoSchedule
      key: node-role.kubernetes.io/control-plane
    - operator: Exists
      effect: NoSchedule
      key: node-role.kubernetes.io/master
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  node-feature-discovery

## Disable the ApplicationSet controller.
applicationSet:
  replicas: 0

dex:
  enabled: false

notifications:
  enabled: false

global:
  podLabels:
    ovn.dpu.nvidia.com/skip-injection: ""

  affinity:
    nodeAffinity:
      # -- Default node affinity rules. Either: `none`, `soft` or 
`hard`
      type: hard
      # -- Default match expressions for node affinity
      matchExpressions:
        - key: "node-role.kubernetes.io/control-plane"

          operator: Exists
  tolerations:
    - key: node-role.kubernetes.io/master
      operator: Exists
      effect: NoSchedule
    - key: node-role.kubernetes.io/control-plane
      operator: Exists
      effect: NoSchedule

# Node Feature Discovery configuration
master:
  affinity:
    nodeAffinity:
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      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: "node-role.kubernetes.io/master"

                operator: Exists
          - matchExpressions:
              - key: "node-role.kubernetes.io/control-plane"

                operator: Exists
worker:
  enable: true

  hostNetwork: true

  tolerations:
    - key: node.kubernetes.io/not-ready
      operator: Exists
  config:
    sources:
      pci:
        deviceClassWhitelist:
          - "0200"

        deviceLabelFields:
          - "class"

          - "vendor"

          - "device"

gc:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: "node-role.kubernetes.io/master"

                operator: Exists
          - matchExpressions:
              - key: "node-role.kubernetes.io/control-plane"

                operator: Exists
  tolerations:
    - key: node-role.kubernetes.io/master
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  maintenance-operator

  kamaji

      operator: Exists
      effect: NoSchedule
    - key: node-role.kubernetes.io/control-plane
      operator: Exists
      effect: NoSchedule

# Maintenance Operator Chart configuration
operatorConfig:
  maxParallelOperations: 60%
operator:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: "node-role.kubernetes.io/master"

                operator: Exists
          - matchExpressions:
              - key: "node-role.kubernetes.io/control-plane"

                operator: Exists
  tolerations:
    - key: node-role.kubernetes.io/master
      operator: Exists
      effect: NoSchedule
    - key: node-role.kubernetes.io/control-plane
      operator: Exists
      effect: NoSchedule

# Kamaji configuration
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resources: null

affinity:
  nodeAffinity:
    requiredDuringSchedulingIgnoredDuringExecution:
      nodeSelectorTerms:
        - matchExpressions:
            - key: "node-role.kubernetes.io/master"

              operator: Exists
        - matchExpressions:
            - key: "node-role.kubernetes.io/control-plane"

              operator: Exists
tolerations:
  - key: node-role.kubernetes.io/master
    operator: Exists
    effect: NoSchedule
  - key: node-role.kubernetes.io/control-plane
    operator: Exists
    effect: NoSchedule
kamaji-etcd:
  persistentVolumeClaim:
    storageClassName: local-path
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: "node-role.kubernetes.io/master"

                operator: Exists
          - matchExpressions:
              - key: "node-role.kubernetes.io/control-plane"

                operator: Exists
  tolerations:
    - key: node-role.kubernetes.io/master
      operator: Exists
      effect: NoSchedule
    - key: node-role.kubernetes.io/control-plane
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  local-path-provosioner

      operator: Exists
      effect: NoSchedule
  jobs:
    affinity:
      nodeAffinity:
        requiredDuringSchedulingIgnoredDuringExecution:
          nodeSelectorTerms:
            - matchExpressions:
                - key: "node-role.kubernetes.io/master"

                  operator: Exists
            - matchExpressions:
                - key: "node-role.kubernetes.io/control-plane"

                  operator: Exists
    tolerations:
      - key: node-role.kubernetes.io/master
        operator: Exists
        effect: NoSchedule
      - key: node-role.kubernetes.io/control-plane
        operator: Exists
        effect: NoSchedule
  datastore:
    enabled: true

    annotations:
      helm.sh/resource-policy: keep
    name: default

image:
  repository: ghcr.io/nvidia/kamaji
  tag: v1.33.0-25.4.1

  pullPolicy: Always
cfssl:
  image:
    tag: v1.6.5
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  kube-state-metrics

tolerations:
  - operator: Exists
    effect: NoSchedule
    key: node-role.kubernetes.io/control-plane
  - operator: Exists
    effect: NoSchedule
    key: node-role.kubernetes.io/master

# Kube State Metrics configuration
affinity:
  nodeAffinity:
    requiredDuringSchedulingIgnoredDuringExecution:
      nodeSelectorTerms:
        - matchExpressions:
            - key: "node-role.kubernetes.io/master"

              operator: Exists
        - matchExpressions:
            - key: "node-role.kubernetes.io/control-plane"

              operator: Exists
tolerations:
  - key: node-role.kubernetes.io/master
    operator: Exists
    effect: NoSchedule
  - key: node-role.kubernetes.io/control-plane
    operator: Exists
    effect: NoSchedule
extraArgs:
  - --custom-resource-state-config-
file=/etc/customresourcestate/config.yaml
volumes:
  - configMap:
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      defaultMode: 420

      name: dpf-operator-customresourcestate-config
    name: customresourcestate-config
volumeMounts:
  - mountPath: /etc/customresourcestate
    name: customresourcestate-config
    readOnly: true

rbac:
  extraRules:
    - apiGroups:
        - svc.dpu.nvidia.com
        - operator.dpu.nvidia.com
        - svc.dpu.nvidia.com
        - provisioning.dpu.nvidia.com
      resources:
        - dpuclusters
        - dpuclusters/status
        - dpudeployments
        - dpudeployments/status
        - dpuservicecredentialrequests
        - dpuservicecredentialrequests/status
        - dpuservices
        - dpuservices/status
        - dpuservicetemplates
        - dpuservicetemplates/status
        - dpfoperatorconfigs
        - dpfoperatorconfigs/status
        - dpuservicechains
        - dpuservicechains/status
        - dpuserviceinterfaces
        - dpuserviceinterfaces/status
        - dpuserviceipams
        - dpuserviceipams/status
        - dpus
        - dpus/status
        - bfbs
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  grafana

        - bfbs/status
      verbs: ["list", "watch"]
    - apiGroups: ["apiextensions.k8s.io"]
      resources: ["customresourcedefinitions"]
      verbs: ["list", "watch"]

# Grafana configuration
affinity:
  nodeAffinity:
    requiredDuringSchedulingIgnoredDuringExecution:
      nodeSelectorTerms:
        - matchExpressions:
            - key: "node-role.kubernetes.io/master"

              operator: Exists
        - matchExpressions:
            - key: "node-role.kubernetes.io/control-plane"

              operator: Exists
tolerations:
  - key: node-role.kubernetes.io/master
    operator: Exists
    effect: NoSchedule
  - key: node-role.kubernetes.io/control-plane
    operator: Exists
    effect: NoSchedule
persistence:
  enabled: true

  storageClassName: local-path
datasources:
  datasources.yaml:
    apiVersion: 1

    datasources:
      - name: prometheus
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  prometheus

        type: prometheus
        url: http://dpf-operator-prometheus-server

        access: proxy
        isDefault: true

dashboardProviders:
  dashboardproviders.yaml:
    apiVersion: 1

    providers:
      - name: 'default'

        orgId: 1

        folder: ''

        type: file
        disableDeletion: false

        editable: true

        options:
          path: /var/lib/grafana/dashboards/default

      - name: 'debug'

        orgId: 1

        folder: 'debug'

        type: file
        disableDeletion: false

        editable: true

        options:
          path: /var/lib/grafana/dashboards/debug
dashboardsConfigMaps:
  default: dpf-operator-grafana-dashboards
  debug: dpf-operator-grafana-debug-dashboards

# Prometheus configuration
server:
  persistentVolume:
    storageClass: local-path
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  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: "node-role.kubernetes.io/master"

                operator: Exists
          - matchExpressions:
              - key: "node-role.kubernetes.io/control-plane"

                operator: Exists
  tolerations:
    - key: node-role.kubernetes.io/master
      operator: Exists
      effect: NoSchedule
    - key: node-role.kubernetes.io/control-plane
      operator: Exists
      effect: NoSchedule
alertmanager:
  enabled: false

prometheus-node-exporter:
  enabled: false

prometheus-pushgateway:
  enabled: false

kube-state-metrics:
  enabled: false

extraScrapeConfigs: |
  - job_name: 'doca-platform-framework'

    scrape_interval: 15s
    metrics_path: /metrics
    scheme: https
    authorization:
      type: Bearer
      credentials_file: 
/var/run/secrets/kubernetes.io/serviceaccount/token
    tls_config:
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      ca_file: 
/var/run/secrets/kubernetes.io/serviceaccount/ca.crt
      insecure_skip_verify: true

    kubernetes_sd_configs:
      - role: pod
    relabel_configs:
      - source_labels: 
[__meta_kubernetes_pod_label_dpu_nvidia_com_component]
        action: keep
        regex: ".*-controller-manager"

      - source_labels: 
[__meta_kubernetes_pod_container_port_name]
        action: keep
        regex: metrics
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User Guides
DPF User Guides

These guides walk you through deploying and configuring the DOCA Platform Foundation
(DPF) for different scenarios.

Deployment Scenarios

We have two primary deployment scenarios for DPF - Zero Trust and Host Trusted. Each
scenario has its own deployment guide and configuration details.

In the below diagram, you can see the differences between the two deployment modes:

Zero Trust Deployment

Zero Trust Guide

In Zero Trust deployments, the DPU acts as a host accelerator card managed by DPF via
BMC and Redfish. Your host machines stay outside the DPF management cluster, while
the DPU provides secure acceleration for those hosts.

This approach gives you:
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DPU managed through DPF via BMC and Redfish

Secure isolation between management plane and host systems

DPU services managed via Kubernetes APIs within the DPF cluster

Ideal for isolation use cases: HBN, VPC, SNAP isolated storage, and Argus

Host Trusted Deployment

Host Trusted Guide

In Host Trusted deployments, the DPU acts as a host accelerator card managed by the
host. Your host machines function as worker nodes within the DPF management cluster,
with the DPU serving as an integrated acceleration resource.

This approach gives you:

Host-managed DPU

Standard Kubernetes APIs for both host workloads and DPU services

End-to-end Kubernetes-native experience

Support for HBN, OVN Kubernetes, and HBN+OVN Kubernetes use cases

DPU configuration through DOCA Management Service (DMS)

Host Trusted Deployment

Overview

The Host Trusted deployment scenario represents DPF for Host Trusted environments,
where the DPU is treated as a host accelerator card and is managed by the host. In this
deployment model, host machines function as worker nodes within the DPF management
cluster, with the DPU serving as an integrated acceleration resource that enhances the
host's capabilities.
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This architecture allows users to leverage standard Kubernetes APIs for managing both
host workloads and DPU services, creating an end to end Kubernetes-native experience.

The DOCA Management Service(DMS) is used to install and configure the DPU.

Use Cases

The Host trusted model supports various use cases, each optimized for specific
networking and acceleration requirements.

Each use case may require tailored configurations on the DPU for optimal performance.
Below are the validated user guides with corresponding deployment guides.

HBN and OVN Kubernetes

Host Based Networking and OVN Kubernetes

DPU Services Comments

DOCA Host-Based Networking
(HBN)

Accelerates underlay BGP routing with ECMP from
the DPU

OVN Kubernetes with DPU
offload

Provides SDN overlay services and Kubernetes CNI
offloads

DOCA Telemetry Service (DTS) Provides enhanced DPU telemetry

DOCA BlueMan Offers a user-friendly GUI for DTS

OVN Kubernetes

OVN Kubernetes on its own

DPU Services Comments

OVN Kubernetes with DPU
offload

Provides SDN overlay services and Kubernetes CNI
offloads

DOCA Telemetry Service (DTS) Provides enhanced DPU telemetry

DOCA BlueMan Offers a user-friendly GUI for DTS
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HBN

Host Based Networking on its own

DPU Services Comments

DOCA Host-Based Networking
(HBN)

Accelerates underlay BGP routing with ECMP and EVPN-
based overlays

DPU Passthrough

DPU Passthrough

No DPUServices are necessary for this use case.

Prerequisites

Before deploying DPF in Host Trusted mode, ensure you have the necessary hardware and
software prerequisites in place. This includes compatible DPU hardware, host operating
system configurations, and network settings. For detailed requirements, refer to the
prerequisites guide.

Support and Troubleshooting

For assistance with Host Trusted deployments:

Review the specific use case documentation

Check the DPF troubleshooting guide

Consult the release notes for known issues

Engage with the NVIDIA support team for further assistance

Next Steps

Once you've familiarized yourself with the Host Trusted concept, proceed to:
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1. Review the prerequisites

2. Select an appropriate use case

3. Begin your DPF Host Trusted deployment

DPF Prerequisites for Host Trusted
Before deploying DPF, ensure the following prerequisites are met:

DPF System Setup Prerequisites

DPF Operator Helm Prerequisites

Host Network Configuration Prerequisites

DPF System Prerequisites for Host
Trusted
DPF makes a number of assumptions about the hardware, software and networking of
the machines it runs on. Some of the specific user guides add their own requirements.

Hardware setup

There is a high availability control plane machines serving many worker nodes in a cluster
running DPF.

Control plane machines

Each control plane machine:

May be virtualized

x86_64 architecture

16 GB RAM

8 CPUs
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DPUs are not installed

Worker machines

Each worker machine:

Bare metal - no virtualization

x86_64 architecture

16 GB RAM

8 CPUs

Any number of DPUs but only one can be provisioned

DPUs

Bluefield 3

32 GB memory

Flashed with NVIDIA BFB with DOCA version 2.5 or higher

out-of-band management port is not used

System software setup

Control plane machines

NFS client packages - i.e. nfs-common

NFS server available with /mnt/dpf_share  readable and writable by any user

Worker machines
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In-Band Manageability Interface  enabled in BIOS

NFS client packages - i.e. nfs-common

NFS server available with /mnt/dpf_share  readable and writable by any user

rshim package is not installed

Kubernetes

Kubernetes 1.31

Control plane nodes have the labels
"node-role.kubernetes.io/control-plane" : ""

Network setup

All nodes have full internet access - both from the host out-of-band and DPU high
speed interfaces.

Virtual IP from the management subnet reserved for internal DPF usage.

The out-of-band management and high-speed networks are routable to each other.

The control plane nodes hosting the DPU control plane pods must be located on the
same L2 broadcast domain.

The out-of-band management fabric on which control plane nodes are connected
should allow MultiCast traffic (used for VRRP).

Host Network Configuration
Prerequisites

Overview
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To facilitate connectivity between the Data Processing Unit (DPU) and the Kubernetes
control plane (API server) and the DHCP server on the management network, a
fundamental network configuration is necessary on the host. The appropriate solution
may vary depending on the specific environment. This guide provides a basic example for
a host with Ubuntu 24.04 OS.

Assumption

This configuration is intended to be implemented during the host provisioning phase,
prior to its integration into the Kubernetes cluster.

Host-DPU Network Diagram

The solution involves setting up a linux bridge with an IP address and connecting the Out-
of-Band (OOB) uplink (a 1 Gbps Ethernet port) to it. During the DPU provisioning process,
a Virtual Function (VF) will be created for the DPU and connected to the bridge to enable
connectivity.

Example Solution - Set Up The Bridge Using Netplan

Utilize Netplan to configure the necessary network interfaces. Netplan configuration files
are executed at boot time before the kubelet process.

The following YAML illustrates the requirements for the Netplan configuration. It ensures
the following:

1. No IP, gateway or DNS nameservers is configured on the oob  interface

2. The oob  interface is connected to the bridge br-dpu .

             +--------------------------------+  +-------------+
             | Host                           |  | DPU         |
             |        +---------+             |  |             |
Management---|--OOB---|  br-dpu |--ensXf0vf0--|--|--pf0vf0     |
  Network    | uplink +---------+             |  | representor |
             | (No IP)    IP                  |  |             |
             |                                |  |             |
             +--------------------------------+  +-------------+

https://netplan.readthedocs.io/en/stable/
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3. The bridge is always named br-dpu . The name of the OOB interface does not
matter.

4. All network connectivity requirements, such as IP, gateway, and nameservers, are
configured on br-dpu.

In addition to the above configuration, an IP address and other settings are required to
make br-dpu work. You can either set them statically or configure them through DHCP

Option 1: Set br-dpu through DHCP

To let the br-dpu  get its configuration via DHCP, add dhcp4: yes  like the following:

network:
  ethernets:
    oob:
      # dhcp4 is always no for oob
      dhcp4: no
      match:
        # the mac address of the oob
        macaddress: xx:xx:xx:xx:xx:xx
      set-name: oob
  bridges:
    br-dpu:
      interfaces: [oob]
      critical: true

      # other bridge configurations
  # uncomment the line below to use NetworkManager as backend 
renderer 
  # renderer: NetworkManager
  version: 2

network:
  ethernets:
    oob:
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Option 2: Set br-dpu statically

If DHCP is disabled on br-dpu, you must assign an IP address and a default gateway to
br-dpu . nameservers  are optional

      # dhcp4 is always no for oob
      dhcp4: no
      match:
        # the mac address of the oob
        macaddress: xx:xx:xx:xx:xx:xx
      set-name: oob
  bridges:
    br-dpu:
      interfaces: [oob]
      # the mac address of the oob
      macaddress: xx:xx:xx:xx:xx:xx
      critical: true

      dhcp4: yes
      dhcp4-overrides:
        route-metric: 5

  version: 2

Note

Please ensure that the configuration on br-dpu  matches the
configuration on your DHCP server. You may need additional
configurations to make the DHCP procedure work. For example: 1. Set
macaddress  to explicitly assign a MAC address to br-dpu

2. Set dhcp-identifier: mac  to use MAC address as the DHCP
client identifier
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network:
  ethernets:
    oob:
      #dhcp4 is always no for oob
      dhcp4: no
      match:
        # the mac address of the oob
        macaddress: xx:xx:xx:xx:xx:xx
      set-name: oob
  bridges:
    br-dpu:
      interfaces: [oob]
      critical: true

      # the addresses of the bridge
      addresses: ["xx.xx.xx.xx"]
      routes:
        # the default gateway for the bridge
        - to: default

          via: "xx.xx.xx.xx"

          metric: 5

      # DNS nameservers for the bridge
      nameservers:
        addresses:
          - xx.xx.xx.xx
        search:
          - "xxx"

  version: 2

Note

The metric of the default route must be at least 2
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Host Routes and network acceleration

When the hosts are connected both to the management network via the OOB interface,
and to the high-speed network via the Bluefield PFs or VFs, the default route should be
configured via the OOB. This means that the outgoing traffic will by default go through
the management network.

This is an issue in case some external traffic is reaching the host via the high-speed IP
address. This causes asymmetric traffic routing. In addition, if the outgoing traffic is via
the OOB port instead of high-speed port, the performance are far worse since the traffic
is not accelerated. Similarly, traffic from high-speed network reaching the host via the
OOB network will cause asymmetric traffic. To fix this, some source-based routing on the
host is necessary, so that traffic coming to the high speed network will leave the host via
the high speed network, and traffic coming from the OOB interface will also leave the
host via the OOB port.

The script below demonstrates an example of source-based routing to ensure proper
network acceleration. It assumes that :

192.168.0.10/24 is the host IP on the management network (OOB interface) and the
gateway is 192.168.0.1

10.0.0.10/22 is the host IP address on the high speed network (interface ens1f0np0)
and the gateway is 10.0.0.1

# change routing table for traffic to high speed network from host 
OOB to use OOB port
ip rule add priority 200 from 192.168.0.10/32 to 10.0.0.0/22 table 200

# Route via OOB Gateway
ip r a default via 192.168.0.1 dev br-dpu table 200

 
# change routing table for traffic to anywhere from host high-
speed IP
ip rule add priority 201 from 10.0.0.10/32 table 201

# route via the high speed gateway
ip r a default via 10.0.0.1 dev ens1f0np0 table 201
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Host Trusted Use Cases

Host Trusted Use Cases

The Host Trusted scenario supports the following use cases, each tailored to specific
networking and acceleration needs. Each use case may require specific configurations on
the DPU for optimal performance.

Host Based Networking and OVN Kubernetes

OVN Kubernetes

Host Based Networking

DPU Passthrough in DPF Host Trusted

DPU Passthrough in DPF Host Trusted

This configuration provides instructions for deploying the NVIDIA DOCA Platform
Framework (DPF) on high-performance, bare-metal infrastructure in Host Trusted mode. It
focuses on provisioning NVIDIA® BlueField®-3 DPUs using DPF and enabling them to act as
passthrough devices.

Prerequisites

This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the

Note

Follow this guide from the source GitHub repo at
github.com/NVIDIA/doca-platform and moving to the
docs/public/user-guides/host-trusted/use-
cases/passthrough/README.md

for better formatting of the code.

https://github.com/NVIDIA/doca-platform
https://github.com/NVIDIA/doca-platform
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docs/public/user-guides/host-trusted/use-cases/passthrough/README.md
directory.

The system is set up as described in the system prerequisites.

Software prerequisites

The following tools must be installed on the machine where the commands contained in
this guide run:

kubectl

helm

envsubst

Installation guide

0. Required variables

The following variables are required by this guide. A sensible default is provided where it
makes sense, but many will be specific to the target infrastructure.

Commands in this guide are run in the same directory that contains this readme.

  Environment variables file

## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not allocated by 
DHCP.
export DPUCLUSTER_VIP=
## Interface on which the DPUCluster load balancer will listen. 
Should be the management interface of the control plane node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

1. DPF Operator installation

Create storage required by the DPF Operator

A number of environment variables must be set before running this command.

This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"

source manifests/00-env-vars/envvars.env

kubectl create ns dpf-operator-system
cat manifests/01-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -
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Additional Dependencies

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs: 
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:
  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
  storageClassName: ""
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Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

Deploy the DPF Operator

A number of environment variables must be set before running this command.

HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Warning

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

2. DPF system installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

Deploy the DPF System components

A number of environment variables must be set before running this command.

This will create the following objects:

  DPF Operator to install the DPF System components

## Ensure the DPF Operator deployment is available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all

kubectl create ns dpu-cplane-tenant1
cat manifests/02-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
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  DPUCluster to serve as Kubernetes control plane for DPU nodes

kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  provisioningController:
    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

3. DPU Provisioning and Interface Plumbing

keepalived process running on the host
      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""

## Ensure the provisioning and DPUService controller manager 
deployments are available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.
kubectl rollout status deployment --namespace dpf-operator-system 
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all

Warning
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In this step we provision our DPUs and we do the nessecary interface plumbing to enable
the DPU to act as a passthrough device.

The user is expected to create a DPUSet object to provision the DPUs and a
DPUServiceChain to enable the nessecary connectivity between the host and DPU
interfaces.

Check the DPUSet documentation and DPUServiceChain documentation for
more information about these objects.

Create the BFB, DPUSet and DPUServiceChain

A number of environment variables must be set before running this command.

This will deploy the following objects:

  BFB to download the BFB to a shared volume

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUSet to select the appropriate DPU. See DPUSet -
DPU Selection to understand more about the selectors.

cat manifests/03-dpf-object-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL
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  DPUFlavor used for provisioning the DPUs

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUFlavor
metadata:
  name: passthrough
  namespace: dpf-operator-system
spec:
  grub:
    kernelParameters:
    - console=hvc0
    - console=ttyAMA0
    - earlycon=pl011,0x13010000

    - fixrttc
    - net.ifnames=0

    - biosdevname=0

    - iommu.passthrough=1

    - cgroup_no_v1=net_prio,net_cls
    - hugepagesz=2048kB
    - hugepages=3072

  nvconfig:
  - device: "*"

    parameters:
    - PF_BAR2_ENABLE=0

    - PER_PF_NUM_SF=1

    - PF_TOTAL_SF=20

    - PF_SF_BAR_SIZE=10

    - NUM_PF_MSIX_VALID=0

    - PF_NUM_PF_MSIX_VALID=1

    - PF_NUM_PF_MSIX=228

    - INTERNAL_CPU_MODEL=1

    - INTERNAL_CPU_OFFLOAD_ENGINE=0

    - SRIOV_EN=1

    - NUM_OF_VFS=46

    - LAG_RESOURCE_ALLOCATION=1
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  ovs:
    rawConfigScript: |
      _ovs-vsctl() {
        ovs-vsctl --no-wait --timeout 15 "$@"

      }
      _ovs-vsctl set Open_vSwitch . other_config:doca-init=true

      _ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

      _ovs-vsctl set Open_vSwitch . other_config:hw-offload=true

      _ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

      _ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

      _ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

      _ovs-vsctl set Open_vSwitch . other_config:ctl-pipe-
size=1024

      _ovs-vsctl --if-exists del-br ovsbr1
      _ovs-vsctl --if-exists del-br ovsbr2
      _ovs-vsctl --may-exist add-br br-sfc
      _ovs-vsctl set bridge br-sfc datapath_type=netdev
      _ovs-vsctl set bridge br-sfc fail_mode=secure
      _ovs-vsctl --may-exist add-port br-sfc p0
      _ovs-vsctl set Interface p0 type=dpdk
      _ovs-vsctl set Interface p0 mtu_request=9216

      _ovs-vsctl set Port p0 external_ids:dpf-type=physical
  bfcfgParameters:
  - UPDATE_ATF_UEFI=yes
  - UPDATE_DPU_OS=yes
  - WITH_NIC_FW_UPDATE=yes
  configFiles:
  - path: /etc/mellanox/mlnx-bf.conf
    operation: override
    raw: |
        ALLOW_SHARED_RQ="no"

        IPSEC_FULL_OFFLOAD="no"

        ENABLE_ESWITCH_MULTIPORT="yes"
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  DPUSet to provision DPUs on worker nodes

  DPUServiceInterfaces used by the DPUServiceChain

    permissions: "0644"

  - path: /etc/mellanox/mlnx-ovs.conf
    operation: override
    raw: |
        CREATE_OVS_BRIDGES="no"

        OVS_DOCA="yes"

    permissions: "0644"

  - path: /etc/mellanox/mlnx-sf.conf
    operation: override
    raw: ""

    permissions: "0644"

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUSet
metadata:
  name: passthrough
  namespace: dpf-operator-system
spec:
  dpuNodeSelector:
    matchLabels:
      feature.node.kubernetes.io/dpu-enabled: "true"

  dpuTemplate:
    spec:
      dpuFlavor: passthrough
      bfb:
        name: "bf-bundle"

---
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apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p1
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p1"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p1
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
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  DPUServiceChain to make the device act as passthrough device

metadata:
  name: pf0hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf0hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 0

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf1hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf1hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 1
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Verification

The following verification commands may need to be run multiple times to ensure the
condition is met.

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceChain
metadata:
  name: passthrough
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        spec:
          switches:
            - ports:
              - serviceInterface:
                  matchLabels:
                    interface: p0
              - serviceInterface:
                  matchLabels:
                    interface: pf0hpf
            - ports:
              - serviceInterface:
                  matchLabels:
                    interface: p1
              - serviceInterface:
                  matchLabels:
                    interface: pf1hpf
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Wait for the DPUs to be provisioned

The DPUs will take some time to be provisioned and the OS to be installed. You can check
the status of the DPUs with

or with dpfctl :

## Ensure the DPUServiceChain is ready 
kubectl wait --for=condition=ready --namespace dpf-operator-system 
dpuservicechain passthrough
## Ensure the DPUServiceInterfaces are ready
kubectl wait --for=condition=ready --namespace dpf-operator-system 
dpuserviceinterface p0 p1 pf0hpf pf1hpf
## Ensure the BFB is ready
kubectl wait --for="jsonpath={.status.phase}=Ready" --namespace dpf-operator-
system bfb bf-bundle
## Ensure the DPUs have the condition Initialized (this may take 
time)
kubectl wait --for=condition=Initialized --namespace dpf-operator-
system dpu --all

kubectl wait --for=condition=Ready --namespace dpf-operator-system 
dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpusets
NAME                                            NAMESPACE          
STATUS       REASON         SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig             dpf-operator-
system  Ready: True  Success        24m
├─DPUServiceChains
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Test Traffic

After the DPUs are provisioned and the rest of the objects are Ready, we can test traffic
by assigning an IP on one of the PFs on the host for each DPU, and run a simple ping. This

│ └─DPUServiceChain/passthrough                 dpf-operator-
system  Ready: True  Success        7s
├─DPUServiceInterfaces
│ └─4 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success        78m    See p0, p1, pf0hpf, 
pf1hpf
└─DPUSets
  └─DPUSet/passthrough                          dpf-operator-
system
    ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready          78m    File: bf-bundle-3.1.0-
53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    └─DPUs
      ├─DPU/dpu-node-mt2306xz0370-mt2306xz0370  dpf-operator-
system
      │             └─Ready                                        
False        OS Installing  1s
      ├─DPU/dpu-node-mt2333xz0xq3-mt2333xz0xq3  dpf-operator-
system
      │             └─Ready                                        
False        OS Installing  1s
      ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
      │             └─Ready                                        
False        OS Installing  1s
      └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
                    └─Ready                                        
False        OS Installing  1s
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assumes that the high speed ports of the DPUs are connected and the DPUs can reach
each other. Assuming the PF is named ens0f0np0  then:

Host 1:

Host 2:

From Host 1:

Uninstall

This section covers only the DPF related components and not the prerequisites as these
must be managed by the admin.

Delete the DPF Operator system and DPF Operator

ip addr add 192.168.1.1/24 dev ens0f0np0

ip addr add 192.168.1.2/24 dev ens0f0np0

$ ping 192.168.1.2 -c3
PING 192.168.1.2 (192.168.1.2) 56(84) bytes of data.
64 bytes from 192.168.1.2: icmp_seq=1 ttl=64 time=0.387 ms
64 bytes from 192.168.1.2: icmp_seq=2 ttl=64 time=0.344 ms
64 bytes from 192.168.1.2: icmp_seq=3 ttl=64 time=0.396 ms
 
--- 192.168.1.2 ping statistics ---
3 packets transmitted, 3 received, 0% packet loss, time 2053ms
rtt min/avg/max/mdev = 0.344/0.375/0.396/0.022 ms
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Delete DPF Operator PVC

Note: there can be a race condition with deleting the underlying Kamaji cluster which runs
the DPU cluster control plane in this guide. If that happens it may be necessary to remove
finalizers manually from DPUCluster  and Datastore  objects.

Host Based Networking

In this configuration NVIDIA Host Based Networking (HBN) is installed as a DPUService.

Prerequisites

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv

Note

Follow this guide from the source GitHub repo at
github.com/NVIDIA/doca-platform and moving to the
docs/public/user-guides/host-trusted/use-
cases/hbn/README.md

for better formatting of the code.

https://docs.nvidia.com/doca/sdk/doca+hbn+service+guide/index.html
https://github.com/NVIDIA/doca-platform
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This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the docs/public/user-guides/hbn_only  directory.

The system is set up as described in the system prerequisites. The HBN DPUService has
the additional requirements:

Software prerequisites

This guide uses the following tools which must be installed on the machine where the
commands contained in this guide run.

kubectl

helm

envsubst

Kubernetes prerequisites

control plane setup is complete before starting this guide

CNI installed before starting this guide

worker nodes are not added until indicated by this guide

High-speed ports are used for secondary workload network and not for primary CNI

Virtual functions

A number of virtual functions (VFs) will be created on hosts when provisioning DPUs.
Certain of these VFs are marked for specific usage:

The first VF (vf0) is used by provisioning components.

The remaining VFs are allocated by SR-IOV Device Plugin.

Installation guide

https://github.com/NVIDIA/doca-platform
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0. Required variables

The following variables are required by this guide. A sensible default is provided where it
makes sense, but many will be specific to the target infrastructure.

Commands in this guide are run in the same directory that contains this readme.

  Environment variables file

## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not allocated by 
DHCP.
export DPUCLUSTER_VIP=
## DPU_P0 is the name of the first port of the DPU. This name 
must be the same on all worker nodes.
export DPU_P0=
## Interface on which the DPUCluster load balancer will listen. 
Should be the management interface of the control plane node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
## The repository URL for the NVIDIA Helm chart registry.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export HELM_REGISTRY_REPO_URL=https://helm.ngc.nvidia.com/nvidia/doca

## The repository URL for the HBN container image.
## Usually this is the NVIDIA NGC registry. For development 
purposes, this can be set to a different repository.
export HBN_NGC_IMAGE_URL=nvcr.io/nvidia/doca/doca_hbn
## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

1. DPF Operator installation

Create storage required by the DPF Operator

A number of environment variables must be set before running this command.

This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"

source manifests/00-env-vars/envvars.env

kubectl create ns dpf-operator-system
cat manifests/01-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
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Additional Dependencies

Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs: 
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:
  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
  storageClassName: ""

Warning
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Deploy the DPF Operator

A number of environment variables must be set before running this command.

HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG
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2. DPF system installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

Deploy the DPF System components

A number of environment variables must be set before running this command.

This will create the following objects:

  DPF Operator to install the DPF System components

## Ensure the DPF Operator deployment is available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all

kubectl create ns dpu-cplane-tenant1
cat manifests/02-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  provisioningController:
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  DPUCluster to serve as Kubernetes control plane for DPU nodes

    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
keepalived process running on the host
      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

3. Enable accelerated interfaces

Traffic can be routed through HBN on the worker node by mounting the DPU physical
interface into a pod.

Install Multus and SRIOV Network Operator using NVIDIA Network
Operator

## Ensure the provisioning and DPUService controller manager 
deployments are available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.
kubectl rollout status deployment --namespace dpf-operator-system 
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all

helm repo add nvidia https://helm.ngc.nvidia.com/nvidia --force-update

helm upgrade --no-hooks --install --create-namespace --namespace 
nvidia-network-operator network-operator nvidia/network-operator 
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  NVIDIA Network Operator Helm values

--version 25.4.0 -f ./manifests/03-enable-accelerated-
interfaces/helm-values/network-operator.yml

nfd:
  enabled: false

  deployNodeFeatureRules: false

sriovNetworkOperator:
  enabled: true

sriov-network-operator:
  operator:
    affinity:
      nodeAffinity:
        requiredDuringSchedulingIgnoredDuringExecution:
          nodeSelectorTerms:
            - matchExpressions:
                - key: node-role.kubernetes.io/master
                  operator: Exists
            - matchExpressions:
                - key: node-role.kubernetes.io/control-plane
                  operator: Exists
  crds:
    enabled: true

  sriovOperatorConfig:
    deploy: true

    configDaemonNodeSelector: null

operator:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: node-role.kubernetes.io/master
                operator: Exists
          - matchExpressions:



DOCA Platform Framework (DPF) Documentation v.25.7.1 71

Apply the NICClusterConfiguration and SriovNetworkNodePolicy

This will deploy the following objects:

  NICClusterPolicy for the NVIDIA Network Operator

  SriovNetworkNodePolicy for the SR-IOV Network Operator

              - key: node-role.kubernetes.io/control-plane
                operator: Exists

cat manifests/03-enable-accelerated-interfaces/*.yaml | envsubst 
| kubectl apply -f -

---
apiVersion: mellanox.com/v1alpha1
kind: NicClusterPolicy
metadata:
  name: nic-cluster-policy
spec:
  secondaryNetwork:
    multus:
      image: multus-cni
      imagePullSecrets: []
      repository: ghcr.io/k8snetworkplumbingwg
      version: v3.9.3

---
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

metadata:
  name: bf3-p0-vfs
  namespace: nvidia-network-operator
spec:
  nicSelector:
    deviceID: "a2dc"

    vendor: "15b3"

    pfNames:
    - $DPU_P0#2-45

  nodeSelector:
    node-role.kubernetes.io/worker: ""

  numVfs: 46

  resourceName: bf3-p0-vfs
  isRdma: true

  externallyManaged: true

  deviceType: netdevice
  linkType: eth

## Ensure the provisioning and DPUService controller manager 
deployments are available.
kubectl wait --for=condition=Ready --namespace nvidia-network-
operator pods --all
## Expect the following Daemonsets to be successfully rolled out.
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4. DPU Provisioning and Service Installation

In this step we deploy our DPUs and the services that will run on them.

The user is expected to create a DPUDeployment object that reflects a set of
DPUServices that should run on a set of DPUs.

If you want to learn more about DPUDeployments , feel free to check the
DPUDeployment documentation.

Create the DPUDeployment, DPUServiceConfig, DPUServiceTemplate and
other necessary objects

A number of environment variables must be set before running this command.

This will deploy the following objects:

  BFB to download Bluefield Bitstream to a shared volume

kubectl rollout status daemonset --namespace nvidia-network-
operator kube-multus-ds sriov-network-config-daemon sriov-device-
plugin

Warning

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUDeployment to select the appropriate DPU. See
DPUDeployment - DPUs Configuration to understand more about the
selectors.

cat manifests/04-dpudeployment-installation/*.yaml | envsubst | 
kubectl apply -f -
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  HBN DPUFlavor to correctly configure the DPUs on provisioning

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUFlavor
metadata:
  name: dpf-provisioning-hbn
  namespace: dpf-operator-system
spec:
  bfcfgParameters:
  - UPDATE_ATF_UEFI=yes
  - UPDATE_DPU_OS=yes
  - WITH_NIC_FW_UPDATE=yes
  configFiles:
  - operation: override
    path: /etc/mellanox/mlnx-bf.conf
    permissions: "0644"

    raw: |
      ALLOW_SHARED_RQ="no"

      IPSEC_FULL_OFFLOAD="no"

      ENABLE_ESWITCH_MULTIPORT="yes"

  - operation: override
    path: /etc/mellanox/mlnx-ovs.conf
    permissions: "0644"
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    raw: |
      CREATE_OVS_BRIDGES="no"

      OVS_DOCA="yes"

  - operation: override
    path: /etc/mellanox/mlnx-sf.conf
    permissions: "0644"

    raw: ""

  grub:
    kernelParameters:
    - console=hvc0
    - console=ttyAMA0
    - earlycon=pl011,0x13010000

    - fixrttc
    - net.ifnames=0

    - biosdevname=0

    - iommu.passthrough=1

    - cgroup_no_v1=net_prio,net_cls
    - hugepagesz=2048kB
    - hugepages=3072

  nvconfig:
  - device: '*'

    parameters:
    - PF_BAR2_ENABLE=0

    - PER_PF_NUM_SF=1

    - PF_TOTAL_SF=20

    - PF_SF_BAR_SIZE=10

    - NUM_PF_MSIX_VALID=0

    - PF_NUM_PF_MSIX_VALID=1

    - PF_NUM_PF_MSIX=228

    - INTERNAL_CPU_MODEL=1

    - INTERNAL_CPU_OFFLOAD_ENGINE=0

    - SRIOV_EN=1

    - NUM_OF_VFS=46

    - LAG_RESOURCE_ALLOCATION=1

  ovs:
    rawConfigScript: |
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  DPUDeployment to provision DPUs on worker nodes

      _ovs-vsctl() {
        ovs-vsctl --no-wait --timeout 15 "$@"

      }
      _ovs-vsctl set Open_vSwitch . other_config:doca-init=true

      _ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

      _ovs-vsctl set Open_vSwitch . other_config:hw-offload=true

      _ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

      _ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

      _ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

      _ovs-vsctl --if-exists del-br ovsbr1
      _ovs-vsctl --if-exists del-br ovsbr2
      _ovs-vsctl --may-exist add-br br-sfc
      _ovs-vsctl set bridge br-sfc datapath_type=netdev
      _ovs-vsctl set bridge br-sfc fail_mode=secure
      _ovs-vsctl --may-exist add-port br-sfc p0
      _ovs-vsctl set Interface p0 type=dpdk
      _ovs-vsctl set Interface p0 mtu_request=9216

      _ovs-vsctl set Port p0 external_ids:dpf-type=physical

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUDeployment
metadata:
  name: hbn-only
  namespace: dpf-operator-system
spec:
  dpus:
    bfb: bf-bundle
    flavor: dpf-provisioning-hbn
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    dpuSets:
    - nameSuffix: "dpuset1"

      nodeSelector:
        matchLabels:
          feature.node.kubernetes.io/dpu-enabled: "true"

      dpuSelector:
        provisioning.dpu.nvidia.com/dpudevice-pf0-name: $DPU_P0
  services:
    doca-hbn:
      serviceTemplate: doca-hbn
      serviceConfiguration: doca-hbn
  serviceChains:
    switches:
      - ports:
        - serviceInterface:
            matchLabels:
              uplink: p0
        - service:
            name: doca-hbn
            interface: p0_if
      - ports:
        - serviceInterface:
            matchLabels:
              uplink: p1
        - service:
            name: doca-hbn
            interface: p1_if
      - ports:
        - serviceInterface:
            matchLabels:
              vf: pf0vf10
        - service:
            name: doca-hbn
            interface: pf0vf10_if
      - ports:
        - serviceInterface:
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  DPUServiceConfig and DPUServiceTemplate to deploy HBN workloads to the DPUs

            matchLabels:
              vf: pf1vf10
        - service:
            name: doca-hbn
            interface: pf1vf10_if

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: doca-hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "doca-hbn"

  serviceConfiguration:
    serviceDaemonSet:
      annotations:
        k8s.v1.cni.cncf.io/networks: |-
          [
          {"name": "iprequest", "interface": "ip_lo", "cni-args": {"poolNames": 
["loopback"], "poolType": "cidrpool"}},
          {"name": "iprequest", "interface": "ip_pf0vf10", "cni-args": {"poolNames": 
["pool1"], "poolType": "cidrpool", "allocateDefaultGateway": true}},
          {"name": "iprequest", "interface": "ip_pf1vf10", "cni-args": {"poolNames": 
["pool2"], "poolType": "cidrpool", "allocateDefaultGateway": true}}
          ]
    helmChart:
      values:
        configuration:
          perDPUValuesYAML: |
            - hostnamePattern: "*"

              values:
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                bgp_peer_group: hbn
                vrf1: RED
                vrf2: BLUE
                l3vni1: 100001

                l3vni2: 100002

            - hostnamePattern: "worker1*"

              values:
                bgp_autonomous_system: 65101

            - hostnamePattern: "worker2*"

              values:
                bgp_autonomous_system: 65201

          startupYAMLJ2: |
            - header:
                model: bluefield
                nvue-api-version: nvue_v1
                rev-id: 1.0

                version: HBN 2.4.0

            - set:
                evpn:
                  enable: on
                  route-advertise: {}
                interface:
                  lo:
                    ip:
                      address:
                        {{ ipaddresses.ip_lo.ip }}/32: {}
                    type: loopback
                  p0_if,p1_if,pf0vf10_if,pf1vf10_if:
                    type: swp
                    link:
                      mtu: 9000

                  pf0vf10_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf0vf10.cidr }}: {}
                      vrf: {{ config.vrf1 }}
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                  pf1vf10_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf1vf10.cidr }}: {}
                      vrf: {{ config.vrf2 }}
                nve:
                  vxlan:
                    arp-nd-suppress: on
                    enable: on
                    source:
                      address: {{ ipaddresses.ip_lo.ip }}
                router:
                  bgp:
                    enable: on
                    graceful-restart:
                      mode: full
                vrf:
                  default:
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            multipaths:
                              ebgp: 16

                          l2vpn-evpn:
                            enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                        neighbor:
                          p0_if:
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                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                            address-family:
                              l2vpn-evpn:
                                enable: on
                                add-path-tx: off
                          p1_if:
                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                            address-family:
                              l2vpn-evpn:
                                enable: on
                                add-path-tx: off
                        path-selection:
                          multipath:
                            aspath-ignore: on
                        peer-group:
                          {{ config.bgp_peer_group }}:
                            address-family:
                              ipv4-unicast:
                                enable: on
                              l2vpn-evpn:
                                enable: on
                            remote-as: external
                        router-id: {{ ipaddresses.ip_lo.ip }}
                  {{ config.vrf1 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni1 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
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                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                  {{ config.vrf2 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni2 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
  interfaces:
  - name: p0_if
    network: mybrhbn
  - name: p1_if
    network: mybrhbn
  - name: pf0vf10_if
    network: mybrhbn
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  DPUServiceInterfaces for physical ports on the DPU

  - name: pf1vf10_if
    network: mybrhbn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: doca-hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "doca-hbn"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: 1.0.3

      chart: doca-hbn
    values:
      image:
        repository: $HBN_NGC_IMAGE_URL
        tag: 3.1.0-doca3.1.0

      resources:
        memory: 6Gi
        nvidia.com/bf_sf: 4

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
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  template:
    spec:
      template:
        metadata:
          labels:
            uplink: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p1
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            uplink: "p1"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p1
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf0vf10-rep
  namespace: dpf-operator-system
spec:
  template:
    spec:
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  DPUServiceIPAM to set up IP Address Management on the DPUCluster

      template:
        metadata:
          labels:
            vf: "pf0vf10"

        spec:
          interfaceType: vf
          vf:
            parentInterfaceRef: p0
            pfID: 0

            vfID: 10

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf1vf10-rep
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            vf: "pf1vf10"

        spec:
          interfaceType: vf
          vf:
            parentInterfaceRef: p1
            pfID: 1

            vfID: 10

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
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  DPUServiceIPAM for the loopback interface in HBN

kind: DPUServiceIPAM
metadata:
  name: pool1
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.121.0/24"

    gatewayIndex: 2

    prefixSize: 29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool2
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.122.0/24"

    gatewayIndex: 2

    prefixSize: 29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: loopback
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "11.0.0.0/24"

    prefixSize: 32
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Note that the DPUService name will have a random suffix. For example,
doca-hbn-l2xsl .

Verify the DPU and Service installation with:

5. Test traffic

Add worker nodes to the cluster

At this point workers should be added to the cluster. Each worker node should be
configured in line with the prerequisites. As workers are added to the cluster DPUs will be
provisioned and DPUServices will begin to be spun up.

## Ensure the DPUServices are created and have been reconciled.
kubectl wait --for=condition=ApplicationsReconciled --namespace 
dpf-operator-system dpuservices -l svc.dpu.nvidia.com/owned-by-
dpudeployment=dpf-operator-system_hbn-only
## Ensure the DPUServiceIPAMs have been reconciled
kubectl wait --for=condition=DPUIPAMObjectReconciled --namespace 
dpf-operator-system dpuserviceipam --all
## Ensure the DPUServiceInterfaces have been reconciled
kubectl wait --for=condition=ServiceInterfaceSetReconciled --
namespace dpf-operator-system dpuserviceinterface --all
## Ensure the DPUServiceChains have been reconciled
kubectl wait --for=condition=ServiceChainSetReconciled --namespace 
dpf-operator-system dpuservicechain --all
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You can verify the status of the DPUDeployment and its components with the following
command:

Deploy test pods

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                          NAMESPACE            
STATUS        REASON     SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig           dpf-operator-system  
Ready: True   Success    2h
└─DPUDeployments
  └─DPUDeployment/hbn-only                    dpf-operator-system  
Ready: True   Success    2h     
    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-only-wkdhz        dpf-operator-system  
Ready: True   Success    2h   
    ├─DPUSets
    │ └─DPUSet/hbn-only-dpuset1               dpf-operator-system
    │   ├─BFB/bf-bundle                       dpf-operator-system  
Ready: True   Ready      2h     File: bf-bundle-3.1.0-
53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     └─2 DPUs...                         dpf-operator-system  
Ready: True   DPUReady   2h     See dpu-node-mt2310xz03lr-
mt2310xz03lr, dpu-node-mt2310xz03m2-mt2310xz03m2
    └─Services
      ├─DPUServiceTemplates
      │ └─DPUServiceTemplate/doca-hbn         dpf-operator-system  
Ready: True   Success    2h
      └─DPUServices   
        └─DPUService/doca-hbn-l2xsl           dpf-operator-system  
Ready: True   Success    2h
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HBN functionality can be tested by pinging between the pods and services deployed in
the default namespace.

TODO: Add specific user commands to test traffic.

Uninstall

This section describes how to clean up the DPF components installed in this guide. It is
recommended to run this section only after the DPF Operator and DPUCluster are no
longer needed.

Delete DPF CNI acceleration components

Delete the DPF Operator system and DPF Operator

Delete DPF Operator PVC

kubectl apply -f manifests/05-test-traffic

kubectl delete -f manifests/03-enable-accelerated-interfaces --
wait
helm uninstall -n nvidia-network-operator network-operator --wait

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait
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Note: there can be a race condition with deleting the underlying Kamaji cluster which runs
the DPU cluster control plane in this guide. If that happens it may be necessary to remove
finalizers manually from DPUCluster  and Datastore  objects.

OVN Kubernetes

In this configuration OVN Kubernetes is offloaded to the DPU.

Prerequisites

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv

Note

Follow this guide from the source GitHub repo at
github.com/NVIDIA/doca-platform and moving to the
docs/public/user-guides/host-trusted/use-
cases/ovnk/README.md

for better formatting of the code.

Warning

Due to several known issues regarding the stability of this specific
deployment use-case (OVN Kubernetes), it should be considered a
proof-of-concept in this release.

Please use it at your own risk!

https://github.com/NVIDIA/doca-platform
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This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the docs/public/user-guides/ovn_only  directory.

The system is set up as described in the system prerequisites. The OVN Kubernetes
deployment has these additional requirements:

Software prerequisites

This guide uses the following tools which must be installed on the machine where the
commands contained in this guide run.

kubectl

helm

envsubst

Network prerequisites

Control plane Nodes

Open vSwitch (OVS) packages installed - i.e. openvswitch-switch  for Ubuntu
24.04

out-of-band management port should be configured as OVS bridge port with
"bridge-uplink" OVS metadata This addresses a known issue.

DNS stub resolver should be disabled if using systemd resolvd

Worker Nodes

Open vSwitch (OVS) packages not installed

Only a single DPU uplink is used with this deployment (p0).

All worker nodes are connected to the same L2 broadcast domain (VLAN) on the
high-speed network.

Host high-speed port (Host PF0) must have DHCP enabled.

https://github.com/NVIDIA/doca-platform
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MTU of the port should be statically set to 1500

An external DHCP Server should be used for the high-speed network:

The DHCP server must not assign a default gateway to the DHCP clients.

The DHCP server should assign a special route (option 121) for a "dummy" IP
subnet with a next hop address of the actual default gateway router serving
the high-speed network.

The special route (which is configurable) is used by DPF to inject the default
gateway into the overlay network. By default, DPF is looking for the subnet
169.254.99.100/32 in the special route and extracts the gateway address.

The gateway value sent using option 121 should be calculated according to
RFC3442 (An online calculator exists). For example, the value of
"20:a9:fe:63:64:0a:00:7b:fe" represents a route to 169.254.99.100/32 via
10.0.123.254.

Kubernetes prerequisites

CNI not installed

kube-proxy not installed

coreDNS should be configured to run only on control plane nodes - e.g. using
NodeAffinity.

control plane setup is complete before starting this guide

worker nodes are not added until indicated by this guide

Control plane Nodes

Have the labels:

"k8s.ovn.org/zone-name": $KUBERNETES_NODE_NAME

Worker Nodes
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Have the labels:

"k8s.ovn.org/dpu-host": ""

"k8s.ovn.org/zone-name": $KUBERNETES_NODE_NAME

Have the annotations:

"k8s.ovn.org/remote-zone-migrated": $KUBERNETES_NODE_NAME

Virtual functions

A number of virtual functions (VFs) will be created on hosts when provisioning DPUs.
Certain of these VFs are marked for specific usage:

The first VF (vf0) is used by provisioning components.

The second VF (vf1) is used by ovn-kubernetes.

The remaining VFs are allocated by SR-IOV Device Plugin. Each pod using OVN
Kubernetes in DPU mode as its primary CNI will have one of these VFs injected at
Pod creation time.

Installation guide

0. Required variables

The following variables are required by this guide. A sensible default is provided where it
makes sense, but many will be specific to the target infrastructure.

Commands in this guide are run in the same directory that contains this readme.

  Environment variables file

## IP Address for the Kubernetes API server of the target cluster 
on which DPF is installed.
## This should never include a scheme or a port.
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## e.g. 10.10.10.10

export TARGETCLUSTER_API_SERVER_HOST=
## Port for the Kubernetes API server of the target cluster on 
which DPF is installed.
export TARGETCLUSTER_API_SERVER_PORT=6443

## IP address range for hosts in the target cluster on which DPF 
is installed.
## This is a CIDR in the form e.g. 10.10.10.0/24

export TARGETCLUSTER_NODE_CIDR=
## IP address range for VTEPs used by OVN Kubernetes. This should 
align with the VTEP CIDR used in the DHCP server that
## serves the high speed fabric. In configurations where 
different ranges are used per rack, the value should be set to
## the superset CIDR that includes all these ranges.
## This is a CIDR in the form e.g. 10.0.120.0/22

export VTEP_CIDR=
## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not allocated by 
DHCP.
export DPUCLUSTER_VIP=
## DPU_P0 is the name of the first port of the DPU. This name 
must be the same on all worker nodes.
export DPU_P0=
## DPU_P0_VF1 is the name of the second Virtual Function (VF) of 
the first port of the DPU. This name must be the same on all 
worker nodes.
## Note: The VF will be created after the DPU is provisioned and 
the phase "Host Network Configuration" is completed.
export DPU_P0_VF1=
## Interface/bridge on which the DPUCluster load balancer will 
listen. Should be the management interface/bridge of the control 
plane node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
## The repository URL for the NVIDIA Helm chart registry.
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export HELM_REGISTRY_REPO_URL=https://helm.ngc.nvidia.com/nvidia/doca

## The repository URL for the OVN-Kubernetes Helm chart.
## Usually this is the NVIDIA GHCR repository. For development 
purposes, this can be set to a different repository.
export OVN_KUBERNETES_REPO_URL=oci://ghcr.io/nvidia

## POD_CIDR is the CIDR used for pods in the target Kubernetes 
cluster.
export POD_CIDR=10.233.64.0/18

## SERVICE_CIDR is the CIDR used for services in the target 
Kubernetes cluster.
## This is a CIDR in the form e.g. 10.10.10.0/24

export SERVICE_CIDR=10.233.0.0/18 
## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"

source manifests/00-env-vars/envvars.env



DOCA Platform Framework (DPF) Documentation v.25.7.1 96

1. CNI installation

OVN Kubernetes is used as the primary CNI for the cluster. On worker nodes the primary
CNI will be accelerated by offloading work to the DPU. On control plane nodes OVN
Kubernetes will run without offloading.

Create the Namespace

Install OVN Kubernetes from the helm chart

Install the OVN Kubernetes CNI components from the helm chart. A number of
environment variables must be set before running this command.

  OVN-Kubernetes Helm values

kubectl create ns ovn-kubernetes

envsubst < manifests/01-cni-installation/helm-values/ovn-
kubernetes.yml | helm upgrade --install -n ovn-kubernetes ovn-
kubernetes ${OVN_KUBERNETES_REPO_URL}/ovn-kubernetes-chart --
version v25.7.0 --values -

commonManifests:
  enabled: true

nodeWithoutDPUManifests:
  enabled: true

controlPlaneManifests:
  enabled: true

nodeWithDPUManifests:
  enabled: true

  nodeMgmtPortNetdev: $DPU_P0_VF1
  dpuServiceAccountNamespace: dpf-operator-system
gatewayOpts: --gateway-interface=$DPU_P0
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the CNI installation with:

2. DPF Operator installation

Create storage required by the DPF Operator

A number of environment variables must be set before running this command.

k8sAPIServer: 
https://$TARGETCLUSTER_API_SERVER_HOST:$TARGETCLUSTER_API_SERVER_PORT

## Note this CIDR is followed by a trailing /24 which informs OVN 
Kubernetes on how to split the CIDR per node.
podNetwork: $POD_CIDR/24

serviceNetwork: $SERVICE_CIDR

## Ensure all nodes in the cluster are ready.
kubectl wait --for=condition=ready nodes --all
## Ensure all pods in the ovn-kubernetes namespace are ready.
kubectl wait --for=condition=ready --namespace ovn-kubernetes pods 
--all --timeout=300s

kubectl create namespace dpf-operator-system
cat manifests/02-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -
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This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs: 
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:
  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
  storageClassName: ""
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Additional Dependencies

Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

After applying the additional dependencies you MUST ensure that the
KUBERNETES_SERVICE_HOST and KUBERNETES_SERVICE_PORT environment variables
are set in the node-feature-discovery-worker DaemonSet.

NFD needs to target the VIP because it needs to be up before cluster services can work.

Example commands to set the environment variables:

Deploy the DPF Operator

A number of environment variables must be set before running this command.

HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

Warning

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

kubectl -n dpf-operator-system set env daemonset/node-feature-
discovery-worker \
KUBERNETES_SERVICE_HOST=$TARGETCLUSTER_API_SERVER_HOST \
KUBERNETES_SERVICE_PORT=$TARGETCLUSTER_API_SERVER_PORT

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
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OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

3. DPF System installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG

## Ensure the DPF Operator deployment is available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all
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Deploy the DPF System components

A number of environment variables must be set before running this command.

This will create the following objects:

  DPF Operator to install the DPF System components

  DPUCluster to serve as Kubernetes control plane for DPU nodes

kubectl create ns dpu-cplane-tenant1
cat manifests/03-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  overrides:
    kubernetesAPIServerVIP: $TARGETCLUSTER_API_SERVER_HOST
    kubernetesAPIServerPort: $TARGETCLUSTER_API_SERVER_PORT
  provisioningController:
    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
keepalived process running on the host
      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""

## Ensure the provisioning and DPUService controller manager 
deployments are available.
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4. Install components to enable accelerated CNI nodes

OVN Kubernetes will accelerate traffic by attaching a VF to each pod using the primary
CNI. This VF is used to offload flows to the DPU. This section details the components
needed to connect pods to the offloaded OVN Kubernetes CNI.

Install Multus and SRIOV Network Operator using NVIDIA Network
Operator

  NVIDIA Network Operator Helm values

kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.
kubectl rollout status deployment --namespace dpf-operator-system
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all

helm repo add nvidia https://helm.ngc.nvidia.com/nvidia --force-update

helm upgrade --no-hooks --install --create-namespace --namespace 
nvidia-network-operator network-operator nvidia/network-operator 
--version 25.4.0 -f ./manifests/04-enable-accelerated-cni/helm-
values/network-operator.yml

nfd:
  enabled: false

  deployNodeFeatureRules: false

sriovNetworkOperator:
  enabled: true

sriov-network-operator:
  operator:
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Install the OVN Kubernetes resource injection webhook

The OVN Kubernetes resource injection webhook injected each pod scheduled to a worker
node with a request for a VF and a Network Attachment Definition. This webhook is part
of the same helm chart as the other components of the OVN Kubernetes CNI. Here it is
installed by adjusting the existing helm installation to add the webhook component to the
installation.

    affinity:
      nodeAffinity:
        requiredDuringSchedulingIgnoredDuringExecution:
          nodeSelectorTerms:
            - matchExpressions:
                - key: node-role.kubernetes.io/master
                  operator: Exists
            - matchExpressions:
                - key: node-role.kubernetes.io/control-plane
                  operator: Exists
  crds:
    enabled: true

  sriovOperatorConfig:
    deploy: true

    configDaemonNodeSelector: null

operator:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: node-role.kubernetes.io/master
                operator: Exists
          - matchExpressions:
              - key: node-role.kubernetes.io/control-plane
                operator: Exists
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  OVN Kubernetes Resource Injector Helm values

Apply the NICClusterConfiguration and SriovNetworkNodePolicy

This will deploy the following objects:

  NICClusterPolicy for the NVIDIA Network Operator

envsubst < manifests/04-enable-accelerated-cni/helm-values/ovn-
kubernetes.yml | helm upgrade --install -n ovn-kubernetes ovn-
kubernetes-resource-injector ${OVN_KUBERNETES_REPO_URL}/ovn-
kubernetes-chart --version v25.7.0 --values -

ovn-kubernetes-resource-injector:
  ## Enable the ovn-kubernetes-resource-injector
  enabled: true

cat manifests/04-enable-accelerated-cni/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: mellanox.com/v1alpha1
kind: NicClusterPolicy
metadata:
  name: nic-cluster-policy
spec:
  secondaryNetwork:
    multus:
      image: multus-cni
      imagePullSecrets: []
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  SriovNetworkNodePolicy for the SR-IOV Network Operator

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify that the accelerated CNI is enabled with:

      repository: ghcr.io/k8snetworkplumbingwg
      version: v3.9.3

---
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: bf3-p0-vfs
  namespace: nvidia-network-operator
spec:
  nicSelector:
    deviceID: "a2dc"

    vendor: "15b3"

    pfNames:
    - $DPU_P0#2-45

  nodeSelector:
    node-role.kubernetes.io/worker: ""

  numVfs: 46

  resourceName: bf3-p0-vfs
  isRdma: true

  externallyManaged: true

  deviceType: netdevice
  linkType: eth
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5. DPU Provisioning and Service Installation

In this step we deploy our DPUs and the services that will run on them.

The user is expected to create a DPUDeployment object that reflects a set of
DPUServices that should run on a set of DPUs.

If you want to learn more about DPUDeployments , feel free to check the
DPUDeployment documentation.

Create the DPUDeployment, DPUServiceConfig, DPUServiceTemplate and
other necessary objects

A number of environment variables must be set before running this command.

## Ensure the nvidia-network-operator pods are ready.
kubectl wait --for=condition=Ready --namespace nvidia-network-
operator pods --all
## Expect the following Daemonsets to be successfully rolled out.
kubectl rollout status daemonset --namespace nvidia-network-
operator kube-multus-ds sriov-network-config-daemon sriov-device-
plugin 
## Expect the network injector to be successfully rolled out.
kubectl rollout status deployment --namespace ovn-kubernetes ovn-
kubernetes-resource-injector

Warning

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUDeployment to select the appropriate DPU. See
DPUDeployment - DPUs Configuration to understand more about the
selectors.
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This will deploy the following objects:

  BFB to download Bluefield Bitstream to a shared volume

  DPUDeployment to provision DPUs on worker nodes

cat manifests/05-dpudeployment-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUDeployment
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  dpus:
    bfb: bf-bundle
    flavor: dpf-provisioning-hbn-ovn
    dpuSets:
    - nameSuffix: "dpuset1"

      nodeSelector:
        matchLabels:
          feature.node.kubernetes.io/dpu-enabled: "true"
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  OVN DPUServiceConfig and DPUServiceTemplate to deploy OVN workloads to the DPUs

      dpuSelector:
        provisioning.dpu.nvidia.com/dpudevice-pf0-name: $DPU_P0
  services:
    ovn:
      serviceTemplate: ovn
      serviceConfiguration: ovn
    dts:
      serviceTemplate: dts
      serviceConfiguration: dts
    blueman:
      serviceTemplate: blueman
      serviceConfiguration: blueman
  serviceChains:
    switches:
      - ports:
        - serviceInterface:
            matchLabels:
              uplink: p0
        - serviceInterface:
            matchLabels:
              port: ovn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "ovn"

  serviceConfiguration:
    helmChart:
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      values:
        k8sAPIServer: 
https://$TARGETCLUSTER_API_SERVER_HOST:$TARGETCLUSTER_API_SERVER_PORT

        podNetwork: $POD_CIDR/24

        serviceNetwork: $SERVICE_CIDR
        dpuManifests:
          kubernetesSecretName: "ovn-dpu" # user needs to populate 
based on DPUServiceCredentialRequest
          vtepCIDR: $VTEP_CIDR
          hostCIDR: $TARGETCLUSTER_NODE_CIDR
          externalDHCP: true

          gatewayDiscoveryNetwork: "169.254.99.100/32" # This is a 
"dummy" subnet used to get the default gateway address from DHCP 
server (via option 121)

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "ovn"

  helmChart:
    source:
      repoURL: $OVN_KUBERNETES_REPO_URL
      chart: ovn-kubernetes-chart
      version: v25.7.0

    values:
      commonManifests:
        enabled: true

      dpuManifests:
        enabled: true

      leaseNamespace: "ovn-kubernetes"
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  DOCA Telemetry Service DPUServiceConfig and DPUServiceTemplate to deploy DTS to
the DPUs

  Blueman DPUServiceConfig and DPUServiceTemplate to deploy Blueman to the DPUs

      gatewayOpts: "--gateway-interface=br-ovn"

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: dts
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "dts"

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: dts
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "dts"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: 1.0.8

      chart: doca-telemetry

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
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  OVN DPUServiceCredentialRequest to allow cross cluster communication

kind: DPUServiceConfiguration
metadata:
  name: blueman
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "blueman"

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: blueman
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "blueman"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: 1.0.8

      chart: doca-blueman

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceCredentialRequest
metadata:
  name: ovn-dpu
  namespace: dpf-operator-system 
spec:
  serviceAccount:
    name: ovn-dpu
    namespace: dpf-operator-system 
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  DPUServiceInterfaces for physical ports on the DPU

  OVN DPUServiceInterface to define the ports attached to OVN workloads on the DPU

  duration: 24h
  type: tokenFile
  secret:
    name: ovn-dpu
    namespace: dpf-operator-system 
  metadata:
    labels:
      dpu.nvidia.com/image-pull-secret: ""

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            uplink: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Note that the DPUService name will have a random suffix. For example, ovn-ovn-l2xsl .

Verify the DPU and Service installation with:

kind: DPUServiceInterface
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            port: ovn
        spec:
          interfaceType: ovn

## Ensure the DPUServices are created and have been reconciled.
kubectl wait --for=condition=ApplicationsReconciled --namespace 
dpf-operator-system dpuservices -l svc.dpu.nvidia.com/owned-by-
dpudeployment=dpf-operator-system_ovn
## Ensure the DPUServiceIPAMs have been reconciled
kubectl wait --for=condition=DPUIPAMObjectReconciled --namespace 
dpf-operator-system dpuserviceipam --all
## Ensure the DPUServiceInterfaces have been reconciled
kubectl wait --for=condition=ServiceInterfaceSetReconciled --
namespace dpf-operator-system dpuserviceinterface --all
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6. Test traffic

Add worker nodes to the cluster

At this point workers should be added to the cluster. Each worker node should be
configured in line with the prerequisites. As workers are added to the cluster DPUs will be
provisioned and DPUServices will begin to be spun up.

You can verify the status of the DPUDeployment and its components with the following
command:

## Ensure the DPUServiceChains have been reconciled
kubectl wait --for=condition=ServiceChainSetReconciled --namespace 
dpf-operator-system dpuservicechain --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                        NAMESPACE            
STATUS        REASON        SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig         dpf-operator-system  
Ready: True   Success       2h
└─DPUDeployments
  └─DPUDeployment/ovn                       dpf-operator-system  
Ready: True   Success       2h     
    ├─DPUServiceChains
    │ └─DPUServiceChain/ovn-wkdhz           dpf-operator-system  
Ready: True   Success       2h
    ├─DPUSets
    │ └─DPUSet/hbn-only-dpuset1             dpf-operator-system
    │   ├─BFB/bf-bundle                     dpf-operator-system    
Ready: True   Ready       2h     File: bf-bundle-3.1.0-
53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
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Deploy test pods

OVN functionality can be tested by pinging between the pods and services deployed in
the default namespace.

TODO: Add specific user commands to test traffic.

Uninstall

This section describes how to clean up the cluster after the DPF setup is no longer
needed. It is important to follow the order of deletion to ensure that all components are
removed cleanly and that the cluster remains functional.

Delete the test pods

    │     └─2 DPUs...                       dpf-operator-system    
Ready: True   DPUReady    2h     See dpu-node-mt2310xz03lr-
mt2310xz03lr, dpu-node-mt2310xz03m2-mt2310xz03m2
    └─Services
      ├─DPUServiceTemplates
      │ └─4 DPUServiceTemplates...          dpf-operator-system    
Ready: True   Success     2h     See ovn-blueman, ovn-dts, ovn-
ovn
      └─DPUServices
        └─4 DPUServices...                  dpf-operator-system    
Ready: True   Success     2h     See ovn-blueman-4tlmp, ovn-dts-
49282, ovn-ovn-l2xsl

kubectl apply -f manifests/06-test-traffic
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Delete DPF CNI acceleration components

Delete the DPF Operator system and DPF Operator

First we have to delete some DPUServiceInterfaces. This is necessary because of a known
issue during uninstallation.

Then we can delete the config and system namespace.

kubectl delete -f manifests/06-test-traffic --wait

kubectl delete -f manifests/04-enable-accelerated-cni --wait
helm uninstall -n nvidia-network-operator network-operator --wait
 
## Note: Uninstalling OVN Kubernetes as primary CNI is not 
supported but this command must be run to remove the webhook and 
restore a functioning cluster.
helm uninstall -n ovn-kubernetes ovn-kubernetes-resource-injector 
--wait

kubectl delete -n dpf-operator-system dpuserviceinterface p0 ovn 
--wait

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait
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Delete DPF Operator PVC

Note: there can be a race condition with deleting the underlying Kamaji cluster which runs
the DPU cluster control plane in this guide. If that happens it may be necessary to remove
finalizers manually from DPUCluster  and Datastore  objects.

Limitations of DPF Setup

Host network pod services

The Kubelet process on the Kubernetes nodes use the OOB interface IP address to
register in Kubernetes. This means that the nodes have the OOB IP addresses as node IP
addresses. This means that pods using host networking have the OOB IP address of the
hosts as pod IP address. However, that interface is not accelerated. This means that any
component using the addresses of the pods using host networking will not benefit from
hardware acceleration and high-speed ports.

For example, this means that when creating a Kubernetes NodePort service selecting
pods using host networking, even if the user uses the high-speed IP of the host, the
traffic will not be accelerated. In order to solve this, it is possible to create dedicated
endpointSlices that contain the host high-speed port IP addresses instead of OOB port IP
addresses. This way, the entire path to the pods will be accelerated and benefit from high
performances, if the user uses the high speed IP address of the host with the nodePort
port. This requires the workload running on the pod with host networking to also listen on
the high-speed port IP address.

OVN Kubernetes with Host Based
Networking

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv



DOCA Platform Framework (DPF) Documentation v.25.7.1 119

In this configuration OVN Kubernetes is offloaded to the DPU and combined with NVIDIA
Host Based Networking (HBN).

Prerequisites

This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the docs/public/user-guides/hbn_ovn  directory.

The system is set up as described in the system prerequisites. The OVN Kubernetes with
HBN case has the additional requirements:

DPU prerequisites

Bluefield 3 with 32GB of RAM

Software prerequisites

This guide uses the following tools which must be installed on the machine where the
commands contained in this guide run.

kubectl

helm

envsubst

Note

Follow this guide from the source GitHub repo at
github.com/NVIDIA/doca-platform and moving to the
docs/public/user-guides/host-trusted/use-cases/hbn-
ovnk/README.md

for better formatting of the code.

https://docs.nvidia.com/doca/sdk/doca+hbn+service+guide/index.html
https://docs.nvidia.com/doca/sdk/doca+hbn+service+guide/index.html
https://github.com/NVIDIA/doca-platform
https://github.com/NVIDIA/doca-platform
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Network prerequisites

Control plane Nodes

Open vSwitch (OVS) packages installed - i.e. openvswitch-switch  for Ubuntu
24.04

out-of-band management port should be configured as OVS bridge port with
"bridge-uplink" OVS metadata This addresses a known issue.

DNS stub resolver should be disabled if using systemd resolvd

Worker Nodes

Open vSwitch (OVS) packages not installed

Host high-speed port (Host PF0) must have DHCP enabled

MTU of the port should be statically set to 1500

Kubernetes prerequisites

CNI not installed

kube-proxy not installed

coreDNS should be configured to run only on control plane nodes - e.g. using
NodeAffinity. This addresses a known issue.

control plane setup is complete before starting this guide

worker nodes are not added until indicated by this guide

Control plane Nodes

Have the labels:

"k8s.ovn.org/zone-name": $KUBERNETES_NODE_NAME
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Worker Nodes

Have the labels:

"k8s.ovn.org/dpu-host": ""

"k8s.ovn.org/zone-name": $KUBERNETES_NODE_NAME

Have the annotations:

"k8s.ovn.org/remote-zone-migrated": $KUBERNETES_NODE_NAME

Virtual functions

A number of virtual functions (VFs) will be created on hosts when provisioning DPUs.
Certain of these VFs are marked for specific usage:

The first VF (vf0) is used by provisioning components.

The second VF (vf1) is used by ovn-kubernetes.

The remaining VFs are allocated by SR-IOV Device Plugin. Each pod using OVN
Kubernetes in DPU mode as its primary CNI will have one of these VFs injected at
Pod creation time.

Installation guide

0. Required variables

The following variables are required by this guide. A sensible default is provided where it
makes sense, but many will be specific to the target infrastructure.

Commands in this guide are run in the same directory that contains this readme.

  Environment variables file
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## IP Address for the Kubernetes API server of the target cluster 
on which DPF is installed.
## This should never include a scheme or a port.
## e.g. 10.10.10.10

export TARGETCLUSTER_API_SERVER_HOST=
## Port for the Kubernetes API server of the target cluster on 
which DPF is installed.
export TARGETCLUSTER_API_SERVER_PORT=6443

## IP address range for hosts in the target cluster on which DPF 
is installed.
## This is a CIDR in the form e.g. 10.10.10.0/24

export TARGETCLUSTER_NODE_CIDR=
## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not allocated by 
DHCP.
export DPUCLUSTER_VIP=
## DPU_P0 is the name of the first port of the DPU. This name 
must be the same on all worker nodes.
export DPU_P0=
## DPU_P0_VF1 is the name of the second Virtual Function (VF) of 
the first port of the DPU. This name must be the same on all 
worker nodes.
## Note: The VF will be created after the DPU is provisioned and 
the phase "Host Network Configuration" is completed.
export DPU_P0_VF1=
## Interface on which the DPUCluster load balancer will listen. 
Should be the management interface of the control plane node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
## The repository URL for the NVIDIA Helm chart registry.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export HELM_REGISTRY_REPO_URL=https://helm.ngc.nvidia.com/nvidia/doca

## The repository URL for the HBN container image.
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

## Usually this is the NVIDIA NGC registry. For development 
purposes, this can be set to a different repository.
export HBN_NGC_IMAGE_URL=nvcr.io/nvidia/doca/doca_hbn
## The repository URL for the OVN-Kubernetes Helm chart.
## Usually this is the NVIDIA GHCR repository. For development 
purposes, this can be set to a different repository.
export OVN_KUBERNETES_REPO_URL=oci://ghcr.io/nvidia

## POD_CIDR is the CIDR used for pods in the target Kubernetes 
cluster.
export POD_CIDR=10.233.64.0/18

## SERVICE_CIDR is the CIDR used for services in the target 
Kubernetes cluster.
## This is a CIDR in the form e.g. 10.10.10.0/24

export SERVICE_CIDR=10.233.0.0/18 
## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"

source manifests/00-env-vars/envvars.env
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1. CNI installation

OVN Kubernetes is used as the primary CNI for the cluster. On worker nodes the primary
CNI will be accelerated by offloading work to the DPU. On control plane nodes OVN
Kubernetes will run without offloading.

Create the Namespace

Install OVN Kubernetes from the helm chart

Install the OVN Kubernetes CNI components from the helm chart. A number of
environment variables must be set before running this command.

  OVN-Kubernetes Helm values

kubectl create ns ovn-kubernetes

envsubst < manifests/01-cni-installation/helm-values/ovn-
kubernetes.yml | helm upgrade --install -n ovn-kubernetes ovn-
kubernetes ${OVN_KUBERNETES_REPO_URL}/ovn-kubernetes-chart --
version v25.7.0 --values -

commonManifests:
  enabled: true

nodeWithoutDPUManifests:
  enabled: true

controlPlaneManifests:
  enabled: true

nodeWithDPUManifests:
  enabled: true

  nodeMgmtPortNetdev: $DPU_P0_VF1
  dpuServiceAccountNamespace: dpf-operator-system
gatewayOpts: --gateway-interface=$DPU_P0
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the CNI installation with:

2. DPF Operator installation

Create storage required by the DPF Operator

A number of environment variables must be set before running this command.

## Note this CIDR is followed by a trailing /24 which informs OVN 
Kubernetes on how to split the CIDR per node.
podNetwork: $POD_CIDR/24

serviceNetwork: $SERVICE_CIDR
k8sAPIServer: 
https://$TARGETCLUSTER_API_SERVER_HOST:$TARGETCLUSTER_API_SERVER_PORT

## Ensure all nodes in the cluster are ready.
kubectl wait --for=condition=ready nodes --all
## Ensure all pods in the ovn-kubernetes namespace are ready.
kubectl wait --for=condition=ready --namespace ovn-kubernetes pods 
--all --timeout=300s

kubectl create ns dpf-operator-system
cat manifests/02-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -
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This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs: 
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:
  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
  storageClassName: ""
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Additional Dependencies

Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

After applying the additional dependencies you MUST ensure that the
KUBERNETES_SERVICE_HOST and KUBERNETES_SERVICE_PORT environment variables
are set in the node-feature-discovery-worker DaemonSet.

NFD needs to target the VIP because it needs to be up before cluster services can work.

Example commands to set the environment variables:

Deploy the DPF Operator

A number of environment variables must be set before running this command.

HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

Warning

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

kubectl -n dpf-operator-system set env daemonset/node-feature-
discovery-worker \
KUBERNETES_SERVICE_HOST=$TARGETCLUSTER_API_SERVER_HOST \
KUBERNETES_SERVICE_PORT=$TARGETCLUSTER_API_SERVER_PORT

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
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OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

3. DPF System installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG

## Ensure the DPF Operator deployment is available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all
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Deploy the DPF System components

A number of environment variables must be set before running this command.

This will create the following objects:

  DPF Operator to install the DPF System components

  DPUCluster to serve as Kubernetes control plane for DPU nodes

kubectl create ns dpu-cplane-tenant1
cat manifests/03-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  overrides:
    kubernetesAPIServerVIP: $TARGETCLUSTER_API_SERVER_HOST
    kubernetesAPIServerPort: $TARGETCLUSTER_API_SERVER_PORT
  provisioningController:
    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
keepalived process running on the host
      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""

## Ensure the provisioning and DPUService controller manager 
deployments are available.



DOCA Platform Framework (DPF) Documentation v.25.7.1 131

4. Install components to enable accelerated CNI nodes

OVN Kubernetes will accelerate traffic by attaching a VF to each pod using the primary
CNI. This VF is used to offload flows to the DPU. This section details the components
needed to connect pods to the offloaded OVN Kubernetes CNI.

Install Multus and SRIOV Network Operator using NVIDIA Network
Operator

  NVIDIA Network Operator Helm values

kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.
kubectl rollout status deployment --namespace dpf-operator-system
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all

helm repo add nvidia https://helm.ngc.nvidia.com/nvidia --force-update

helm upgrade --no-hooks --install --create-namespace --namespace 
nvidia-network-operator network-operator nvidia/network-operator 
--version 25.4.0 -f ./manifests/04-enable-accelerated-cni/helm-
values/network-operator.yml

nfd:
  enabled: false

  deployNodeFeatureRules: false

sriovNetworkOperator:
  enabled: true

sriov-network-operator:
  operator:
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Install the OVN Kubernetes resource injection webhook

The OVN Kubernetes resource injection webhook injected each pod scheduled to a worker
node with a request for a VF and a Network Attachment Definition. This webhook is part
of the same helm chart as the other components of the OVN Kubernetes CNI. Here it is
installed by adjusting the existing helm installation to add the webhook component to the
installation.

    affinity:
      nodeAffinity:
        requiredDuringSchedulingIgnoredDuringExecution:
          nodeSelectorTerms:
            - matchExpressions:
                - key: node-role.kubernetes.io/master
                  operator: Exists
            - matchExpressions:
                - key: node-role.kubernetes.io/control-plane
                  operator: Exists
  crds:
    enabled: true

  sriovOperatorConfig:
    deploy: true

    configDaemonNodeSelector: null

operator:
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
              - key: node-role.kubernetes.io/master
                operator: Exists
          - matchExpressions:
              - key: node-role.kubernetes.io/control-plane
                operator: Exists
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  OVN Kubernetes Resource Injector Helm values

Apply the NICClusterConfiguration and SriovNetworkNodePolicy

This will deploy the following objects:

  NICClusterPolicy for the NVIDIA Network Operator

envsubst < manifests/04-enable-accelerated-cni/helm-values/ovn-
kubernetes.yml | helm upgrade --install -n ovn-kubernetes ovn-
kubernetes-resource-injector ${OVN_KUBERNETES_REPO_URL}/ovn-
kubernetes-chart --version v25.7.0 --values -

ovn-kubernetes-resource-injector:
  ## Enable the ovn-kubernetes-resource-injector
  enabled: true

cat manifests/04-enable-accelerated-cni/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: mellanox.com/v1alpha1
kind: NicClusterPolicy
metadata:
  name: nic-cluster-policy
spec:
  secondaryNetwork:
    multus:
      image: multus-cni
      imagePullSecrets: []
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  SriovNetworkNodePolicy for the SR-IOV Network Operator

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify that the accelerated CNI is enabled with:

      repository: ghcr.io/k8snetworkplumbingwg
      version: v3.9.3

---
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: bf3-p0-vfs
  namespace: nvidia-network-operator
spec:
  nicSelector:
    deviceID: "a2dc"

    vendor: "15b3"

    pfNames:
    - $DPU_P0#2-45

  nodeSelector:
    node-role.kubernetes.io/worker: ""

  numVfs: 46

  resourceName: bf3-p0-vfs
  isRdma: true

  externallyManaged: true

  deviceType: netdevice
  linkType: eth
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5. DPU Provisioning and Service Installation

In this step we deploy our DPUs and the services that will run on them.

The user is expected to create a DPUDeployment object that reflects a set of
DPUServices that should run on a set of DPUs.

If you want to learn more about DPUDeployments , feel free to check the
DPUDeployment documentation.

Create the DPUDeployment, DPUServiceConfig, DPUServiceTemplate and
other necessary objects

A number of environment variables must be set before running this command.

## Ensure the nvidia-network-operator pods are ready.
kubectl wait --for=condition=Ready --namespace nvidia-network-
operator pods --all
## Expect the following Daemonsets to be successfully rolled out.
kubectl rollout status daemonset --namespace nvidia-network-
operator kube-multus-ds sriov-network-config-daemon sriov-device-
plugin 
## Expect the network injector to be successfully rolled out.
kubectl rollout status deployment --namespace ovn-kubernetes ovn-
kubernetes-resource-injector

Warning

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUDeployment to select the appropriate DPU. See
DPUDeployment - DPUs Configuration to understand more about the
selectors.
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This will deploy the following objects:

  BFB to download Bluefield Bitstream to a shared volume

  DPUDeployment to provision DPUs on worker nodes

cat manifests/05-dpudeployment-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUDeployment
metadata:
  name: ovn-hbn
  namespace: dpf-operator-system
spec:
  dpus:
    bfb: bf-bundle
    flavor: dpf-provisioning-hbn-ovn
    dpuSets:
    - nameSuffix: "dpuset1"

      nodeSelector:
        matchLabels:
          feature.node.kubernetes.io/dpu-enabled: "true"
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      dpuSelector:
        provisioning.dpu.nvidia.com/dpudevice-pf0-name: $DPU_P0
  services:
    ovn:
      serviceTemplate: ovn
      serviceConfiguration: ovn
    hbn:
      serviceTemplate: hbn
      serviceConfiguration: hbn
    dts:
      serviceTemplate: dts
      serviceConfiguration: dts
    blueman:
      serviceTemplate: blueman
      serviceConfiguration: blueman
  serviceChains:
    switches:
      - ports:
        - serviceInterface:
            matchLabels:
              uplink: p0
        - service:
            name: hbn
            interface: p0_if
      - ports:
        - serviceInterface:
            matchLabels:
              uplink: p1
        - service:
            name: hbn
            interface: p1_if
      - ports:
        - serviceInterface:
            matchLabels:
              port: ovn
        - service:
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  OVN DPUServiceConfig and DPUServiceTemplate to deploy OVN workloads to the DPUs

            name: hbn
            interface: pf2dpu2_if

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "ovn"

  serviceConfiguration:
    helmChart:
      values:
        k8sAPIServer: 
https://$TARGETCLUSTER_API_SERVER_HOST:$TARGETCLUSTER_API_SERVER_PORT

        podNetwork: $POD_CIDR/24

        serviceNetwork: $SERVICE_CIDR
        dpuManifests:
          kubernetesSecretName: "ovn-dpu" # user needs to populate 
based on DPUServiceCredentialRequest
          vtepCIDR: "10.0.120.0/22" # user needs to populate based on 
DPUServiceIPAM
          hostCIDR: $TARGETCLUSTER_NODE_CIDR # user needs to 
populate
          ipamPool: "pool1" # user needs to populate based on 
DPUServiceIPAM
          ipamPoolType: "cidrpool" # user needs to populate based on 
DPUServiceIPAM
          ipamVTEPIPIndex: 0

          ipamPFIPIndex: 1
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  HBN DPUServiceConfig and DPUServiceTemplate to deploy HBN workloads to the DPUs

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "ovn"

  helmChart:
    source:
      repoURL: $OVN_KUBERNETES_REPO_URL
      chart: ovn-kubernetes-chart
      version: v25.7.0

    values:
      commonManifests:
        enabled: true

      dpuManifests:
        enabled: true

      leaseNamespace: "ovn-kubernetes"

      gatewayOpts: "--gateway-interface=br-ovn"

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "hbn"

  serviceConfiguration:
    serviceDaemonSet:
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      annotations:
        k8s.v1.cni.cncf.io/networks: |-
          [
          {"name": "iprequest", "interface": "ip_lo", "cni-args": {"poolNames": 
["loopback"], "poolType": "cidrpool"}},
          {"name": "iprequest", "interface": "ip_pf2dpu2", "cni-args": {"poolNames": 
["pool1"], "poolType": "cidrpool", "allocateDefaultGateway": true}}
          ]
    helmChart:
      values:
        configuration:
          perDPUValuesYAML: |
            - hostnamePattern: "*"

              values:
                bgp_peer_group: hbn
            - hostnamePattern: "worker1*"

              values:
                bgp_autonomous_system: 65101

            - hostnamePattern: "worker2*"

              values:
                bgp_autonomous_system: 65201

          startupYAMLJ2: |
            - header:
                model: BLUEFIELD
                nvue-api-version: nvue_v1
                rev-id: 1.0

                version: HBN 2.4.0

            - set:
                interface:
                  lo:
                    ip:
                      address:
                        {{ ipaddresses.ip_lo.ip }}/32: {}
                    type: loopback
                  p0_if,p1_if:
                    type: swp
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                    link:
                      mtu: 9000

                  pf2dpu2_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf2dpu2.cidr }}: {}
                    type: swp
                    link:
                      mtu: 9000

                router:
                  bgp:
                    autonomous-system: {{ 
config.bgp_autonomous_system }}
                    enable: on
                    graceful-restart:
                      mode: full
                    router-id: {{ ipaddresses.ip_lo.ip }}
                vrf:
                  default:
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                          ipv6-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                        enable: on
                        neighbor:
                          p0_if:
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                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                          p1_if:
                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                        path-selection:
                          multipath:
                            aspath-ignore: on
                        peer-group:
                          {{ config.bgp_peer_group }}:
                            remote-as: external
  interfaces:
    ## NOTE: Interfaces inside the HBN pod must have the `_if` 
suffix due to a naming convention in HBN.
  - name: p0_if
    network: mybrhbn
  - name: p1_if
    network: mybrhbn
  - name: pf2dpu2_if
    network: mybrhbn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "hbn"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
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  DOCA Telemetry Service DPUServiceConfig and DPUServiceTemplate to deploy DTS to
the DPUs

      version: 1.0.3

      chart: doca-hbn
    values:
      image:
        repository: $HBN_NGC_IMAGE_URL
        tag: 3.1.0-doca3.1.0

      resources:
        memory: 6Gi
        nvidia.com/bf_sf: 3

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: dts
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "dts"

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: dts
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "dts"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
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  Blueman DPUServiceConfig and DPUServiceTemplate to deploy Blueman to the DPUs

  OVN DPUServiceCredentialRequest to allow cross cluster communication

      version: 1.0.8

      chart: doca-telemetry

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: blueman
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "blueman"

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: blueman
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "blueman"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: 1.0.8

      chart: doca-blueman

---
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  DPUServiceInterfaces for physical ports on the DPU

apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceCredentialRequest
metadata:
  name: ovn-dpu
  namespace: dpf-operator-system 
spec:
  serviceAccount:
    name: ovn-dpu
    namespace: dpf-operator-system 
  duration: 24h
  type: tokenFile
  secret:
    name: ovn-dpu
    namespace: dpf-operator-system 
  metadata:
    labels:
      dpu.nvidia.com/image-pull-secret: ""

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            uplink: "p0"

        spec:
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  OVN DPUServiceInterface to define the ports attached to OVN workloads on the DPU

          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p1
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            uplink: "p1"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p1

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: ovn
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
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  DPUServiceIPAM to set up IP Address Management on the DPUCluster

  DPUServiceIPAM for the loopback interface in HBN

          labels:
            port: ovn
        spec:
          interfaceType: ovn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool1
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.120.0/22"

    gatewayIndex: 3

    prefixSize: 29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: loopback
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "11.0.0.0/24"

    prefixSize: 32
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Note that the DPUService name will have a random suffix. For example,
ovn-hbn-doca-hbn-l2xsl . Use the correct name for the verification.

Verify the DPU and Service installation with:

6. Test traffic

Add worker nodes to the cluster

At this point workers should be added to the cluster. Each worker node should be
configured in line with the prerequisites. As workers are added to the cluster DPUs will be
provisioned and DPUServices will begin to be spun up.

## Ensure the DPUServices are created and have been reconciled.
kubectl wait --for=condition=ApplicationsReconciled --namespace 
dpf-operator-system dpuservices -l svc.dpu.nvidia.com/owned-by-
dpudeployment=dpf-operator-system_ovn-hbn
## Ensure the DPUServiceIPAMs have been reconciled
kubectl wait --for=condition=DPUIPAMObjectReconciled --namespace 
dpf-operator-system dpuserviceipam --all
## Ensure the DPUServiceInterfaces have been reconciled
kubectl wait --for=condition=ServiceInterfaceSetReconciled --
namespace dpf-operator-system dpuserviceinterface --all
## Ensure the DPUServiceChains have been reconciled
kubectl wait --for=condition=ServiceChainSetReconciled --namespace 
dpf-operator-system dpuservicechain --all
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You can verify the status of the DPUDeployment and its components with the following
command:

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                        NAMESPACE              
STATUS        REASON     SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig         dpf-operator-system    
Ready: True   Success    2h
└─DPUDeployments
  └─DPUDeployment/ovn-hbn                   dpf-operator-system    
Ready: True   Success    2h     
    ├─DPUServiceChains
    │ └─DPUServiceChain/ovn-hbn-wkdhz       dpf-operator-system    
Ready: True   Success    2h
    ├─DPUSets
    │ └─DPUSet/hbn-only-dpuset1             dpf-operator-system
    │   ├─BFB/bf-bundle                     dpf-operator-system    
Ready: True   Ready      2h     File: bf-bundle-3.1.0-
53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     └─2 DPUs...                       dpf-operator-system    
Ready: True   DPUReady   2h     See dpu-node-mt2310xz03lr-
mt2310xz03lr, dpu-node-mt2310xz03m2-mt2310xz03m2
    └─Services
      ├─DPUServiceTemplates
      │ └─4 DPUServiceTemplates...          dpf-operator-system    
Ready: True   Success    2h     See ovn-hbn-blueman, ovn-hbn-dts, 
ovn-hbn-hbn, ovn-hbn-ovn
      └─DPUServices
        └─4 DPUServices...                  dpf-operator-system    
Ready: True   Success    2h     See ovn-hbn-blueman-4tlmp, ovn-
hbn-dts-49282, ovn-hbn-hbn-hd92m, ovn-hbn-ovn-l2xsl
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Deploy test pods

HBN and OVN functionality can be tested by pinging between the pods and services
deployed in the default namespace.

TODO: Add specific user commands to test traffic.

Uninstall

This section describes how to clean up the cluster after the DPF setup has been
completed. It is important to follow the steps in the correct order to ensure that all
components are removed cleanly and that the cluster remains functional.

Delete the test pods

Delete DPF CNI acceleration components

kubectl apply -f manifests/06-test-traffic

kubectl delete -f manifests/06-test-traffic --wait

kubectl delete -f manifests/04-enable-accelerated-cni --wait
helm uninstall -n nvidia-network-operator network-operator --wait
 
## Note: Uninstalling OVN Kubernetes as primary CNI is not 
supported but this command must be run to remove the webhook and 
restore a functioning cluster.
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Delete the DPF Operator system and DPF Operator

First we have to delete some DPUServiceInterfaces. This is necessary because of a known
issue during uninstallation.

Then we can delete the config and system namespace.

Delete DPF Operator PVC

Note: there can be a race condition with deleting the underlying Kamaji cluster which runs
the DPU cluster control plane in this guide. If that happens it may be necessary to remove
finalizers manually from DPUCluster  and Datastore  objects.

Limitations of DPF Setup

helm uninstall -n ovn-kubernetes ovn-kubernetes-resource-injector 
--wait

kubectl delete -n dpf-operator-system dpuserviceinterface p0 p1 
ovn --wait

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv
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Host network pod services

The Kubelet process on the Kubernetes nodes use the OOB interface IP address to
register in Kubernetes. This means that the nodes have the OOB IP addresses as node IP
addresses. This means that pods using host networking have the OOB IP address of the
hosts as pod IP address. However, that interface is not accelerated. This means that any
component using the addresses of the pods using host networking will not benefit from
hardware acceleration and high-speed ports.

For example, this means that when creating a Kubernetes NodePort service selecting
pods using host networking, even if the user uses the high-speed IP of the host, the
traffic will not be accelerated. In order to solve this, it is possible to create dedicated
endpointSlices that contain the host high-speed port IP addresses instead of OOB port IP
addresses. This way, the entire path to the pods will be accelerated and benefit from high
performances, if the user uses the high speed IP address of the host with the nodePort
port. This requires the workload running on the pod with host networking to also listen on
the high-speed port IP address.

Zero Trust Deployment

Overview

The Zero Trust deployment scenario represents DPF for zero trust environments, where
the DPU is treated as a host accelerator card and is managed by DPF via BMC and
Redfish. In this deployment model, host machines remain outside the DPF management
cluster, while the DPU serves as an integrated acceleration resource that enhances the
host's capabilities.

This architecture provides secure isolation between the management plane and host
systems. DPU services are managed through Kubernetes APIs within the DPF cluster,
while host workloads operate independently on their respective machines.

Redfish is used to manage the DPU hardware, including firmware updates and
configuration changes.

Use Cases

The Zero Trust model supports various use cases, each optimized for specific networking
and acceleration requirements.
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Each use case may require tailored configurations on the DPU for optimal performance.
Below are the validated user guides with corresponding deployment guides.

HBN

Host Based Networking

DPU Services Comments

DOCA Host-Based Networking
(HBN)

Accelerates underlay BGP routing with ECMP and EVPN-
based overlays

VPC

Virtual Private Cloud

DPU Services Comments

VPC OVN-Controller OVN-Controller for VPC management and networking

VPC OVN-Node OVN-Node for VPC networking and connectivity

Passthrough

Passthrough

No DPUServices are necessary for this use case.

Prerequisites

Before deploying DPF in zero trust mode, ensure you have the necessary hardware and
software prerequisites in place. This includes compatible DPU hardware, host operating
system configurations, and network settings. For detailed requirements, refer to the
prerequisites guide.

Deployment Steps
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To deploy DPF in zero trust mode:

1. Setup Prerequisites: Ensure all hardware, software, and network requirements are
met

2. Choose Use Case: Select the appropriate deployment scenario based on your
requirements

3. Follow Guide: Use the specific use case documentation for step-by-step deployment

4. Verify Deployment: Validate the installation and perform basic functionality tests

Support and Troubleshooting

For assistance with zero trust deployments:

Review the specific use case documentation

Check the DPF troubleshooting guide

Consult the release notes for known issues

Engage with the NVIDIA support team for further assistance

Next Steps

Once you've familiarized yourself with the zero trust concept, proceed to:

1. Review the prerequisites

2. Select an appropriate use case

3. Begin your DPF zero trust deployment

DPF Prerequisites for Zero Trust
Before deploying DPF, ensure the following prerequisites are met:

DPF System Setup Prerequisites

DPF Operator Helm Prerequisites
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DPF System Prerequisites for Zero
Trust
DPF makes a number of assumptions about the hardware, software and networking of
the machines it runs on. Some of the specific user guides add their own requirements.

Hardware setup

There are high availability control plane machines running DPF and workload machines
(TODO make better).

Control plane machines

Each control plane machine:

May be virtualized

x86_64 architecture

16 GB RAM

8 CPUs

DPUs are not installed

Workload machines

Each workload machine has the following characteristics:

Bare metal - no virtualization

Any number of DPUs but only one can be provisioned

DPUs

Bluefield 3

32 GB memory
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Flashed with NVIDIA BFB with DOCA version 2.5 or higher

out-of-band management port must be connected to the management network

System software setup

Control plane machines

NFS client packages - i.e. nfs-common

NFS server available with /mnt/dpf_share  readable and writable by any user

Kubernetes

Kubernetes 1.31

Control plane nodes have the labels
"node-role.kubernetes.io/control-plane" : ""

Network setup

All nodes must have internet access to be able to pull images - included the DPUs.

Virtual IP from the management subnet reserved for internal DPF usage.

The DPU out-of-band physical interface must be connected with the DPF control
planes.

The control plane nodes hosting the DPU control plane pods must be located on the
same L2 broadcast domain.

The out-of-band management fabric on which control plane nodes are connected
should allow MultiCast traffic (used for VRRP).
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Zero Trust Use Cases

Zero Trust Use Cases

The Zero Trust scenario supports the following use cases, each tailored to specific
networking and acceleration needs. Each use case may require specific configurations on
the DPU for optimal performance.

Host Based Networking

Virtual Private Cloud

Passthrough

DPU Passthrough in DPF Zero Trust

This configuration provides instructions for deploying the NVIDIA DOCA Platform
Framework (DPF) on high-performance, bare-metal infrastructure in Zero Trust mode,
utilizing DPU BMC and Redfish. It focuses on provisioning NVIDIA® BlueField®-3 DPUs
using DPF and enabling them to act as passthrough devices.

Prerequisites

This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the docs/public/user-guides/zero-trust/use-cases/passthrough
directory.

The system is set up as described in the prerequisites.

Note

Follow this guide from the source GitHub repo at
github.com/NVIDIA/doca-platform and moving to the
docs/public/user-guides/zero-trust/use-
cases/passthrough/README.md

for better formatting of the code.

https://github.com/NVIDIA/doca-platform
https://github.com/NVIDIA/doca-platform
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Software prerequisites

The following tools must be installed on the machine where the commands contained in
this guide run:

kubectl

helm

envsubst

Installation guide

0. Required variables

The following variables are required by this guide. A sensible default is provided where it
makes sense, but many will be specific to the target infrastructure.

Commands in this guide are run in the same directory that contains this readme.

  Environment variables file

## IP Address for the Kubernetes API server of the target cluster 
on which DPF is installed.
## This should never include a scheme or a port.
## e.g. 10.10.10.10

export TARGETCLUSTER_API_SERVER_HOST=
## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not
## allocated by DHCP.
export DPUCLUSTER_VIP=
## Interface on which the DPUCluster load balancer will listen. 
Should be the management interface of the control plane
## node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

1. DPF Operator installation

## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"

## IP_RANGE_START and IP_RANGE_END
## These define the IP range for DPU discovery via Redfish/BMC 
interfaces
## Example: If your DPUs have BMC IPs in range 192.168.1.100-110

## export IP_RANGE_START=192.168.1.100

## export IP_RANGE_END=192.168.1.110

export IP_RANGE_START=
export IP_RANGE_END=
# The password used for DPU BMC root login, must be the same for 
all DPUs
export BMC_ROOT_PASSWORD=

source manifests/00-env-vars/envvars.env



DOCA Platform Framework (DPF) Documentation v.25.7.1 160

Create storage required by the DPF Operator

A number of environment variables must be set before running this command.

This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

kubectl create ns dpf-operator-system
cat manifests/01-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs:
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:



DOCA Platform Framework (DPF) Documentation v.25.7.1 161

Create DPU BMC shared password secret

In Zero Trust mode, provisioning DPUs requires authentication with Redfish. In order to do
that, you must set the same root password to access the BMC for all DPUs DPF is going
to manage.

For more information on how to set the BMC root password refer to BlueField DPU
Administrator Quick Start Guide

The password is provided to DPF by creating the following secret:

Additional Dependencies

Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
  storageClassName: ""

kubectl create secret generic -n dpf-operator-system bmc-shared-
password --from-literal=password=$BMC_ROOT_PASSWORD

Warning

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

https://docs.nvidia.com/networking/display/bf3dpu/bluefield+dpu+administrator+quick+start+guide#src-2449222348_safe-id-Qmx1ZUZpZWxkRFBVQWRtaW5pc3RyYXRvclF1aWNrU3RhcnRHdWlkZS1TdGVwM-KAk0NoYW5nZURlZmF1bHRQYXNzd29yZA
https://docs.nvidia.com/networking/display/bf3dpu/bluefield+dpu+administrator+quick+start+guide#src-2449222348_safe-id-Qmx1ZUZpZWxkRFBVQWRtaW5pc3RyYXRvclF1aWNrU3RhcnRHdWlkZS1TdGVwM-KAk0NoYW5nZURlZmF1bHRQYXNzd29yZA
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Deploy the DPF Operator

A number of environment variables must be set before running this command.

HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG

## Ensure the DPF Operator deployment is available.
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2. DPF system installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

Deploy the DPF System components

A number of environment variables must be set before running this command.

This will create the following objects:

  DPF Operator to install the DPF System components

kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all

kubectl create ns dpu-cplane-tenant1
cat manifests/02-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  dpuDetector:
    disable: true

  provisioningController:
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  DPUCluster to serve as Kubernetes control plane for DPU nodes

    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

    installInterface:
      installViaRedfish:
        # Set this to the IP of one of your control plane nodes + 
8080 port
        bfbRegistryAddress: "$TARGETCLUSTER_API_SERVER_HOST:8080"

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
keepalived process running on the host
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  DPUDiscovery to discover DPUDevices or DPUNodes

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUDiscovery
metadata:
  name: dpu-discovery
  namespace: dpf-operator-system
spec:
  ipRangeSpec:
    ipRange:
      startIP: $IP_RANGE_START
      endIP: $IP_RANGE_END

## Ensure the provisioning and DPUService controller manager 
deployments are available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.
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3. DPU Provisioning and Interface Plumbing

In this step we provision our DPUs and we do the nessecary interface plumbing to enable
the DPU to act as a passthrough device.

The user is expected to create a DPUSet object to provision the DPUs and a
DPUServiceChain to enable the nessecary connectivity between the host and DPU
interfaces.

Check the DPUSet documentation and DPUServiceChain documentation for
more information about these objects.

Create the BFB, DPUSet and DPUServiceChain

A number of environment variables must be set before running this command.

This will deploy the following objects:

kubectl rollout status deployment --namespace dpf-operator-system
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all

Warning

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUSet to select the appropriate DPU. See DPUSet -
DPU Selection to understand more about the selectors.

cat manifests/03-dpf-object-installation/*.yaml | envsubst | 
kubectl apply -f -
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  BFB to download the BFB to a shared volume

  DPUFlavor used for provisioning the DPUs

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUFlavor
metadata:
  name: passthrough
  namespace: dpf-operator-system
spec:
  dpuMode: zero-trust
  grub:
    kernelParameters:
    - console=hvc0
    - console=ttyAMA0
    - earlycon=pl011,0x13010000

    - fixrttc
    - net.ifnames=0

    - biosdevname=0

    - iommu.passthrough=1

    - cgroup_no_v1=net_prio,net_cls
    - hugepagesz=2048kB
    - hugepages=3072

  nvconfig:
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  - device: "*"

    parameters:
    - PF_BAR2_ENABLE=0

    - PER_PF_NUM_SF=1

    - PF_TOTAL_SF=20

    - PF_SF_BAR_SIZE=10

    - NUM_PF_MSIX_VALID=0

    - PF_NUM_PF_MSIX_VALID=1

    - PF_NUM_PF_MSIX=228

    - INTERNAL_CPU_MODEL=1

    - INTERNAL_CPU_OFFLOAD_ENGINE=0

    - SRIOV_EN=1

    - NUM_OF_VFS=46

    - LAG_RESOURCE_ALLOCATION=1

  ovs:
    rawConfigScript: |
      _ovs-vsctl() {
        ovs-vsctl --no-wait --timeout 15 "$@"

      }
      _ovs-vsctl set Open_vSwitch . other_config:doca-init=true

      _ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

      _ovs-vsctl set Open_vSwitch . other_config:hw-offload=true

      _ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

      _ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

      _ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

      _ovs-vsctl set Open_vSwitch . other_config:ctl-pipe-
size=1024

      _ovs-vsctl --if-exists del-br ovsbr1
      _ovs-vsctl --if-exists del-br ovsbr2
      _ovs-vsctl --may-exist add-br br-sfc
      _ovs-vsctl set bridge br-sfc datapath_type=netdev
      _ovs-vsctl set bridge br-sfc fail_mode=secure
      _ovs-vsctl --may-exist add-port br-sfc p0
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  DPUSet to provision DPUs on worker nodes

      _ovs-vsctl set Interface p0 type=dpdk
      _ovs-vsctl set Interface p0 mtu_request=9216

      _ovs-vsctl set Port p0 external_ids:dpf-type=physical
  bfcfgParameters:
  - UPDATE_ATF_UEFI=yes
  - UPDATE_DPU_OS=yes
  - WITH_NIC_FW_UPDATE=yes
  configFiles:
  - path: /etc/mellanox/mlnx-bf.conf
    operation: override
    raw: |
        ALLOW_SHARED_RQ="no"

        IPSEC_FULL_OFFLOAD="no"

        ENABLE_ESWITCH_MULTIPORT="yes"

    permissions: "0644"

  - path: /etc/mellanox/mlnx-ovs.conf
    operation: override
    raw: |
        CREATE_OVS_BRIDGES="no"

        OVS_DOCA="yes"

    permissions: "0644"

  - path: /etc/mellanox/mlnx-sf.conf
    operation: override
    raw: ""

    permissions: "0644"

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUSet
metadata:
  name: passthrough
  namespace: dpf-operator-system
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  DPUServiceInterfaces used by the DPUServiceChain

spec:
  dpuNodeSelector:
    matchLabels:
      feature.node.kubernetes.io/dpu-enabled: "true"

  dpuTemplate:
    spec:
      dpuFlavor: passthrough
      bfb:
        name: "bf-bundle"

      nodeEffect:
        noEffect: true

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
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metadata:
  name: p1
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p1"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p1
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf0hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf0hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 0

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf1hpf
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  DPUServiceChain to make the device act as passthrough device

  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf1hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 1

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceChain
metadata:
  name: passthrough
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        spec:
          switches:
            - ports:
              - serviceInterface:
                  matchLabels:
                    interface: p0
              - serviceInterface:
                  matchLabels:
                    interface: pf0hpf
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Verification

The following verification commands may need to be run multiple times to ensure the
condition is met.

or with dpfctl :

            - ports:
              - serviceInterface:
                  matchLabels:
                    interface: p1
              - serviceInterface:
                  matchLabels:
                    interface: pf1hpf

## Ensure the DPUServiceChain is ready 
kubectl wait --for=condition=ready --namespace dpf-operator-system 
dpuservicechain passthrough
## Ensure the DPUServiceInterfaces are ready
kubectl wait --for=condition=ready --namespace dpf-operator-system 
dpuserviceinterface p0 p1 pf0hpf pf1hpf
## Ensure the BFB is ready
kubectl wait --for="jsonpath={.status.phase}=Ready" --namespace dpf-operator-
system bfb bf-bundle
## Ensure the DPUs have the condition Initialized (this may take 
time)
kubectl wait --for=condition=Initialized --namespace dpf-operator-
system dpu --all
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Making the DPUs Ready

In order to make the DPUs ready, we will need to manually power cycle the host. This
operation should be done in the most graceful manner by gracefully shutting down the
Host and DPU, powering off the server and then powering it on to avoid corruption. This

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpusets
NAME                                            NAMESPACE          
STATUS       REASON         SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig             dpf-operator-
system  Ready: True  Success        24m
├─DPUServiceChains
│ └─DPUServiceChain/passthrough                 dpf-operator-
system  Ready: True  Success        7s
├─DPUServiceInterfaces
│ └─4 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success        78m    See p0, p1, pf0hpf, 
pf1hpf
└─DPUSets
  └─DPUSet/passthrough                          dpf-operator-
system
    ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready          78m    File: bf-bundle-3.1.0-
53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    └─DPUs
      ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
      │             └─Ready                                        
False        OS Installing  1s
      └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
                    └─Ready                                        
False        OS Installing  1s
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should happen when the object gives us the signal. The described flow can be automated
by the admin depending on the infrastructure.

The following verification command may need to be run multiple times to ensure the
condition is met.

or with dpfctl :

## Ensure the DPUs have the condition 
WaitingForManualPowerCycleOrReboot (this may take time)
kubectl wait --for=condition=WaitingForManualPowerCycleOrReboot --
namespace dpf-operator-system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpusets
NAME                                            NAMESPACE          
STATUS       REASON                              SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig             dpf-operator-
system
│           ├─Ready                                                
False        Pending                             36m    The 
following conditions are not ready:
│           │                                                      
* SystemComponentsReady
│           └─SystemComponentsReady                                
False        Error                               35m    System 
components must be ready for DPF Operator to continue:
│                                                                  
* nvidia-k8s-ipam: DPUService dpf-operator-system/nvidia-k8s-ipam 
is not ready
├─DPUServiceChains
│ └─DPUServiceChain/passthrough                 dpf-operator-
system  Ready: True  Success                             34m
├─DPUServiceInterfaces
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At this point, we have to power cycle the hosts. Once all the hosts are back online, we
have to remove an annotation from the DPUNodes. The user can choose to remove this
annotation node by node but to make it simpler in this guide, we do that all at once.

After this is done, we should expect that all DPUs become Ready:

│ └─4 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success                             34m    
See p0, p1, pf0hpf, pf1hpf
└─DPUSets
  └─DPUSet/passthrough                          dpf-operator-
system
    ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready                               34m    
File: bf-bundle-3.1.0-53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    └─DPUs
      ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
      │             ├─Rebooted                                     
False        WaitingForManualPowerCycleOrReboot  12m
      │             └─Ready                                        
False        Rebooting                           12m
      └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
                    ├─Rebooted                                     
False        WaitingForManualPowerCycleOrReboot  10m
                    └─Ready                                        
False        Rebooting                           10m

kubectl annotate dpunodes -n dpf-operator-system --all 
provisioning.dpu.nvidia.com/dpunode-external-reboot-required-
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or with dpfctl:

Test Traffic

After the DPUs are provisioned and the rest of the objects are Ready, we can test traffic
by assigning an IP on one of the PFs on the host for each DPU, and run a simple ping. This

kubectl wait --for="jsonpath={.status.phase}=Ready" --namespace dpf-operator-
system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpusets
NAME                                 NAMESPACE            STATUS   
REASON    SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig  dpf-operator-system  Ready: 
True  Success   42s
├─DPUServiceChains
│ └─DPUServiceChain/passthrough      dpf-operator-system  Ready: 
True  Success   54m
├─DPUServiceInterfaces
│ └─4 DPUServiceInterfaces...        dpf-operator-system  Ready: 
True  Success   54m    See p0, p1, pf0hpf, pf1hpf
└─DPUSets
  └─DPUSet/passthrough               dpf-operator-system
    ├─BFB/bf-bundle                  dpf-operator-system  Ready: 
True  Ready     54m    File: bf-bundle-3.1.0-53_25.07_ubuntu-
22.04_prod.bfb, DOCA: 3.1.0

    └─DPUs
      └─2 DPUs...                    dpf-operator-system  Ready: 
True  DPUReady  2m33s  See dpu-node-mt2402xz0f6v-mt2402xz0f6v, 
dpu-node-mt2404xz0c98-mt2404xz0c98
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assumes that the high speed ports of the DPUs are connected and the DPUs can reach
each other. Assuming the pf is named ens5f0np0  then:

Host 1:

Host 2:

From Host 1:

Uninstall

This section covers only the DPF related components and not the prerequisites as these
must be managed by the admin.

ip link set dev ens5f0np0 up
ip addr add 192.168.1.1/24 dev ens5f0np0

ip link set dev ens5f0np0 up
ip addr add 192.168.1.2/24 dev ens5f0np0

$ ping 192.168.1.2 -c3
PING 192.168.1.2 (192.168.1.2) 56(84) bytes of data.
64 bytes from 192.168.1.2: icmp_seq=1 ttl=64 time=0.387 ms
64 bytes from 192.168.1.2: icmp_seq=2 ttl=64 time=0.344 ms
64 bytes from 192.168.1.2: icmp_seq=3 ttl=64 time=0.396 ms
 
--- 192.168.1.2 ping statistics ---
3 packets transmitted, 3 received, 0% packet loss, time 2053ms
rtt min/avg/max/mdev = 0.344/0.375/0.396/0.022 ms
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Delete the DPF Operator system and DPF Operator

Delete DPF Operator PVC

Note: there can be a race condition with deleting the underlying Kamaji cluster which runs
the DPU cluster control plane in this guide. If that happens it may be necessary to remove
finalizers manually from DPUCluster  and Datastore  objects.

HBN in DPF Zero Trust

This configuration provides instructions for deploying the NVIDIA DOCA Platform
Framework (DPF) on high-performance, bare-metal infrastructure in Zero Trust mode,
utilizing DPU BMC and Redfish. It focuses on provisioning NVIDIA® BlueField®-3 DPUs

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv

Note

Follow this guide from the source GitHub repo at
github.com/NVIDIA/doca-platform and moving to the
docs/public/user-guides/zero-trust/use-
cases/hbn/README.md

for better formatting of the code.

https://github.com/NVIDIA/doca-platform


DOCA Platform Framework (DPF) Documentation v.25.7.1 180

using DPF, installing the HBN DPUService on those DPUs and enabling workload traffic to
pass through HBN before leaving the DPU.

Prerequisites

This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the docs/public/user-guides/zero-trust/use-cases/hbn  directory.

The system is set up as described in the prerequisites.

In addition, for this use case, the Top of Rack switch(ToR) should be configured to support
unnumbered BGP towards the two ports of the DPU, where HBN will act as peer, and
advertise routes over BGP to allow for ECMP from the DPU. Additional information about
how to do that can be found in the RDG for DPF Zero Trust (DPF-ZT) with HBN DPU
Service.

Software prerequisites

The following tools must be installed on the machine where the commands contained in
this guide run:

kubectl

helm

envsubst

Installation guide

This guide assumes that the setup includes only 2 workers with DPUs. If your setup has
more than 2 workers, then you will need to set additional variables to enable the rest of
the DPUs.

0. Required variables

The following variables are required by this guide. A sensible default is provided where it
makes sense, but many will be specific to the target infrastructure.

Commands in this guide are run in the same directory that contains this readme.

https://github.com/NVIDIA/doca-platform
https://docs.nvidia.com/networking/display/public/sol/rdg+for+dpf+zero+trust+(dpf-zt)+with+hbn+dpu+service
https://docs.nvidia.com/networking/display/public/sol/rdg+for+dpf+zero+trust+(dpf-zt)+with+hbn+dpu+service
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  Environment variables file

## IP Address for the Kubernetes API server of the target cluster 
on which DPF is installed.
## This should never include a scheme or a port.
## e.g. 10.10.10.10

export TARGETCLUSTER_API_SERVER_HOST=
## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not
## allocated by DHCP.
export DPUCLUSTER_VIP=
## Interface on which the DPUCluster load balancer will listen. 
Should be the management interface of the control plane node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
## The repository URL for the NVIDIA Helm chart registry.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export HELM_REGISTRY_REPO_URL=https://helm.ngc.nvidia.com/nvidia/doca

## The repository URL for the HBN container image.
## Usually this is the NVIDIA NGC registry. For development 
purposes, this can be set to a different repository.
export HBN_NGC_IMAGE_URL=nvcr.io/nvidia/doca/doca_hbn
## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

1. DPF Operator installation

Create storage required by the DPF Operator

A number of environment variables must be set before running this command.

## IP_RANGE_START and IP_RANGE_END
## These define the IP range for DPU discovery via Redfish/BMC 
interfaces
## Example: If your DPUs have BMC IPs in range 192.168.1.100-110

## export IP_RANGE_START=192.168.1.100

## export IP_RANGE_END=192.168.1.110

export IP_RANGE_START=
export IP_RANGE_END=
# The password used for DPU BMC root login, must be the same for 
all DPUs
export BMC_ROOT_PASSWORD=
## Serial number of DPUs. If you have more than 2 DPUs, you will 
need to parameterize the system accordingly and expose
## additional variables.
## All serial numbers must be in lowercase.
export DPU1_SERIAL=
export DPU2_SERIAL=

source manifests/00-env-vars/envvars.env

kubectl create ns dpf-operator-system
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This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

cat manifests/01-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs: 
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:
  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
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Create DPU BMC shared password secret

In Zero Trust mode, provisioning DPUs requires authentication with Redfish. In order to do
that, you must set the same root password to access the BMC for all DPUs DPF is going
to manage.

For more information on how to set the BMC root password refer to BlueField DPU
Administrator Quick Start Guide

The password is provided to DPF by creating the following secret:

Additional Dependencies

Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

Deploy the DPF Operator

A number of environment variables must be set before running this command.

  storageClassName: ""

kubectl create secret generic -n dpf-operator-system bmc-shared-
password --from-literal=password=$BMC_ROOT_PASSWORD

Warning

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

https://docs.nvidia.com/networking/display/bf3dpu/bluefield+dpu+administrator+quick+start+guide#src-2449222348_safe-id-Qmx1ZUZpZWxkRFBVQWRtaW5pc3RyYXRvclF1aWNrU3RhcnRHdWlkZS1TdGVwM-KAk0NoYW5nZURlZmF1bHRQYXNzd29yZA
https://docs.nvidia.com/networking/display/bf3dpu/bluefield+dpu+administrator+quick+start+guide#src-2449222348_safe-id-Qmx1ZUZpZWxkRFBVQWRtaW5pc3RyYXRvclF1aWNrU3RhcnRHdWlkZS1TdGVwM-KAk0NoYW5nZURlZmF1bHRQYXNzd29yZA
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HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG

## Ensure the DPF Operator deployment is available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all
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2. DPF system installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

Deploy the DPF System components

A number of environment variables must be set before running this command.

This will create the following objects:

  DPF Operator to install the DPF System components

kubectl create ns dpu-cplane-tenant1
cat manifests/02-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  dpuDetector:
    disable: true

  provisioningController:
    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

    installInterface:
      installViaRedfish:
        # Set this to the IP of one of your control plane nodes + 
8080 port
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  DPUCluster to serve as Kubernetes control plane for DPU nodes

  DPUDiscovery to discover DPUDevices or DPUNodes

        bfbRegistryAddress: "$TARGETCLUSTER_API_SERVER_HOST:8080"

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
keepalived process running on the host
      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUDiscovery
metadata:
  name: dpu-discovery
  namespace: dpf-operator-system
spec:
  ipRangeSpec:
    ipRange:
      startIP: $IP_RANGE_START
      endIP: $IP_RANGE_END

## Ensure the provisioning and DPUService controller manager 
deployments are available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.
kubectl rollout status deployment --namespace dpf-operator-system
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all
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3. DPU Provisioning and Service Installation

There are 2 types of installation a user can do. The first one is using the PFs of the host
and the second one is using both PFs and VFs. You should choose the one that fits best
on your use case.

In the following section, we provision our DPUs and the services tht will run on them. The
user is expected to create a DPUDeployment object that reflects a set of DPUServices
that should run on a set of DPUs.

If you want to learn more about DPUDeployments , feel free to check the
DPUDeployment documentation.

Using PFs

In this scenario, the PF0 and PF1 are connected to separate VRFs which means that: * PF0
on Host 1 will be able to communicate with PF0 on Host 2 * PF0 on Host 1 will not be able
to communicate with PF1 on Host 1 and 2

PF1 on Host 1 will be able to communicate with PF1 on Host 2

PF1 on Host 1 will not be able to communicate with PF0 on Host 1 and 2

We make use of a PF on the host to test traffic.

Create the DPUDeployment, DPUServiceConfig, DPUServiceTemplate and other
necessary objects

A number of environment variables must be set before running this command.

Warning

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUDeployment to select the appropriate DPU. See
DPUDeployment - DPUs Configuration to understand more about the
selectors.
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This will deploy the following objects:

  BFB to download Bluefield Bitstream to a shared volume

  HBN DPUFlavor to correctly configure the DPUs on provisioning

cat manifests/03.1-dpudeployment-installation-pf/*.yaml | envsubst 
| kubectl apply -f -

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUFlavor
metadata:
  name: hbn
  namespace: dpf-operator-system
spec:
  dpuMode: zero-trust
  bfcfgParameters:
  - UPDATE_ATF_UEFI=yes
  - UPDATE_DPU_OS=yes
  - WITH_NIC_FW_UPDATE=yes
  configFiles:
  - operation: override
    path: /etc/mellanox/mlnx-bf.conf
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    permissions: "0644"

    raw: |
      ALLOW_SHARED_RQ="no"

      IPSEC_FULL_OFFLOAD="no"

      ENABLE_ESWITCH_MULTIPORT="yes"

  - operation: override
    path: /etc/mellanox/mlnx-ovs.conf
    permissions: "0644"

    raw: |
      CREATE_OVS_BRIDGES="no"

      OVS_DOCA="yes"

  - operation: override
    path: /etc/mellanox/mlnx-sf.conf
    permissions: "0644"

    raw: ""

  grub:
    kernelParameters:
    - console=hvc0
    - console=ttyAMA0
    - earlycon=pl011,0x13010000

    - fixrttc
    - net.ifnames=0

    - biosdevname=0

    - iommu.passthrough=1

    - cgroup_no_v1=net_prio,net_cls
    - hugepagesz=2048kB
    - hugepages=3072

  nvconfig:
  - device: '*'

    parameters:
    - PF_BAR2_ENABLE=0

    - PER_PF_NUM_SF=1

    - PF_TOTAL_SF=20

    - PF_SF_BAR_SIZE=10

    - NUM_PF_MSIX_VALID=0

    - PF_NUM_PF_MSIX_VALID=1
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  DPUDeployment to provision DPUs on worker nodes

    - PF_NUM_PF_MSIX=228

    - INTERNAL_CPU_MODEL=1

    - INTERNAL_CPU_OFFLOAD_ENGINE=0

    - SRIOV_EN=1

    - NUM_OF_VFS=46

    - LAG_RESOURCE_ALLOCATION=1

  ovs:
    rawConfigScript: |
      _ovs-vsctl() {
        ovs-vsctl --no-wait --timeout 15 "$@"

      }
      _ovs-vsctl set Open_vSwitch . other_config:doca-init=true

      _ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

      _ovs-vsctl set Open_vSwitch . other_config:hw-offload=true

      _ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

      _ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

      _ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

      _ovs-vsctl --if-exists del-br ovsbr1
      _ovs-vsctl --if-exists del-br ovsbr2
      _ovs-vsctl --may-exist add-br br-sfc
      _ovs-vsctl set bridge br-sfc datapath_type=netdev
      _ovs-vsctl set bridge br-sfc fail_mode=secure
      _ovs-vsctl --may-exist add-port br-sfc p0
      _ovs-vsctl set Interface p0 type=dpdk
      _ovs-vsctl set Interface p0 mtu_request=9216

      _ovs-vsctl set Port p0 external_ids:dpf-type=physical

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
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kind: DPUDeployment
metadata:
  name: hbn
  namespace: dpf-operator-system
spec:
  dpus:
    bfb: bf-bundle
    flavor: hbn
    nodeEffect:
      noEffect: true

    dpuSets:
    - nameSuffix: "dpuset1"

      nodeSelector:
        matchLabels:
          feature.node.kubernetes.io/dpu-enabled: "true"

  services:
    doca-hbn:
      serviceTemplate: doca-hbn
      serviceConfiguration: doca-hbn
  serviceChains:
    switches:
      - ports:
        - serviceInterface:
            matchLabels:
              interface: p0
        - service:
            name: doca-hbn
            interface: p0_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: p1
        - service:
            name: doca-hbn
            interface: p1_if
      - ports:
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  DPUServiceConfig and DPUServiceTemplate to deploy HBN workloads to the DPUs

        - serviceInterface:
            matchLabels:
              interface: pf0hpf
        - service:
            name: doca-hbn
            interface: pf0hpf_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: pf1hpf
        - service:
            name: doca-hbn
            interface: pf1hpf_if

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: doca-hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "doca-hbn"

  serviceConfiguration:
    serviceDaemonSet:
      annotations:
        k8s.v1.cni.cncf.io/networks: |-
          [
          {"name": "iprequest", "interface": "ip_lo", "cni-args": {"poolNames": 
["loopback"], "poolType": "cidrpool"}},
          {"name": "iprequest", "interface": "ip_pf0hpf", "cni-args": {"poolNames": 
["pool1"], "poolType": "cidrpool", "allocateDefaultGateway": true}},
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          {"name": "iprequest", "interface": "ip_pf1hpf", "cni-args": {"poolNames": 
["pool2"], "poolType": "cidrpool", "allocateDefaultGateway": true}}
          ]
    helmChart:
      values:
        configuration:
          perDPUValuesYAML: |
            - hostnamePattern: "*"

              values:
                bgp_peer_group: hbn
                vrf1: RED
                vrf2: BLUE
                l3vni1: 100001

                l3vni2: 100002

            - hostnamePattern: "dpu-node-${DPU1_SERIAL}*"

              values:
                bgp_autonomous_system: 65101

            - hostnamePattern: "dpu-node-${DPU2_SERIAL}*"

              values:
                bgp_autonomous_system: 65201

          startupYAMLJ2: |
            - header:
                model: bluefield
                nvue-api-version: nvue_v1
                rev-id: 1.0

                version: HBN 2.4.0

            - set:
                evpn:
                  enable: on
                  route-advertise: {}
                interface:
                  lo:
                    ip:
                      address:
                        {{ ipaddresses.ip_lo.ip }}/32: {}
                    type: loopback
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                  p0_if,p1_if,pf0hpf_if,pf1hpf_if:
                    type: swp
                    link:
                      mtu: 9000

                  pf0hpf_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf0hpf.cidr }}: {}
                      vrf: {{ config.vrf1 }}
                  pf1hpf_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf1hpf.cidr }}: {}
                      vrf: {{ config.vrf2 }}
                nve:
                  vxlan:
                    arp-nd-suppress: on
                    enable: on
                    source:
                      address: {{ ipaddresses.ip_lo.ip }}
                router:
                  bgp:
                    enable: on
                    graceful-restart:
                      mode: full
                vrf:
                  default:
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            multipaths:
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                              ebgp: 16

                          l2vpn-evpn:
                            enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                        neighbor:
                          p0_if:
                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                            address-family:
                              l2vpn-evpn:
                                enable: on
                                add-path-tx: off
                          p1_if:
                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                            address-family:
                              l2vpn-evpn:
                                enable: on
                                add-path-tx: off
                        path-selection:
                          multipath:
                            aspath-ignore: on
                        peer-group:
                          {{ config.bgp_peer_group }}:
                            address-family:
                              ipv4-unicast:
                                enable: on
                              l2vpn-evpn:
                                enable: on
                            remote-as: external
                        router-id: {{ ipaddresses.ip_lo.ip }}
                  {{ config.vrf1 }}:
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                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni1 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                  {{ config.vrf2 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni2 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
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  DPUServiceInterfaces for physical ports on the DPU

                        enable: on
  interfaces:
  - name: p0_if
    network: mybrhbn
  - name: p1_if
    network: mybrhbn
  - name: pf0hpf_if
    network: mybrhbn
  - name: pf1hpf_if
    network: mybrhbn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: doca-hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "doca-hbn"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: 1.0.3

      chart: doca-hbn
    values:
      image:
        repository: $HBN_NGC_IMAGE_URL
        tag: 3.1.0-doca3.1.0

      resources:
        memory: 6Gi
        nvidia.com/bf_sf: 4
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---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p1
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p1"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p1
---
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apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf0hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf0hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 0

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf1hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf1hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 1



DOCA Platform Framework (DPF) Documentation v.25.7.1 202

  DPUServiceIPAM to set up IP Address Management on the DPUCluster

  DPUServiceIPAM for the loopback interface in HBN

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool1
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.121.0/24"

    gatewayIndex: 2

    prefixSize: 29

    # These preallocations are not necessary. We specify them so 
that the validation commands are straightforward.
    allocations:
      dpu-node-${DPU1_SERIAL}-${DPU1_SERIAL}: 10.0.121.0/29

      dpu-node-${DPU2_SERIAL}-${DPU2_SERIAL}: 10.0.121.8/29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool2
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.122.0/24"

    gatewayIndex: 2

    prefixSize: 29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Note that the DPUService name will have a random suffix. For example,
doca-hbn-l2xsl .

Verify the DPU and Service installation with:

kind: DPUServiceIPAM
metadata:
  name: loopback
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "11.0.0.0/24"

    prefixSize: 32

## Ensure the DPUServices are created and have been reconciled.
kubectl wait --for=condition=ApplicationsReconciled --namespace 
dpf-operator-system dpuservices -l svc.dpu.nvidia.com/owned-by-
dpudeployment=dpf-operator-system_hbn
## Ensure the DPUServiceIPAMs have been reconciled
kubectl wait --for=condition=DPUIPAMObjectReconciled --namespace 
dpf-operator-system dpuserviceipam --all
## Ensure the DPUServiceInterfaces have been reconciled
kubectl wait --for=condition=ServiceInterfaceSetReconciled --
namespace dpf-operator-system dpuserviceinterface --all
## Ensure the DPUServiceChains have been reconciled
kubectl wait --for=condition=ServiceChainSetReconciled --namespace 
dpf-operator-system dpuservicechain --all
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or with dpfctl :

## Ensure the DPUs have the condition Initialized (this may take 
time)
kubectl wait --for=condition=Initialized --namespace dpf-operator-
system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                                NAMESPACE      
STATUS       REASON                SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig                 dpf-operator-
system
│           ├─Ready                                                
False        Pending               17m    The following 
conditions are not ready:
│           │                                                      
* SystemComponentsReady
│           └─SystemComponentsReady                                
False        Error                 16m    System components must 
be ready for DPF Operator to continue:
│                                                                  
* nvidia-k8s-ipam: DPUService dpf-operator-system/nvidia-k8s-ipam 
is not ready
└─DPUDeployments
  └─DPUDeployment/hbn                               dpf-operator-
system
    │           ├─Ready                                            
False        Pending               11m    The following 
conditions are not ready:
    │           │                                                  
* DPUSetsReady
    │           └─DPUSetsReady                                     
False        Pending               11m    Objects are not ready:



DOCA Platform Framework (DPF) Documentation v.25.7.1 205

Making the DPUs Ready

    │                                                              
* dpf-operator-system/hbn-dpuset1
    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-8kkjz                   dpf-operator-
system  Ready: True  Success               11m
    ├─DPUServiceInterfaces
    │ └─4 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success               11m    See doca-hbn-
p0-if-mcqp4, doca-hbn-p1-if-6x2hh, doca-hbn-pf0hpf-if-q9lvk, doca-
hbn-pf1hpf-if-979t7
    ├─DPUSets
    │ └─DPUSet/hbn-dpuset1                          dpf-operator-
system
    │   ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready                 13m    File: bf-
bundle-3.1.0-53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
    │     │             └─Ready                                    
False        OS Installing         8m39s
    │     └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
    │                   └─Ready                                    
False        OS Installing         8m39s
    └─Services
      ├─DPUServiceTemplates
      │ └─DPUServiceTemplate/doca-hbn               dpf-operator-
system  Ready: True  Success               13m
      └─DPUServices
        └─DPUService/doca-hbn-jmj45                 dpf-operator-
system  Ready: True  Success               11m
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In order to make the DPUs ready, we will need to manually power cycle the host. This
operation should be done in the most graceful manner by gracefully shutting down the
Host and DPU, powering off the server and then powering it on to avoid corruption. This
should happen when the object gives us the signal. The described flow can be automated
by the admin depending on the infrastructure.

The following verification command may need to be run multiple times to ensure the
condition is met.

or with dpfctl :

## Ensure the DPUs have the condition 
WaitingForManualPowerCycleOrReboot (this may take time)
kubectl wait --for=condition=WaitingForManualPowerCycleOrReboot --
namespace dpf-operator-system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                                NAMESPACE      
STATUS       REASON                              SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig                 dpf-operator-
system
│           ├─Ready                                                
False        Pending                             66m    The 
following conditions are not ready:
│           │                                                      
* SystemComponentsReady
│           └─SystemComponentsReady                                
False        Error                               66m    System 
components must be ready for DPF Operator to continue:
│                                                                  
* nvidia-k8s-ipam: DPUService dpf-operator-system/nvidia-k8s-ipam 
is not ready
└─DPUDeployments



DOCA Platform Framework (DPF) Documentation v.25.7.1 207

  └─DPUDeployment/hbn                               dpf-operator-
system
    │           ├─Ready                                            
False        Pending                             61m    The 
following conditions are not ready:
    │           │                                                  
* DPUSetsReady
    │           └─DPUSetsReady                                     
False        Pending                             61m    Objects 
are not ready:
    │                                                              
* dpf-operator-system/hbn-dpuset1
    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-8kkjz                   dpf-operator-
system  Ready: True  Success                             61m
    ├─DPUServiceInterfaces
    │ └─4 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success                             61m    
See doca-hbn-p0-if-mcqp4, doca-hbn-p1-if-6x2hh, doca-hbn-pf0hpf-if-
q9lvk, doca-hbn-pf1hpf-if-979t7
    ├─DPUSets
    │ └─DPUSet/hbn-dpuset1                          dpf-operator-
system
    │   ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready                               62m    
File: bf-bundle-3.1.0-53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
    │     │             ├─Rebooted                                 
False        WaitingForManualPowerCycleOrReboot  11m
    │     │             └─Ready                                    
False        Rebooting                           11m
    │     └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
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At this point, we have to power cycle the hosts. Once all the hosts are back online, we
have to remove an annotation from the DPUNodes. The user can choose to remove this
annotation node by node but to make it simpler in this guide, we do that all at once.

After this is done, we should expect that all DPUs become Ready:

or with dpfctl:

    │                   ├─Rebooted                                 
False        WaitingForManualPowerCycleOrReboot  5m49s
    │                   └─Ready                                    
False        Rebooting                           5m49s
    └─Services
      ├─DPUServiceTemplates
      │ └─DPUServiceTemplate/doca-hbn               dpf-operator-
system  Ready: True  Success                             62m
      └─DPUServices
        └─DPUService/doca-hbn-jmj45                 dpf-operator-
system  Ready: True  Success                             61m

kubectl annotate dpunodes -n dpf-operator-system --all 
provisioning.dpu.nvidia.com/dpunode-external-reboot-required-

kubectl wait --for="jsonpath={.status.phase}=Ready" --namespace dpf-operator-
system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                   NAMESPACE            
STATUS       REASON    SINCE  MESSAGE
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Test Traffic

After the DPUs are provisioned and the rest of the objects are Ready, we can test traffic
by assigning an IP to the PF0 on the host for each DPU, and run a simple ping. Although

DPFOperatorConfig/dpfoperatorconfig    dpf-operator-system  
Ready: True  Success   8m19s
└─DPUDeployments
  └─DPUDeployment/hbn                  dpf-operator-system  
Ready: True  Success   19s
    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-8kkjz      dpf-operator-system  
Ready: True  Success   90m
    ├─DPUServiceInterfaces
    │ └─4 DPUServiceInterfaces...      dpf-operator-system  
Ready: True  Success   48s    See doca-hbn-p0-if-mls69, doca-hbn-
p1-if-dv6ds, doca-hbn-pf0hpf-if-q9lvk, doca-hbn-pf1hpf-if-979t7
    ├─DPUSets
    │ └─DPUSet/hbn-dpuset1             dpf-operator-system
    │   ├─BFB/bf-bundle                dpf-operator-system  
Ready: True  Ready     91m    File: bf-bundle-3.1.0-
53_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     └─2 DPUs...                  dpf-operator-system  
Ready: True  DPUReady  25m    See dpu-node-mt2402xz0f6v-
mt2402xz0f6v, dpu-node-mt2404xz0c98-mt2404xz0c98
    └─Services
      ├─DPUServiceTemplates
      │ └─DPUServiceTemplate/doca-hbn  dpf-operator-system  
Ready: True  Success   91m
      └─DPUServices
        └─DPUService/doca-hbn-6rhsx    dpf-operator-system  
Ready: True  Success   21s
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the configuration is enabling both PFs, we focus on the PF0 for testing traffic. Assuming
the PF0 is named ens5f0np0 :

On the host with DPU with serial number DPU1_SERIAL:

On the host with DPU with serial number DPU2_SERIAL:

On the host with DPU with serial number DPU1_SERIAL:

Using PFs + VFs

In this scenario, the PF0, PF1, VF10 of the PF0 and VF10 of the PF1 are connected to
separate VRFs which means that:

ip link set dev ens5f0np0 up
ip addr add 10.0.121.1/29 dev ens5f0np0
ip route add 10.0.121.0/24 dev ens5f0np0 via 10.0.121.2

ip link set dev ens5f0np0 up
ip addr add 10.0.121.9/29 dev ens5f0np0
ip route add 10.0.121.0/24 dev ens5f0np0 via 10.0.121.10

$ ping 10.0.121.9 -c3
PING 10.0.121.9 (10.0.121.9) 56(84) bytes of data.
64 bytes from 10.0.121.9: icmp_seq=1 ttl=64 time=0.387 ms
64 bytes from 10.0.121.9: icmp_seq=2 ttl=64 time=0.344 ms
64 bytes from 10.0.121.9: icmp_seq=3 ttl=64 time=0.396 ms
 
--- 10.0.121.9 ping statistics ---
3 packets transmitted, 3 received, 0% packet loss, time 2053ms
rtt min/avg/max/mdev = 0.344/0.375/0.396/0.022 ms
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PF0 on Host 1 will be able to communicate with PF0 on Host 2

PF0 on Host 1 will not be able to communicate with PF1 on Host 1 and 2

PF0 on Host 1 will not be able to communicate with PF0VF10 on Host 1 and 2

PF0 on Host 1 will not be able to communicate with PF1VF10 on Host 1 and 2

PF1 on Host 1 will be able to communicate with PF1 on Host 2

PF1 on Host 1 will not be able to communicate with PF0 on Host 1 and 2

PF1 on Host 1 will not be able to communicate with PF0VF10 on Host 1 and 2

PF1 on Host 1 will not be able to communicate with PF1VF10 on Host 1 and 2

PF0VF10 on Host 1 will be able to communicate with PF0VF10 on Host 2

PF0VF10 on Host 1 will not be able to communicate with PF0 on Host 1 and 2

PF0VF10 on Host 1 will not be able to communicate with PF1 on Host 1 and 2

PF0VF10 on Host 1 will not be able to communicate with PF1VF10 on Host 1 and 2

PF1VF10 on Host 1 will be able to communicate with PF1VF10 on Host 2

PF1VF10 on Host 1 will not be able to communicate with PF0 on Host 1 and 2

PF1VF10 on Host 1 will not be able to communicate with PF1 on Host 1 and 2

PF1VF10 on Host 1 will not be able to communicate with PF0VF10 on Host 1 and 2

We make use of a PF and a VF on the host to test traffic.

Create the DPUDeployment, DPUServiceConfig, DPUServiceTemplate and other
necessary objects

A number of environment variables must be set before running this command.

cat manifests/03.2-dpudeployment-installation-pf-vf/*.yaml | 
envsubst | kubectl apply -f -
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This will deploy the following objects:

  BFB to download Bluefield Bitstream to a shared volume

  HBN DPUFlavor to correctly configure the DPUs on provisioning

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUFlavor
metadata:
  name: hbn
  namespace: dpf-operator-system
spec:
  dpuMode: zero-trust
  bfcfgParameters:
  - UPDATE_ATF_UEFI=yes
  - UPDATE_DPU_OS=yes
  - WITH_NIC_FW_UPDATE=yes
  configFiles:
  - operation: override
    path: /etc/mellanox/mlnx-bf.conf
    permissions: "0644"

    raw: |
      ALLOW_SHARED_RQ="no"

      IPSEC_FULL_OFFLOAD="no"

      ENABLE_ESWITCH_MULTIPORT="yes"
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  - operation: override
    path: /etc/mellanox/mlnx-ovs.conf
    permissions: "0644"

    raw: |
      CREATE_OVS_BRIDGES="no"

      OVS_DOCA="yes"

  - operation: override
    path: /etc/mellanox/mlnx-sf.conf
    permissions: "0644"

    raw: ""

  grub:
    kernelParameters:
    - console=hvc0
    - console=ttyAMA0
    - earlycon=pl011,0x13010000

    - fixrttc
    - net.ifnames=0

    - biosdevname=0

    - iommu.passthrough=1

    - cgroup_no_v1=net_prio,net_cls
    - hugepagesz=2048kB
    - hugepages=3072

  nvconfig:
  - device: '*'

    parameters:
    - PF_BAR2_ENABLE=0

    - PER_PF_NUM_SF=1

    - PF_TOTAL_SF=20

    - PF_SF_BAR_SIZE=10

    - NUM_PF_MSIX_VALID=0

    - PF_NUM_PF_MSIX_VALID=1

    - PF_NUM_PF_MSIX=228

    - INTERNAL_CPU_MODEL=1

    - INTERNAL_CPU_OFFLOAD_ENGINE=0

    - SRIOV_EN=1

    - NUM_OF_VFS=46
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  DPUDeployment to provision DPUs on worker nodes

    - LAG_RESOURCE_ALLOCATION=1

  ovs:
    rawConfigScript: |
      _ovs-vsctl() {
        ovs-vsctl --no-wait --timeout 15 "$@"

      }
      _ovs-vsctl set Open_vSwitch . other_config:doca-init=true

      _ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

      _ovs-vsctl set Open_vSwitch . other_config:hw-offload=true

      _ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

      _ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

      _ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

      _ovs-vsctl --if-exists del-br ovsbr1
      _ovs-vsctl --if-exists del-br ovsbr2
      _ovs-vsctl --may-exist add-br br-sfc
      _ovs-vsctl set bridge br-sfc datapath_type=netdev
      _ovs-vsctl set bridge br-sfc fail_mode=secure
      _ovs-vsctl --may-exist add-port br-sfc p0
      _ovs-vsctl set Interface p0 type=dpdk
      _ovs-vsctl set Interface p0 mtu_request=9216

      _ovs-vsctl set Port p0 external_ids:dpf-type=physical

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUDeployment
metadata:
  name: hbn
  namespace: dpf-operator-system
spec:
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  dpus:
    bfb: bf-bundle
    flavor: hbn
    nodeEffect:
      noEffect: true

    dpuSets:
    - nameSuffix: "dpuset1"

      nodeSelector:
        matchLabels:
          feature.node.kubernetes.io/dpu-enabled: "true"

  services:
    doca-hbn:
      serviceTemplate: doca-hbn
      serviceConfiguration: doca-hbn
  serviceChains:
    switches:
      - ports:
        - serviceInterface:
            matchLabels:
              interface: p0
        - service:
            name: doca-hbn
            interface: p0_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: p1
        - service:
            name: doca-hbn
            interface: p1_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: pf0hpf
        - service:
            name: doca-hbn
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  DPUServiceConfig and DPUServiceTemplate to deploy HBN workloads to the DPUs

            interface: pf0hpf_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: pf1hpf
        - service:
            name: doca-hbn
            interface: pf1hpf_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: pf0vf10
        - service:
            name: doca-hbn
            interface: pf0vf10_if
      - ports:
        - serviceInterface:
            matchLabels:
              interface: pf1vf10
        - service:
            name: doca-hbn
            interface: pf1vf10_if

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: doca-hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "doca-hbn"

  serviceConfiguration:
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    serviceDaemonSet:
      annotations:
        k8s.v1.cni.cncf.io/networks: |-
          [
          {"name": "iprequest", "interface": "ip_lo", "cni-args": {"poolNames": 
["loopback"], "poolType": "cidrpool"}},
          {"name": "iprequest", "interface": "ip_pf0hpf", "cni-args": {"poolNames": 
["pool1"], "poolType": "cidrpool", "allocateDefaultGateway": true}},
          {"name": "iprequest", "interface": "ip_pf1hpf", "cni-args": {"poolNames": 
["pool2"], "poolType": "cidrpool", "allocateDefaultGateway": true}},
          {"name": "iprequest", "interface": "ip_pf0vf10", "cni-args": {"poolNames": 
["pool3"], "poolType": "cidrpool", "allocateDefaultGateway": true}},
          {"name": "iprequest", "interface": "ip_pf1vf10", "cni-args": {"poolNames": 
["pool4"], "poolType": "cidrpool", "allocateDefaultGateway": true}}
          ]
    helmChart:
      values:
        configuration:
          perDPUValuesYAML: |
            - hostnamePattern: "*"

              values:
                bgp_peer_group: hbn
                vrf1: RED
                vrf2: BLUE
                vrf3: GREEN
                vrf4: YELLOW
                l3vni1: 100001

                l3vni2: 100002

                l3vni3: 100003

                l3vni4: 100004

            - hostnamePattern: "dpu-node-${DPU1_SERIAL}*"

              values:
                bgp_autonomous_system: 65101

            - hostnamePattern: "dpu-node-${DPU2_SERIAL}*"

              values:
                bgp_autonomous_system: 65201
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          startupYAMLJ2: |
            - header:
                model: bluefield
                nvue-api-version: nvue_v1
                rev-id: 1.0

                version: HBN 2.4.0

            - set:
                evpn:
                  enable: on
                  route-advertise: {}
                interface:
                  lo:
                    ip:
                      address:
                        {{ ipaddresses.ip_lo.ip }}/32: {}
                    type: loopback
                  
p0_if,p1_if,pf0vf10_if,pf1vf10_if,pf0hpf_if,pf1hpf_if:
                    type: swp
                    link:
                      mtu: 9000

                  pf0vf10_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf0vf10.cidr }}: {}
                      vrf: {{ config.vrf1 }}
                  pf1vf10_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf1vf10.cidr }}: {}
                      vrf: {{ config.vrf2 }}
                  pf0hpf_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf0hpf.cidr }}: {}
                      vrf: {{ config.vrf3 }}
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                  pf1hpf_if:
                    ip:
                      address:
                        {{ ipaddresses.ip_pf1hpf.cidr }}: {}
                      vrf: {{ config.vrf4 }}
                nve:
                  vxlan:
                    arp-nd-suppress: on
                    enable: on
                    source:
                      address: {{ ipaddresses.ip_lo.ip }}
                router:
                  bgp:
                    enable: on
                    graceful-restart:
                      mode: full
                vrf:
                  default:
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            multipaths:
                              ebgp: 16

                          l2vpn-evpn:
                            enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                        neighbor:
                          p0_if:
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                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                            address-family:
                              l2vpn-evpn:
                                enable: on
                                add-path-tx: off
                          p1_if:
                            peer-group: {{ config.bgp_peer_group 
}}
                            type: unnumbered
                            address-family:
                              l2vpn-evpn:
                                enable: on
                                add-path-tx: off
                        path-selection:
                          multipath:
                            aspath-ignore: on
                        peer-group:
                          {{ config.bgp_peer_group }}:
                            address-family:
                              ipv4-unicast:
                                enable: on
                              l2vpn-evpn:
                                enable: on
                            remote-as: external
                        router-id: {{ ipaddresses.ip_lo.ip }}
                  {{ config.vrf1 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni1 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
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                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                  {{ config.vrf2 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni2 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                  {{ config.vrf3 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni3 }}: {}
                    router:
                      bgp:
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                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
                  {{ config.vrf4 }}:
                    evpn:
                      enable: on
                      vni:
                        {{ config.l3vni4 }}: {}
                    router:
                      bgp:
                        address-family:
                          ipv4-unicast:
                            enable: on
                            redistribute:
                              connected:
                                enable: on
                            route-export:
                              to-evpn:
                                enable: on
                        autonomous-system: {{ 
config.bgp_autonomous_system }}
                        enable: on
  interfaces:
  - name: p0_if
    network: mybrhbn
  - name: p1_if
    network: mybrhbn
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  DPUServiceInterfaces for physical ports on the DPU

  - name: pf0vf10_if
    network: mybrhbn
  - name: pf1vf10_if
    network: mybrhbn
  - name: pf0hpf_if
    network: mybrhbn
  - name: pf1hpf_if
    network: mybrhbn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: doca-hbn
  namespace: dpf-operator-system
spec:
  deploymentServiceName: "doca-hbn"

  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: 1.0.3

      chart: doca-hbn
    values:
      image:
        repository: $HBN_NGC_IMAGE_URL
        tag: 3.1.0-doca3.1.0

      resources:
        memory: 6Gi
        nvidia.com/bf_sf: 6

---
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apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: p1
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "p1"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p1
---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
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metadata:
  name: pf0vf10-rep
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf0vf10"

        spec:
          interfaceType: vf
          vf:
            parentInterfaceRef: p0
            pfID: 0

            vfID: 10

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf1vf10-rep
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf1vf10"

        spec:
          interfaceType: vf
          vf:
            parentInterfaceRef: p1
            pfID: 1

            vfID: 10

---
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apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf0hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf0hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 0

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf1hpf
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            interface: "pf1hpf"

        spec:
          interfaceType: pf
          pf:
            pfID: 1
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  DPUServiceIPAM to set up IP Address Management on the DPUCluster

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool1
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.121.0/24"

    gatewayIndex: 2

    prefixSize: 29

    # These preallocations are not necessary. We specify them so 
that the validation commands are straightforward.
    allocations:
      dpu-node-${DPU1_SERIAL}-${DPU1_SERIAL}: 10.0.121.0/29

      dpu-node-${DPU2_SERIAL}-${DPU2_SERIAL}: 10.0.121.8/29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool2
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.122.0/24"

    gatewayIndex: 2

    prefixSize: 29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool3
  namespace: dpf-operator-system
spec:



DOCA Platform Framework (DPF) Documentation v.25.7.1 228

  DPUServiceIPAM for the loopback interface in HBN

  ipv4Network:
    network: "10.0.123.0/24"

    gatewayIndex: 2

    prefixSize: 29

    # These preallocations are not necessary. We specify them so 
that the validation commands are straightforward.
    allocations:
      dpu-node-${DPU1_SERIAL}-${DPU1_SERIAL}: 10.0.123.0/29

      dpu-node-${DPU2_SERIAL}-${DPU2_SERIAL}: 10.0.123.8/29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: pool4
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "10.0.124.0/24"

    gatewayIndex: 2

    prefixSize: 29

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: loopback
  namespace: dpf-operator-system
spec:
  ipv4Network:
    network: "11.0.0.0/24"

    prefixSize: 32
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Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Note that the DPUService name will have a random suffix. For example,
doca-hbn-l2xsl .

Verify the DPU and Service installation with:

or with dpfctl :

## Ensure the DPUServices are created and have been reconciled.
kubectl wait --for=condition=ApplicationsReconciled --namespace 
dpf-operator-system dpuservices -l svc.dpu.nvidia.com/owned-by-
dpudeployment=dpf-operator-system_hbn
## Ensure the DPUServiceIPAMs have been reconciled
kubectl wait --for=condition=DPUIPAMObjectReconciled --namespace 
dpf-operator-system dpuserviceipam --all
## Ensure the DPUServiceInterfaces have been reconciled
kubectl wait --for=condition=ServiceInterfaceSetReconciled --
namespace dpf-operator-system dpuserviceinterface --all
## Ensure the DPUServiceChains have been reconciled
kubectl wait --for=condition=ServiceChainSetReconciled --namespace 
dpf-operator-system dpuservicechain --all
## Ensure the DPUs have the condition Initialized (this may take 
time)
kubectl wait --for=condition=Initialized --namespace dpf-operator-
system dpu --all
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$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                                NAMESPACE      
STATUS       REASON         SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig                 dpf-operator-
system
│           ├─Ready                                                
False        Pending        3m13s  The following conditions are 
not ready:
│           │                                                      
* SystemComponentsReady
│           └─SystemComponentsReady                                
False        Error          2m28s  System components must be 
ready for DPF Operator to continue:
│                                                                  
* nvidia-k8s-ipam: DPUService dpf-operator-system/nvidia-k8s-ipam 
is not ready
└─DPUDeployments
  └─DPUDeployment/hbn                               dpf-operator-
system
    │           ├─Ready                                            
False        Pending        77s    The following conditions are 
not ready:
    │           │                                                  
* DPUSetsReady
    │           └─DPUSetsReady                                     
False        Pending        79s    Objects are not ready:
    │                                                              
* dpf-operator-system/hbn-dpuset1
    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-5zgs4                   dpf-operator-
system  Ready: True  Success        79s
    ├─DPUServiceInterfaces
    │ └─6 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success        79s    See doca-hbn-p0-if-
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Making the DPUs Ready

In order to make the DPUs ready, we will need to manually power cycle the host. This
operation should be done in the most graceful manner by gracefully shutting down the
Host and DPU, powering off the server and then powering it on to avoid corruption. This
should happen when the object gives us the signal. The described flow can be automated
by the admin depending on the infrastructure.

The following verification command may need to be run multiple times to ensure the
condition is met.

w6f6b, doca-hbn-p1-if-p7565, doca-hbn-pf0hpf-if-wb84j, doca-hbn-
pf0vf10-if-mr6fj,
    │                                                              
doca-hbn-pf1hpf-if-cnbz8, doca-hbn-pf1vf10-if-7r6r6
    ├─DPUSets
    │ └─DPUSet/hbn-dpuset1                          dpf-operator-
system
    │   ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready          105s   File: bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
    │     │             └─Ready                                    
False        OS Installing  72s
    │     └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
    │                   └─Ready                                    
False        OS Installing  69s
    └─Services
      ├─DPUServiceTemplates
      │ └─DPUServiceTemplate/doca-hbn               dpf-operator-
system  Ready: True  Success        104s
      └─DPUServices
        └─DPUService/doca-hbn-bjqbh                 dpf-operator-
system  Ready: True  Success        77s
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or with dpfctl :

## Ensure the DPUs have the condition 
WaitingForManualPowerCycleOrReboot (this may take time)
kubectl wait --for=condition=WaitingForManualPowerCycleOrReboot --
namespace dpf-operator-system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                                NAMESPACE      
STATUS       REASON                              SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig                 dpf-operator-
system
│           ├─Ready                                                
False        Pending                             17m    The 
following conditions are not ready:
│           │                                                      
* SystemComponentsReady
│           └─SystemComponentsReady                                
False        Error                               16m    System 
components must be ready for DPF Operator to continue:
│                                                                  
* nvidia-k8s-ipam: DPUService dpf-operator-system/nvidia-k8s-ipam 
is not ready
└─DPUDeployments
  └─DPUDeployment/hbn                               dpf-operator-
system
    │           ├─Ready                                            
False        Pending                             15m    The 
following conditions are not ready:
    │           │                                                  
* DPUSetsReady
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    │           └─DPUSetsReady                                     
False        Pending                             15m    Objects 
are not ready:
    │                                                              
* dpf-operator-system/hbn-dpuset1
    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-5zgs4                   dpf-operator-
system  Ready: True  Success                             15m
    ├─DPUServiceInterfaces
    │ └─6 DPUServiceInterfaces...                   dpf-operator-
system  Ready: True  Success                             15m    
See doca-hbn-p0-if-w6f6b, doca-hbn-p1-if-p7565, doca-hbn-pf0hpf-if-
wb84j, doca-hbn-pf0vf10-if-mr6fj,
    │                                                              
doca-hbn-pf1hpf-if-cnbz8, doca-hbn-pf1vf10-if-7r6r6
    ├─DPUSets
    │ └─DPUSet/hbn-dpuset1                          dpf-operator-
system
    │   ├─BFB/bf-bundle                             dpf-operator-
system  Ready: True  Ready                               15m    
File: bf-bundle-3.1.0-76_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     ├─DPU/dpu-node-mt2402xz0f6v-mt2402xz0f6v  dpf-operator-
system
    │     │             ├─Rebooted                                 
False        WaitingForManualPowerCycleOrReboot  2m36s
    │     │             └─Ready                                    
False        Rebooting                           2m36s
    │     └─DPU/dpu-node-mt2404xz0c98-mt2404xz0c98  dpf-operator-
system
    │                   ├─Rebooted                                 
False        WaitingForManualPowerCycleOrReboot  2m36s
    │                   └─Ready                                    
False        Rebooting                           2m36s
    └─Services
      ├─DPUServiceTemplates
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At this point, we have to power cycle the hosts. Once all the hosts are back online, we
have to remove an annotation from the DPUNodes. The user can choose to remove this
annotation node by node but to make it simpler in this guide, we do that all at once.

After this is done, we should expect that all DPUs become Ready:

or with dpfctl:

      │ └─DPUServiceTemplate/doca-hbn               dpf-operator-
system  Ready: True  Success                             15m
      └─DPUServices
        └─DPUService/doca-hbn-bjqbh                 dpf-operator-
system  Ready: True  Success                             15m

kubectl annotate dpunodes -n dpf-operator-system --all 
provisioning.dpu.nvidia.com/dpunode-external-reboot-required-

kubectl wait --for="jsonpath={.status.phase}=Ready" --namespace dpf-operator-
system dpu --all

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                   NAMESPACE            
STATUS       REASON    SINCE  MESSAGE
NAME                                   NAMESPACE            
STATUS       REASON    SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig    dpf-operator-system  
Ready: True  Success   6m5s
└─DPUDeployments
  └─DPUDeployment/hbn                  dpf-operator-system  
Ready: True  Success   2s
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Test Traffic

After the DPUs are provisioned and the rest of the objects are Ready, we can test traffic
by assigning an IP to the PF0 on the host for each DPU, and run a simple ping. Although
the configuration is enabling both PFs, we focus on the PF0 for testing traffic. Assuming
the PF0 is named ens5f0np0 :

On the host with DPU with serial number DPU1_SERIAL:

    ├─DPUServiceChains
    │ └─DPUServiceChain/hbn-5zgs4      dpf-operator-system  
Ready: True  Success   36s
    ├─DPUServiceInterfaces
    │ └─6 DPUServiceInterfaces...      dpf-operator-system  
Ready: True  Success   6s     See doca-hbn-p0-if-w6f6b, doca-hbn-
p1-if-p7565, doca-hbn-pf0hpf-if-wb84j, doca-hbn-pf0vf10-if-mr6fj,
    │                                                              
doca-hbn-pf1hpf-if-cnbz8, doca-hbn-pf1vf10-if-7r6r6
    ├─DPUSets
    │ └─DPUSet/hbn-dpuset1             dpf-operator-system
    │   ├─BFB/bf-bundle                dpf-operator-system  
Ready: True  Ready     28m    File: bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb, DOCA: 3.1.0

    │   └─DPUs
    │     └─2 DPUs...                  dpf-operator-system  
Ready: True  DPUReady  5m52s  See dpu-node-mt2402xz0f6v-
mt2402xz0f6v, dpu-node-mt2404xz0c98-mt2404xz0c98
    └─Services
      ├─DPUServiceTemplates
      │ └─DPUServiceTemplate/doca-hbn  dpf-operator-system  
Ready: True  Success   28m
      └─DPUServices
        └─DPUService/doca-hbn-bjqbh    dpf-operator-system  
Ready: True  Success   3s
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On the host with DPU with serial number DPU2_SERIAL:

On the host with DPU with serial number DPU1_SERIAL:

In addition, we can test traffic by assigning an IP to the 10th VF of PF0 on the host for
each DPU, and run a simple ping. We could use any VF, but the DPUDeployment and
DPUServiceInterface will need to be adjusted accordingly. First thing to do is to create the
VFs on the hosts where the each DPU belongs to:

Then, assuming the VF is named ens5f0v10 :

ip link set dev ens5f0np0 up
ip addr add 10.0.121.1/29 dev ens5f0np0
ip route add 10.0.121.0/24 dev ens5f0np0 via 10.0.121.2

ip link set dev ens5f0np0 up
ip addr add 10.0.121.9/29 dev ens5f0np0
ip route add 10.0.121.0/24 dev ens5f0np0 via 10.0.121.10

$ ping 10.0.121.9 -c3
PING 10.0.121.9 (10.0.121.9) 56(84) bytes of data.
64 bytes from 10.0.121.9: icmp_seq=1 ttl=64 time=0.387 ms
64 bytes from 10.0.121.9: icmp_seq=2 ttl=64 time=0.344 ms
64 bytes from 10.0.121.9: icmp_seq=3 ttl=64 time=0.396 ms
 
--- 10.0.121.9 ping statistics ---
3 packets transmitted, 3 received, 0% packet loss, time 2053ms
rtt min/avg/max/mdev = 0.344/0.375/0.396/0.022 ms

echo 12 > /sys/class/net/ens5f0np0/device/sriov_numvfs
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On the host with DPU with serial number DPU1_SERIAL:

On the host with DPU with serial number DPU2_SERIAL:

On the host with DPU with serial number DPU1_SERIAL:

Uninstall

This section covers only the DPF related components and not the prerequisites as these
must be managed by the admin.

ip link set dev ens5f0v10 up
ip addr add 10.0.123.1/29 dev ens5f0v10
ip route add 10.0.123.0/24 dev ens5f0v10 via 10.0.123.2

ip link set dev ens5f0v10 up
ip addr add 10.0.123.9/29 dev ens5f0v10
ip route add 10.0.123.0/24 dev ens5f0v10 via 10.0.123.10

$ ping 10.0.123.9 -c3
PING 10.0.123.9 (10.0.123.9) 56(84) bytes of data.
64 bytes from 10.0.123.9: icmp_seq=1 ttl=64 time=0.387 ms
64 bytes from 10.0.123.9: icmp_seq=2 ttl=64 time=0.344 ms
64 bytes from 10.0.123.9: icmp_seq=3 ttl=64 time=0.396 ms
 
--- 10.0.123.9 ping statistics ---
3 packets transmitted, 3 received, 0% packet loss, time 2053ms
rtt min/avg/max/mdev = 0.344/0.375/0.396/0.022 ms
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Delete the DPF Operator system and DPF Operator

Delete DPF Operator PVC

Note: there can be a race condition with deleting the underlying Kamaji cluster which runs
the DPU cluster control plane in this guide. If that happens it may be necessary to remove
finalizers manually from DPUCluster  and Datastore  objects.

OVN VPC Service Deployment Guide

This configuration provides instructions for deploying the NVIDIA DOCA Platform
Framework (DPF) on high-performance, bare-metal infrastructure in Zero Trust mode,
utilizing DPU BMC and Redfish. It focuses on provisioning NVIDIA® BlueField®-3 DPUs
using DPF, Deploying VPC OVN Service and enabling hosts to communicate through an
isolated VPC.

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv

Note

OVN VPC service is considered tech preview and is not recommended
for production use.
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Prerequisites

This guide should be run by cloning the repo from github.com/NVIDIA/doca-platform and
moving to the docs/public/user-guides/zero-trust/use-cases/vpc  directory.

The system is set up as described in the prerequisites.

Software prerequisites

Install the following tools on the machine where you will run the commands in this guide:

kubectl

helm

envsubst

Network prerequisites

Worker Nodes

Only a single DPU uplink is used with this deployment (p0).

All worker nodes are connected to the same L2 broadcast domain (VLAN) on the
high-speed network.

Installation guide

Commands in this guide are run in the same directory that contains this readme.

0. Required variables

The following variables are required. Sensible defaults are provided where possible, but
many values will be specific to your target infrastructure.

  Environment variables file

https://github.com/NVIDIA/doca-platform
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## IP Address for the Kubernetes API server of the target cluster 
on which DPF is installed.
## This should never include a scheme or a port.
## e.g. 10.10.10.10

export TARGETCLUSTER_API_SERVER_HOST=
## Virtual IP used by the load balancer for the DPU Cluster. Must 
be a reserved IP from the management subnet and not
## allocated by DHCP.
export DPUCLUSTER_VIP=
## Interface on which the DPUCluster load balancer will listen. 
Should be the management interface of the control plane
## node.
export DPUCLUSTER_INTERFACE=
## IP address to the NFS server used as storage for the BFB.
export NFS_SERVER_IP=
## The DPF REGISTRY is the Helm repository URL where the DPF 
Operator Chart resides.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export REGISTRY=https://helm.ngc.nvidia.com/nvidia/doca

## The repository URL for the NVIDIA Helm chart registry.
## Usually this is the NVIDIA Helm NGC registry. For development 
purposes, this can be set to a different repository.
export HELM_REGISTRY_REPO_URL=https://helm.ngc.nvidia.com/nvidia/doca

## IP_RANGE_START and IP_RANGE_END
## These define the IP range for DPU discovery via Redfish/BMC 
interfaces
## Example: If your DPUs have BMC IPs in range 192.168.1.100-110

## export IP_RANGE_START=192.168.1.100

## export IP_RANGE_END=192.168.1.110

export IP_RANGE_START=
export IP_RANGE_END=
# The password used for DPU BMC root login, must be the same for 
all DPUs
export BMC_ROOT_PASSWORD=
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Modify the variables in manifests/00-env-vars/envvars.env  to fit your
environment, then source the file:

## IP Address through which ovn-central service (exposed as 
NodePort)
## is accessible. This can be a VIP or one of the control-plane 
node IP
## in the host k8s cluster.
## This should never include a scheme or a port.
## e.g. 10.10.10.10

export 
TARGETCLUSTER_OVN_CENTRAL_IP=${TARGETCLUSTER_API_SERVER_HOST}
## IP address range for VTEPs used by VPC OVN Service on the high 
speed fabric.
## This is a CIDR in the form e.g. 20.20.0.0/16

export VTEP_CIDR=20.20.0.0/16

## The Gateway address of the VTEP subnet
## This is an IP in the form e.g. 20.20.0.1

export VTEP_GATEWAY=20.20.0.1

## IP address range for external network used by VPC OVN Service 
on the high speed fabric.
## This is a CIDR in the form e.g. 30.30.0.0/16

export EXTERNAL_CIDR=30.30.0.0/16

## The Gateway address of the external subnet
## This is an IP in the form e.g. 30.30.0.1

export EXTERNAL_GATEWAY=30.30.0.1

## The DPF TAG is the version of the DPF components which will be 
deployed in this guide.
export TAG=v25.7.1

## URL to the BFB used in the `bfb.yaml` and linked by the 
DPUSet.
export BFB_URL="https://content.mellanox.com/BlueField/BFBs/Ubuntu22.04/bf-bundle-3.1.0-
76_25.07_ubuntu-22.04_prod.bfb"
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1. DPF Operator installation

Create storage required by the DPF Operator

This deploys the following objects:

  PersistentVolume and PersistentVolumeClaim for the provisioning controller

source manifests/00-env-vars/envvars.env

kubectl create ns dpf-operator-system
cat manifests/01-dpf-operator-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: v1
kind: PersistentVolume
metadata:
  name: bfb-pv
spec:
  capacity:
    storage: 10Gi
  volumeMode: Filesystem
  accessModes:
    - ReadWriteMany
  nfs:
    path: /mnt/dpf_share/bfb
    server: $NFS_SERVER_IP
  persistentVolumeReclaimPolicy: Delete
---
apiVersion: v1
kind: PersistentVolumeClaim
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Create DPU BMC shared password secret

In Zero Trust mode, provisioning DPUs requires authentication with Redfish. In order to do
that, you must set the same root password to access the BMC for all DPUs DPF is going
to manage.

For more information on how to set the BMC root password refer to BlueField DPU
Administrator Quick Start Guide

The password is provided to DPF by creating the following secret:

Additional Dependencies

Before deploying the DPF Operator, ensure that Helm is properly configured according to
the Helm prerequisites.

metadata:
  name: bfb-pvc
  namespace: dpf-operator-system
spec:
  accessModes:
  - ReadWriteMany
  resources:
    requests:
      storage: 10Gi
  volumeMode: Filesystem
  storageClassName: ""

kubectl create secret generic -n dpf-operator-system bmc-shared-
password --from-literal=password=$BMC_ROOT_PASSWORD

Warning

https://docs.nvidia.com/networking/display/bf3dpu/bluefield+dpu+administrator+quick+start+guide#src-2449222348_safe-id-Qmx1ZUZpZWxkRFBVQWRtaW5pc3RyYXRvclF1aWNrU3RhcnRHdWlkZS1TdGVwM-KAk0NoYW5nZURlZmF1bHRQYXNzd29yZA
https://docs.nvidia.com/networking/display/bf3dpu/bluefield+dpu+administrator+quick+start+guide#src-2449222348_safe-id-Qmx1ZUZpZWxkRFBVQWRtaW5pc3RyYXRvclF1aWNrU3RhcnRHdWlkZS1TdGVwM-KAk0NoYW5nZURlZmF1bHRQYXNzd29yZA
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Deploy the DPF Operator

HTTP Registry (default)

If the $REGISTRY is an HTTP Registry (default value) use this command:

OCI Registry

For development purposes, if the $REGISTRY is an OCI Registry use this command:

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF Operator installation with:

This is a critical prerequisite step that must be completed for the DPF
Operator to function properly.

helm repo add --force-update dpf-repository ${REGISTRY}
helm repo update
helm upgrade --install -n dpf-operator-system dpf-operator dpf-
repository/dpf-operator --version=$TAG

helm upgrade --install -n dpf-operator-system dpf-operator 
$REGISTRY/dpf-operator --version=$TAG
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2. DPF system installation

This section involves creating the DPF system components and some basic infrastructure
required for a functioning DPF-enabled cluster.

Deploy the DPF System components

This will create the following objects:

  DPF Operator to install the DPF System components

## Ensure the DPF Operator deployment is available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-operator-controller-manager
## Ensure all pods in the DPF Operator system are ready.
kubectl wait --for=condition=ready --namespace dpf-operator-system 
pods --all

kubectl create ns dpu-cplane-tenant1
cat manifests/02-dpf-system-installation/*.yaml | envsubst | 
kubectl apply -f -

---
apiVersion: operator.dpu.nvidia.com/v1alpha1
kind: DPFOperatorConfig
metadata:
  name: dpfoperatorconfig
  namespace: dpf-operator-system
spec:
  dpuDetector:
    disable: true

  provisioningController:
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  DPUCluster to serve as Kubernetes control plane for DPU nodes

    bfbPVCName: "bfb-pvc"

    dmsTimeout: 900

    installInterface:
      installViaRedfish:
        # Set this to the IP of one of your control plane nodes + 
8080 port
        bfbRegistryAddress: "$TARGETCLUSTER_API_SERVER_HOST:8080"

  kamajiClusterManager:
    disable: false

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUCluster
metadata:
  name: dpu-cplane-tenant1
  namespace: dpu-cplane-tenant1
spec:
  type: kamaji
  maxNodes: 10

  clusterEndpoint:
    # deploy keepalived instances on the nodes that match the 
given nodeSelector.
    keepalived:
      # interface on which keepalived will listen. Should be the oob 
interface of the control plane node.
      interface: $DPUCLUSTER_INTERFACE
      # Virtual IP reserved for the DPU Cluster load balancer. 
Must not be allocatable by DHCP.
      vip: $DPUCLUSTER_VIP
      # virtualRouterID must be in range [1,255], make sure the 
given virtualRouterID does not duplicate with any existing 
keepalived process running on the host
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  DPUDiscovery to discover DPUDevices or DPUNodes

Verification

These verification commands may need to be run multiple times to ensure the condition
is met.

Verify the DPF System with:

      virtualRouterID: 126

      nodeSelector:
        node-role.kubernetes.io/control-plane: ""

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUDiscovery
metadata:
  name: dpu-discovery
  namespace: dpf-operator-system
spec:
  ipRangeSpec:
    ipRange:
      startIP: $IP_RANGE_START
      endIP: $IP_RANGE_END

## Ensure the provisioning and DPUService controller manager 
deployments are available.
kubectl rollout status deployment --namespace dpf-operator-system 
dpf-provisioning-controller-manager dpuservice-controller-manager
## Ensure all other deployments in the DPF Operator system are 
Available.



DOCA Platform Framework (DPF) Documentation v.25.7.1 248

3. Create BFB and DPUFlavor

Create a BFB and DPUFlavor to be used for the DPU provisioning process

This will deploy the following objects:

  OVN VPC DPUDeployment

kubectl rollout status deployment --namespace dpf-operator-system
## Ensure the DPUCluster is ready for nodes to join.
kubectl wait --for=condition=ready --namespace dpu-cplane-tenant1 
dpucluster --all

cat manifests/03-bfb-and-flavor/* | envsubst | kubectl apply -f -

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: BFB
metadata:
  name: bf-bundle
  namespace: dpf-operator-system
spec:
  url: $BFB_URL

---
apiVersion: provisioning.dpu.nvidia.com/v1alpha1
kind: DPUFlavor
metadata:
  name: vpc-flavor
  namespace: dpf-operator-system
spec:
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  dpuMode: zero-trust
  bfcfgParameters:
  - UPDATE_ATF_UEFI=yes
  - UPDATE_DPU_OS=yes
  - WITH_NIC_FW_UPDATE=yes
  configFiles:
  - operation: override
    path: /etc/mellanox/mlnx-bf.conf
    permissions: "0644"

    raw: |
      ALLOW_SHARED_RQ="no"

      IPSEC_FULL_OFFLOAD="no"

      ENABLE_ESWITCH_MULTIPORT="yes"

  - operation: override
    path: /etc/mellanox/mlnx-ovs.conf
    permissions: "0644"

    raw: |
      CREATE_OVS_BRIDGES="no"

      OVS_DOCA="yes"

  - operation: override
    path: /etc/mellanox/mlnx-sf.conf
    permissions: "0644"

    raw: ""

  grub:
    kernelParameters:
    - console=hvc0
    - console=ttyAMA0
    - earlycon=pl011,0x13010000

    - fixrttc
    - net.ifnames=0

    - biosdevname=0

    - iommu.passthrough=1

    - cgroup_no_v1=net_prio,net_cls
    - hugepagesz=2048kB
    - hugepages=3072

  nvconfig:
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  - device: '*'

    parameters:
    - PF_BAR2_ENABLE=0

    - PER_PF_NUM_SF=1

    - PF_TOTAL_SF=20

    - PF_SF_BAR_SIZE=10

    - NUM_PF_MSIX_VALID=0

    - PF_NUM_PF_MSIX_VALID=1

    - PF_NUM_PF_MSIX=228

    - INTERNAL_CPU_MODEL=1

    - INTERNAL_CPU_OFFLOAD_ENGINE=0

    - SRIOV_EN=1

    - NUM_OF_VFS=46

    - LAG_RESOURCE_ALLOCATION=1

  ovs:
    rawConfigScript: |
      _ovs-vsctl() {
        ovs-vsctl --no-wait --timeout 15 "$@"

      }
      _ovs-vsctl set Open_vSwitch . other_config:doca-init=true

      _ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

      _ovs-vsctl set Open_vSwitch . other_config:hw-offload=true

      _ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

      _ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

      _ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

      _ovs-vsctl --if-exists del-br ovsbr1
      _ovs-vsctl --if-exists del-br ovsbr2
      _ovs-vsctl --may-exist add-br br-sfc
      _ovs-vsctl set bridge br-sfc datapath_type=netdev
      _ovs-vsctl set bridge br-sfc fail_mode=secure
      _ovs-vsctl --may-exist add-port br-sfc p0
      _ovs-vsctl set Interface p0 type=dpdk
      _ovs-vsctl set Interface p0 mtu_request=9216
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4. OVN VPC deployment

The OVN VPC service consists of the following components:

1. ovn-central: Deployed in the target cluster (runs northd, sb_db, nb_db)

2. ovn-controller: Deployed in the DPU cluster

3. vpc-ovn-controller: VPC controller in the target cluster

4. vpc-ovn-node: VPC node agent in the DPU cluster

Deploy OVN VPC DPUDeployment

This will deploy the following objects:

  OVN VPC DPUDeployment

      _ovs-vsctl set Port p0 external_ids:dpf-type=physical

Warning

In case more than 1 DPU exists per node, the relevant selector should
be applied in the DPUDeployment to select the appropriate DPU. See
DPUDeployment - DPUs Configuration to understand more about the
selectors.

cat manifests/04-vpc-ovn-dpudeployment/* | envsubst | kubectl 
apply -f -

---
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apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUDeployment
metadata:
  name: vpc-ovn
  namespace: dpf-operator-system
spec:
  dpus:
    bfb: bf-bundle
    flavor: vpc-flavor
    nodeEffect:
      noEffect: true

    dpuSets:
    - nameSuffix: "dpuset1"

      nodeSelector:
        matchLabels:
          feature.node.kubernetes.io/dpu-enabled: "true"

  services:
    ovn-central:
      serviceTemplate: ovn-central
      serviceConfiguration: ovn-central
    ovn-controller:
      serviceTemplate: ovn-controller
      serviceConfiguration: ovn-controller
    vpc-ovn-controller:
      serviceTemplate: vpc-ovn-controller
      serviceConfiguration: vpc-ovn-controller
    vpc-ovn-node:
      serviceTemplate: vpc-ovn-node
      serviceConfiguration: vpc-ovn-node
  serviceChains:
    switches:
      - ports:
        - serviceInterface:
            matchLabels:
              ovn.vpc.dpu.nvidia.com/interface: p0
        - serviceInterface:
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            matchLabels:
              ovn.vpc.dpu.nvidia.com/interface: ovn-ext-patch

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: ovn-central
  namespace: dpf-operator-system
spec:
  deploymentServiceName: ovn-central
  upgradePolicy:
    applyNodeEffect: false

  serviceConfiguration:
    deployInCluster: true

    helmChart:
      values:
        exposedPorts:
          ports:
            ovnnb: true

            ovnsb: true

        management:
          ovnCentral:
            enabled: true

            affinity:
              nodeAffinity:
                requiredDuringSchedulingIgnoredDuringExecution:
                  nodeSelectorTerms:
                    - matchExpressions:
                        - key: "node-role.kubernetes.io/master"

                          operator: Exists
                    - matchExpressions:
                        - key: "node-role.kubernetes.io/control-plane"

                          operator: Exists
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            tolerations:
              - key: node-role.kubernetes.io/master
                operator: Exists
                effect: NoSchedule
              - key: node-role.kubernetes.io/control-plane
                operator: Exists
                effect: NoSchedule

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: ovn-controller
  namespace: dpf-operator-system
spec:
  deploymentServiceName: ovn-controller
  upgradePolicy:
    applyNodeEffect: false

  serviceConfiguration:
    helmChart:
      values:
        dpu:
          ovnController:
            enabled: true

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: vpc-ovn-controller
  namespace: dpf-operator-system
spec:
  deploymentServiceName: vpc-ovn-controller
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  upgradePolicy:
    applyNodeEffect: false

  serviceConfiguration:
    deployInCluster: true

    helmChart:
      values:
        host:
          vpcOVNController:
            enabled: true

            affinity:
              nodeAffinity:
                requiredDuringSchedulingIgnoredDuringExecution:
                  nodeSelectorTerms:
                  - matchExpressions:
                    - key: "node-role.kubernetes.io/master"

                      operator: Exists
                  - matchExpressions:
                    - key: "node-role.kubernetes.io/control-plane"

                      operator: Exists

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceConfiguration
metadata:
  name: vpc-ovn-node
  namespace: dpf-operator-system
spec:
  deploymentServiceName: vpc-ovn-node
  upgradePolicy:
    applyNodeEffect: false

  serviceConfiguration:
    helmChart:
      values:
        dpu:
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          vpcOVNNode:
            enabled: true

            initContainers:
              vpcOVNDpuProvisioner:
                env:
                  ovnSbEndpoint: "tcp:$TARGETCLUSTER_OVN_CENTRAL_IP:30642"

            ipRequests:
              - name: "vtep"

                poolName: "vpc-ippool-vtep"

                allocateIPWithIndex: 1

              - name: "gateway"

                poolName: "vpc-ippool-gateway"

                allocateIPWithIndex: 1

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: ovn-central
  namespace: dpf-operator-system
spec:
  deploymentServiceName: ovn-central
  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: v25.7.0

      chart: ovn-chart

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: ovn-controller
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  namespace: dpf-operator-system
spec:
  deploymentServiceName: ovn-controller
  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: v25.7.0

      chart: ovn-chart

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: vpc-ovn-controller
  namespace: dpf-operator-system
spec:
  deploymentServiceName: vpc-ovn-controller
  helmChart:
    source:
      repoURL: $HELM_REGISTRY_REPO_URL
      version: v25.7.0

      chart: dpf-vpc-ovn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceTemplate
metadata:
  name: vpc-ovn-node
  namespace: dpf-operator-system
spec:
  deploymentServiceName: vpc-ovn-node
  helmChart:
    source:
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      repoURL: $HELM_REGISTRY_REPO_URL
      version: v25.7.0

      chart: dpf-vpc-ovn

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: vpc-ippool-vtep
  namespace: dpf-operator-system
spec:
  metadata:
    labels:
      ovn.vpc.dpu.nvidia.com/pool: vpc-ippool-vtep
  ipv4Subnet:
    subnet: $VTEP_CIDR
    gateway: $VTEP_GATEWAY
    perNodeIPCount: 4

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceIPAM
metadata:
  name: vpc-ippool-gateway
  namespace: dpf-operator-system
spec:
  metadata:
    labels:
      ovn.vpc.dpu.nvidia.com/pool: vpc-ippool-gateway
  ipv4Subnet:
    subnet: $EXTERNAL_CIDR
    gateway: $EXTERNAL_GATEWAY
    perNodeIPCount: 4
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---
apiVersion: "svc.dpu.nvidia.com/v1alpha1"

kind: DPUServiceInterface
metadata:
  name: p0
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            ovn.vpc.dpu.nvidia.com/interface: "p0"

        spec:
          interfaceType: physical
          physical:
            interfaceName: p0
---
apiVersion: "svc.dpu.nvidia.com/v1alpha1"

kind: DPUServiceInterface
metadata:
  name: ovn-ext-patch
  namespace: dpf-operator-system
spec:
  template:
    spec:
      template:
        metadata:
          labels:
            ovn.vpc.dpu.nvidia.com/interface: "ovn-ext-patch"

        spec:
          interfaceType: ovn
          ovn:
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Make DPUs Ready

In order to make the DPUs ready, we will need to manually power cycle the host. This
operation should be done in the most graceful manner by gracefully shutting down the
Host and DPU, powering off the server and then powering it on to avoid corruption. This
should happen when the DPU object gives us the signal. The described flow can be
automated by the administrator depending on the infrastructure.

The following verification commands may need to be run multiple times to ensure the
condition is met.

1. Wait for DPU OSInstalled  condition to become ready

2. Ensure Rebooted  condition type has

reason=WaitingForManualPowerCycleOrReboot

3. Power cycle DPU worker hosts - manual operation by the user

4. Once all nodes have rebooted, remove
provisioning.dpu.nvidia.com/dpunode-external-reboot-required

annotation from DPUNodes

            externalBridge: br-ovn-ext

kubectl wait --for=condition=OSInstalled --namespace dpf-operator-
system dpu --all

kubectl wait --namespace dpf-operator-system dpu --all --
for=jsonpath='{.status.conditions[?

(@.type=="Rebooted")].reason}'=WaitingForManualPowerCycleOrReboot
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5. Ensure DPUs  are ready

Validate deployed DPUServices

You may need to run these verification commands multiple times until the condition is
met.

or with dpfctl :

kubectl -n dpf-operator-system annotate dpunode --all 
provisioning.dpu.nvidia.com/dpunode-external-reboot-required-

kubectl wait --for=condition=ready --namespace dpf-operator-system 
dpus --all

kubectl wait --for=condition=ready --namespace dpf-operator-system 
dpudeployment vpc-ovn

$ kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe dpudeployments
NAME                                   NAMESPACE            
STATUS        REASON    SINCE  MESSAGE
DPFOperatorConfig/dpfoperatorconfig    dpf-operator-system  
Ready: True   Success   11m
└─DPUDeployments
  └─DPUDeployment/vpc-ovn              dpf-operator-system  
Ready: True   Success   24m
    ├─DPUServiceChains
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5. Additional VPC resources deployment

In this step, you will deploy the IsolationClass  resource, which will be used by

subsequent user-created DPUVPC  and DPUVirtualNetwork  resources.

Deploy IsolationClass

This will deploy the following objects:

  Additional VPC Resources

    │ └─DPUServiceChain/vpc-ovn-tjktv  dpf-operator-system  
Ready: True   Success   57m
    ├─DPUServices
    │ └─4 DPUServices...               dpf-operator-system  
Ready: True   Success   55m    See ovn-central-fdjg9, ovn-
controller-bj85w, vpc-ovn-controller-f8qgn, vpc-ovn-node-7bhd8
    └─DPUSets
      └─DPUSet/vpc-ovn-dpuset1         dpf-operator-system
        ├─BFB/bf-bundle                dpf-operator-system  
Ready: True   Ready     58m    File: bf-bundle-3.0.0-
135_25.04_ubuntu-22.04_prod.bfb, DOCA: 2.11.0

        ├─DPU/worker1-0000-c8-00       dpf-operator-system  Ready: 
True   DPUReady  2m13s
        └─DPU/worker2-0000-c8-00       dpf-operator-system  Ready: 
True   DPUReady  2m30s

cat manifests/05-vpc-resources/* | envsubst | kubectl apply -f -

---
apiVersion: vpc.dpu.nvidia.com/v1alpha1
kind: IsolationClass
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6. Optional - Test traffic

At this point, your cluster should be set up and ready with all VPC components.

In this section we will demonstrate how to connect a host to VPC in two ways.

1. Using Host PFs (The DPU's host facing PCI physical functions)

2. Using Host PFs and VFs (The DPU's host facing PCI physical and virtual functions)

1. Using Host PFs

In this step, we will deploy the following VPC objects: * One DPUVPC  named myvpc  * One

DPUVirtualNetwork  named pfnet  in myvpc  VPC * One DPUServiceInterface  of

type PF , referencing pfnet  virtual network. * for DPU PF 0 * spanning all worker nodes

Outcome: Hosts will be able to get DHCP from VPC on DPU PF 0 and communicate with
each other and external networks.

Ensure you have SSH access to your worker hosts from the management or out-of-band
(OOB) network.

Deploy test topology

metadata:
  name: ovn.vpc.dpu.nvidia.com
spec:
  provisioner: ovn.vpc.dpu.nvidia.com
  parameters:
    ovn-nb-endpoint: "tcp:$TARGETCLUSTER_OVN_CENTRAL_IP:30641"

    ovn-nb-reconnect-time: "5"

cat manifests/06-optional-test-traffic/vpc-topology-pf-only.yaml 
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This will deploy the following objects:

  VPC Test Topology

| envsubst | kubectl apply -f -

---
apiVersion: vpc.dpu.nvidia.com/v1alpha1
kind: DPUVPC
metadata:
  name: myvpc
  namespace: default

spec:
  tenant: foo
  isolationClassName: ovn.vpc.dpu.nvidia.com
  interNetworkAccess: false

  nodeSelector: {}
---
apiVersion: vpc.dpu.nvidia.com/v1alpha1
kind: DPUVirtualNetwork
metadata:
  name: pfnet
  namespace: default

spec:
  vpcName: myvpc
  type: Bridged
  externallyRouted: true

  masquerade: true

  bridgedNetwork:
    ipam:
      ipv4:
        dhcp: true

        subnet: 10.100.0.0/16

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
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Validate deployed resources

Test traffic between hosts

SSH into each node and run dhclient  for the network device associated with PF
index 0 to obtain a DHCP address.

An example output for a node named node1  and PF 0 network interface enp8s0f0 :

kind: DPUServiceInterface
metadata:
  name: pf0
  namespace: default

spec:
  template:
    spec:
      template:
        spec:
          interfaceType: pf
          pf:
            pfID: 0

            virtualNetwork: pfnet

kubectl wait --for=condition=ready dpuvpc myvpc
kubectl wait --for=condition=ready dpuvirtualnetwork pfnet
kubectl wait --for=condition=ready dpuserviceinterface pf0

root@node1:~# ip link set enp8s0f0 up
root@node1:~# dhclient -1 -v enp8s0f0
Internet Systems Consortium DHCP Client 4.4.3-P1
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Repeat this process on another node.

Test connectivity by running traffic between nodes.

In the example below, the other node's PF 0 network interface was assigned the IP
10.100.0.3:

2. Using Host PFs and VFs

In this step, we will deploy the following VPC objects: * One DPUVPC  named myvpc  * One

DPUVirtualNetwork  named pfnet  in myvpc  VPC * One DPUVirtualNetwork
named vfnet  in myvpc  VPC * One DPUServiceInterface  of type PF , referencing

pfnet  virtual network. * for DPU PF 0 * spanning all worker nodes * Two

DPUServiceInterface  of type VF , referencing vfnet  virtual network. * for VF
indexes 0,1 of PF 0 * spanning all worker nodes

Outcome: Hosts will be able to get DHCP from VPC on the configured DPU PFs and VFs
and communicate in the following manner:

1. PFs can communicate with other PFs

Copyright 2004-2022 Internet Systems Consortium.
All rights reserved.
For info, please visit https://www.isc.org/software/dhcp/

 
Listening on LPF/enp8s0f0/26:3a:60:48:81:cf
Sending on   LPF/enp8s0f0/26:3a:60:48:81:cf
Sending on   Socket/fallback
DHCPREQUEST for 10.100.0.2 on enp8s0f0 to 255.255.255.255 port 67 
(xid=0x7cbe87ca)
DHCPACK of 10.100.0.2 from 10.100.0.1 (xid=0xca87be7c)
bound to 10.100.0.2 -- renewal in 1367 seconds.

root@node1:~# ping 10.100.0.3
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2. VFs can communicate with other VFs

3. PFs cannot communicate with VFs

4. PFs and VFs can access external network

Ensure you have SSH access to your worker hosts from the management or out-of-band
(OOB) network.

Deploy test topology

This will deploy the following objects:

  VPC Test Topology

cat manifests/06-optional-test-traffic/* | envsubst | kubectl 
apply -f -

---
apiVersion: vpc.dpu.nvidia.com/v1alpha1
kind: DPUVPC
metadata:
  name: myvpc
  namespace: default

spec:
  tenant: foo
  isolationClassName: ovn.vpc.dpu.nvidia.com
  interNetworkAccess: false

  nodeSelector: {}
---
apiVersion: vpc.dpu.nvidia.com/v1alpha1
kind: DPUVirtualNetwork
metadata:
  name: pfnet
  namespace: default

spec:
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  vpcName: myvpc
  type: Bridged
  externallyRouted: true

  masquerade: true

  bridgedNetwork:
    ipam:
      ipv4:
        dhcp: true

        subnet: 10.100.0.0/16

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: pf0
  namespace: default

spec:
  template:
    spec:
      template:
        spec:
          interfaceType: pf
          pf:
            pfID: 0

            virtualNetwork: pfnet

---
apiVersion: vpc.dpu.nvidia.com/v1alpha1
kind: DPUVirtualNetwork
metadata:
  name: vfnet
  namespace: default

spec:
  vpcName: myvpc
  type: Bridged
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  externallyRouted: true

  masquerade: true

  bridgedNetwork:
    ipam:
      ipv4:
        dhcp: true

        subnet: 10.200.0.0/16

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: vf0
  namespace: default

spec:
  template:
    spec:
      template:
        spec:
          interfaceType: vf
          vf:
            pfID: 0

            vfID: 0

            virtualNetwork: vfnet
            parentInterfaceRef: ""

---
apiVersion: svc.dpu.nvidia.com/v1alpha1
kind: DPUServiceInterface
metadata:
  name: vf1
  namespace: default

spec:
  template:
    spec:
      template:
        spec:
          interfaceType: vf
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Validate deployed resources

Test traffic between hosts

In this section we will demonstrate how to request DHCP for a VF interfaces and run basic
traffic between VFs on different hosts.

To do the same for PF interfaces refer to Test traffic between hosts of the previous
section.

SSH into each node and run dhclient  for the network device associated with VF
index 0 to obtain a DHCP address.

An example output for a node named node1  and VF 0 network interface enp8s0f0 :

          vf:
            pfID: 0

            vfID: 1

            virtualNetwork: vfnet
            parentInterfaceRef: ""

kubectl wait --for=condition=ready dpuvpc myvpc
kubectl wait --for=condition=ready dpuvirtualnetwork pfnet vfnet
kubectl wait --for=condition=ready dpuserviceinterface pf0 vf0 vf1

# create SR-IOV virtual functions for the DPU card
root@node1:~# echo 2 > /sys/bus/pci/devices/0000:08:00.0/sriov_numvfs
# send dhcp request
root@node1:~# ip link set enp8s0f0v0 up
root@node1:~# dhclient -1 -v enp8s0f0v0
Internet Systems Consortium DHCP Client 4.4.3-P1
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Repeat this process for the second VF on this node and on another node.

Test connectivity by running traffic between nodes.

In the example below, the other node's VF 0 network interface was assigned the IP
10.200.0.3:

Uninstall

This section covers only the DPF related components and not the prerequisites as these
must be managed by the administrator.

1. Remove VPC resources from the cluster

Copyright 2004-2022 Internet Systems Consortium.
All rights reserved.
For info, please visit https://www.isc.org/software/dhcp/

 
Listening on LPF/enp8s0f0v0/26:3a:60:48:81:cf
Sending on   LPF/enp8s0f0v0/26:3a:60:48:81:cf
Sending on   Socket/fallback
DHCPREQUEST for 10.200.0.2 on enp8s0f0v0 to 255.255.255.255 port 67 
(xid=0x7cbe87ca)
DHCPACK of 10.200.0.2 from 10.200.0.1 (xid=0xca87be7c)
bound to 10.200.0.2 -- renewal in 1367 seconds.

root@node1:~# ping 10.200.0.3

cat manifests/06-optional-test-traffic/* | kubectl delete --wait 
-f -
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2. Remove DPF system and Operator installation

3. Delete DPF Operator PVC

cat manifests/05-vpc-resources/* | kubectl delete --wait -f -

kubectl delete -n dpf-operator-system dpfoperatorconfig 
dpfoperatorconfig --wait
helm uninstall -n dpf-operator-system dpf-operator --wait

kubectl -n dpf-operator-system delete pvc bfb-pvc
kubectl delete pv bfb-pv

Note

There can be a race condition with deleting the underlying Kamaji
cluster which runs the DPU cluster control plane in this guide. If that
happens it may be necessary to remove finalizers manually from
DPUCluster  and Datastore  objects.
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Developer Guides
This section provides comprehensive guides for developers working with the DOCA
Platform Framework (DPF). It includes detailed information on system architecture, API
usage, DPU service development, and more.

Developer Guide Sections

Architecture - System design, architectural patterns, and deployment modes

System - Building conformant DPF systems, development environments, and testing
strategies

Services - Creating and extending DPU services, including storage and networking
services

API - Complete API reference and usage for all DPF Custom Resource Definitions

API
This section contains comprehensive API documentation for the DOCA Platform
Framework (DPF).

Each API document provides detailed specifications, examples, and usage guidelines. For
implementation details, refer to the API source code in the repository.

API Documentation Files

API - Complete API reference with all CRD specifications

DPUService - DPUService CRD for deploying applications on DPU nodes

DPUDeployment - DPUDeployment CRD for provisioning multiple DPUs with multiple
DPUServices running on top of them

DPUServiceChain - DPUServiceChain CRD for traffic steering and service chaining

DPUSet - DPUSet CRD for managing DPU provisioning
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DPUCluster - DPUCluster CRD for DPU cluster control plane management

DPFOperatorConfig - DPFOperatorConfig CRD for managing the operator
configuration

DPUServiceNAD - DPUServiceNAD CRD for enabling secondary networks on the
DPUCluster

DPUServiceIPAM - DPUServiceIPAM CRD for IP address management of the
DPUServices

DPUServiceCredentialRequest - DPUServiceCredentialRequest CRD for enabling
cross Kubernetes cluster access

API reference

API Reference

Packages

operator.dpu.nvidia.com/v1alpha1

provisioning.dpu.nvidia.com/v1alpha1

storage.dpu.nvidia.com/v1alpha1

svc.dpu.nvidia.com/v1alpha1

vpc.dpu.nvidia.com/v1alpha1

operator.dpu.nvidia.com/v1alpha1

Package v1alpha1 contains API Schema definitions for the operator v1alpha1 API group

Resource Types

DPFOperatorConfig

DPFOperatorConfigList
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BFBRegistryConfiguration

Appears in: - InstallViaRedfish

Field Description Default Validation

disable
boolean

Disable ensures the BFB Registry is not deployed
when set to true.

port integer
Port is the port on which the BFB Registry will
listen

DPFOperatorConfig

DPFOperatorConfig is the Schema for the dpfoperatorconfigs API

Appears in: - DPFOperatorConfigList

Field Description Default Validatio

apiVersion string operator.dpu.nvidia.com/v1alpha1

kind string DPFOperatorConfig

metadata ObjectMeta
Refer to Kubernetes API documentation
for fields of metadata .

spec
DPFOperatorConfigSpec

status
DPFOperatorConfigStatus

DPFOperatorConfigList

DPFOperatorConfigList contains a list of DPFOperatorConfig

Field Description Default Validation

apiVersion string operator.dpu.nvidia.com/v1alpha1

https://kubernetes.io/docs/reference/generated/kubernetes-api/v1.31/#objectmeta-v1-meta
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Field Description Default Validation

kind string DPFOperatorConfigList

metadata ListMeta
Refer to Kubernetes API documentation for
fields of metadata .

items
DPFOperatorConfig
array

DPFOperatorConfigSpec

DPFOperatorConfigSpec defines the desired state of DPFOperatorConfig

Appears in: - DPFOperatorConfig

Field Description Default Val

overrides Overrides

networking Networking
{
controlPlaneMTU:1500
}

imagePullSecrets string array

List of secret names
which are used to pull
images for DPF
system components
and DPUServices.
These secrets must be
in the same
namespace as the
DPF Operator Config
and should be created
before the config is
created.
System reconciliation
will not proceed until
these secrets are
available.

dpuServiceController
DPUServiceControllerConfiguration

DPUServiceController
is the configuration

https://kubernetes.io/docs/reference/generated/kubernetes-api/v1.31/#listmeta-v1-meta
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Field Description Default Val

for the
DPUServiceController

provisioningController
ProvisioningControllerConfiguration

ProvisioningController
is the configuration
for the
ProvisioningController

serviceSetController
ServiceSetControllerConfiguration

ServiceSetController
is the configuration
for the
ServiceSetController

dpuDetector
DPUDetectorConfiguration

DPUDetector is the
configuration for the
DPUDetector.

multus MultusConfiguration
Multus is the
configuration for
Multus

sriovDevicePlugin
SRIOVDevicePluginConfiguration

SRIOVDevicePlugin is
the configuration for
the
SRIOVDevicePlugin

flannel FlannelConfiguration
Flannel is the
configuration for
Flannel

ovsCNI OVSCNIConfiguration
OVSCNI is the
configuration for
OVSCNI

nvipam NVIPAMConfiguration
NVIPAM is the
configuration for
NVIPAM

sfcController
SFCControllerConfiguration

SFCController is the
configuration for the
SFCController

kamajiClusterManager
KamajiClusterManagerConfiguration

KamajiClusterManager
is the configuration
for the kamaji-cluster-
manager
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Field Description Default Val

staticClusterManager
StaticClusterManagerConfiguration

StaticClusterManager
is the configuration
for the static-cluster-
manager

DPFOperatorConfigStatus

DPFOperatorConfigStatus defines the observed state of DPFOperatorConfig

Appears in: - DPFOperatorConfig

Field Description Default Validation

conditions Condition
array

Conditions exposes the current state
of the OperatorConfig.

observedGeneration
integer

ObservedGeneration records the
Generation observed on the object the
last time it was patched.

version string
Version is the version of the DPF
Operator that is currently deployed.

DPUDetectorConfiguration

DPUDetectorConfiguration is the configuration for the DPUDetector Component.

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable
boolean

Disable
ensures the
component is
not deployed
when set to
true.

https://kubernetes.io/docs/reference/generated/kubernetes-api/v1.31/#condition-v1-meta
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Field Description Default Validation

image
Image

Image
overrides the
container
image used by
the
component.

Pattern:
^((?:(?:(?:[a-zA-Z0-9]\|[a-zA-Z0-9]
[a-zA-Z0-9-]*[a-zA-Z0-9])(?:\.(?:[a-
zA-Z0-9]\|[a-zA-Z0-9][a-zA-Z0-9-]*[a-
zA-Z0-9]))*\|\[(?:[a-fA-F0-9:]+)\])
(?::[0-9]+)?/)?[a-z0-9]+(?:(?:
[._]\|__\|[-]+)[a-z0-9]+)*(?:/[a-z0-
9]+(?:(?:[._]\|__\|[-]+)[a-z0-
9]+)*)*)(?::([\w][\w.-]\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-9]*(?:[-_+.][A-
Za-z][A-Za-z0-9]*)*[:][[:xdigit:]]\
{32,\}))?$

DPUServiceControllerConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable
boolean

Disable ensures
the component
is not deployed
when set to
true.

image
Image

Image
overrides the
container
image used by
the DPUService
controller

Pattern:
^((?:(?:(?:[a-zA-Z0-9]\|[a-zA-Z0-9]
[a-zA-Z0-9-]*[a-zA-Z0-9])(?:\.(?:[a-
zA-Z0-9]\|[a-zA-Z0-9][a-zA-Z0-9-]*[a-
zA-Z0-9]))*\|\[(?:[a-fA-F0-9:]+)\])
(?::[0-9]+)?/)?[a-z0-9]+(?:(?:
[._]\|__\|[-]+)[a-z0-9]+)*(?:/[a-z0-
9]+(?:(?:[._]\|__\|[-]+)[a-z0-
9]+)*)*)(?::([\w][\w.-]\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-9]*(?:[-_+.][A-
Za-z][A-Za-z0-9]*)*[:][[:xdigit:]]\
{32,\}))?$
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FlannelConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable boolean

Disable ensures
the component is
not deployed
when set to true.

image FlannelImages

Images overrides
the container
images used by
flannel

podCIDR string
PodCIDR is the
pod cidr for
flannel.

deployInTargetCluster
boolean

DeployInCluster
deploys the
component in
the same cluster
as the DPF
Operator if set to
true.

helmChart HelmChart

HelmChart
overrides the
helm chart used
by the Flannel
The URL must
begin with either
'oci://' or 'https://',
ensuring it points
to a valid
OCI registry or a
web-based
repository.

Pattern:
^(oci://\|https://).+$

FlannelImages

Appears in: - FlannelConfiguration
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Field Description Default Validation

flannelCNI string
FlannelCNI must be set if FlannelImages is
set.

MinLength:
1

kubeFlannel
string

KubeFlannel must be set if FlannelImages
is set.

MinLength:
1

HelmChart

Underlying type:string

HelmChart is a reference to a helm chart.

Validation: - Pattern: ^(oci://|https://).+$

Appears in: - FlannelConfiguration - MultusConfiguration - NVIPAMConfiguration -
OVSCNIConfiguration - SFCControllerConfiguration - SRIOVDevicePluginConfiguration -
ServiceSetControllerConfiguration

Image

Underlying type:string

Image is a reference to a container image. Validation is the same as the implementation at
https://github.com/containers/image/blob/93fa49b0f1fb78470512e0484012ca7ad3c5c80

Validation: - Pattern:
^((?:(?:(?:[a-zA-Z0-9]|[a-zA-Z0-9][a-zA-Z0-9-]*[a-zA-Z0-9])(?:\.(?:
[a-zA-Z0-9]|[a-zA-Z0-9][a-zA-Z0-9-]*[a-zA-Z0-9]))*|\[(?:[a-fA-F0-
9:]+)\])(?::[0-9]+)?/)?[a-z0-9]+(?:(?:[._]|__|[-]+)[a-z0-9]+)*
(?:/[a-z0-9]+(?:(?:[._]|__|[-]+)[a-z0-9]+)*)*)(?::([\w][\w.-]
{0,127}))?(?:@([A-Za-z][A-Za-z0-9]*(?:[-_+.][A-Za-z][A-Za-z0-9]*)*
[:][[:xdigit:]]{32,}))?$

Appears in: - DPUDetectorConfiguration - DPUServiceControllerConfiguration -
KamajiClusterManagerConfiguration - MultusConfiguration - NVIPAMConfiguration -
OVSCNIConfiguration - ProvisioningControllerConfiguration - SFCControllerConfiguration -
SRIOVDevicePluginConfiguration - ServiceSetControllerConfiguration -
StaticClusterManagerConfiguration

https://github.com/containers/image/blob/93fa49b0f1fb78470512e0484012ca7ad3c5c804/docker/reference/regexp.go
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InstallViaGNOI

InstallViaGNOI is the interface used to install the BFB via GNOI

Appears in: - ProvisioningInstallInterface

InstallViaRedfish

InstallViaRedfish is the interface used to install the BFB via Redfish

Appears in: - ProvisioningInstallInterface

Field Description Default Validation

bfbRegistryAddress string
BFBRegistryAddress is the
address of the BFB Registry

MinLength:
1

bfbRegistry
BFBRegistryConfiguration

BFBRegistry is the configuration
for the BFB Registry

KamajiClusterManagerConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable
boolean

Disable ensures the
component is not deployed
when set to true.
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Field Description Default Validation

image
Image

Image overrides the container
image used by the
HostedControlPlaneManager.

Pattern:
^((?:(?:(?:[a-zA-Z0-9]\|
[a-zA-Z0-9][a-zA-Z0-9-]*
[a-zA-Z0-9])(?:\.(?:[a-
zA-Z0-9]\|[a-zA-Z0-9][a-
zA-Z0-9-]*[a-zA-Z0-
9]))*\|\[(?:[a-fA-F0-
9:]+)\])(?::[0-9]+)?/)?
[a-z0-9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*(?:/[a-
z0-9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*)*)(?::
([\w][\w.-]\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-9]*
(?:[-_+.][A-Za-z][A-Za-
z0-9]*)*[:][[:xdigit:]]\
{32,\}))?$

MultusConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable boolean

Disable ensures
the component
is not deployed
when set to
true.



DOCA Platform Framework (DPF) Documentation v.25.7.1 284

Field Description Default Validation

image Image

Image overrides
the container
image used by
Multus

Pattern:
^((?:(?:(?:[a-zA-Z0-
9]\|[a-zA-Z0-9][a-zA-
Z0-9-]*[a-zA-Z0-9])
(?:\.(?:[a-zA-Z0-9]\|
[a-zA-Z0-9][a-zA-Z0-
9-]*[a-zA-Z0-9]))*\|\
[(?:[a-fA-F0-9:]+)\])
(?::[0-9]+)?/)?[a-z0-
9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*(?:/[a-
z0-9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*)*)(?::
([\w][\w.-]\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-
9]*(?:[-_+.][A-Za-z][A-
Za-z0-9]*)*[:]
[[:xdigit:]]\{32,\}))?$

deployInTargetCluster
boolean

DeployInCluster
deploys the
component in
the same
cluster as the
DPF Operator if
set to true.

helmChart HelmChart

HelmChart
overrides the
helm chart
used by Multus
The URL must
begin with
either 'oci://' or
'https://',
ensuring it
points to a valid
OCI registry or
a web-based
repository.

Pattern:
^(oci://\|https://).+$
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NVIPAMConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable boolean

Disable ensures
the component
is not deployed
when set to
true.

image Image

Image overrides
the container
image used by
NVIPAM

Pattern:
^((?:(?:(?:[a-zA-Z0-
9]\|[a-zA-Z0-9][a-zA-
Z0-9-]*[a-zA-Z0-9])
(?:\.(?:[a-zA-Z0-9]\|
[a-zA-Z0-9][a-zA-Z0-
9-]*[a-zA-Z0-9]))*\|\
[(?:[a-fA-F0-9:]+)\])
(?::[0-9]+)?/)?[a-z0-
9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*(?:/[a-
z0-9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*)*)(?::
([\w][\w.-]\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-
9]*(?:[-_+.][A-Za-z][A-
Za-z0-9]*)*[:]
[[:xdigit:]]\{32,\}))?$

deployInTargetCluster
boolean

DeployInCluster
deploys the
component in
the same
cluster as the
DPF Operator if
set to true.

helmChart HelmChart HelmChart
overrides the
helm chart
used by
NVIPAM

Pattern:
^(oci://\|https://).+$
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Field Description Default Validation

The URL must
begin with
either 'oci://' or
'https://',
ensuring it
points to a valid
OCI registry or
a web-based
repository.

Networking

Networking defines the networking configuration for the system components.

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

controlPlaneMTU
integer

ControlPlaneMTU is the MTU value to
be set on the management network.
The default is 1500.

1500

Maximum:
9216
Minimum:
1000

highSpeedMTU
integer

HighSpeedMTU is the MTU value to be
set on the high-speed interface.
The default is 1500.

1500

Maximum:
9216
Minimum:
1000

OVSCNIConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default Validation

disable boolean

Disable ensures
the component
is not deployed
when set to
true.
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Field Description Default Validation

image Image

Image overrides
the container
image used by
the OVS CNI

Pattern:
^((?:(?:(?:[a-zA-Z0-
9]\|[a-zA-Z0-9][a-zA-
Z0-9-]*[a-zA-Z0-9])
(?:\.(?:[a-zA-Z0-9]\|
[a-zA-Z0-9][a-zA-Z0-
9-]*[a-zA-Z0-9]))*\|\
[(?:[a-fA-F0-9:]+)\])
(?::[0-9]+)?/)?[a-z0-
9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*(?:/[a-
z0-9]+(?:(?:[._]\|__\|
[-]+)[a-z0-9]+)*)*)(?::
([\w][\w.-]\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-
9]*(?:[-_+.][A-Za-z][A-
Za-z0-9]*)*[:]
[[:xdigit:]]\{32,\}))?$

deployInTargetCluster
boolean

DeployInCluster
deploys the
component in
the same
cluster as the
DPF Operator if
set to true.

helmChart HelmChart

HelmChart
overrides the
helm chart
used by the
OVS CNI
The URL must
begin with
either 'oci://' or
'https://',
ensuring it
points to a valid
OCI registry or
a web-based
repository.

Pattern:
^(oci://\|https://).+$
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Overrides

Overrides exposes a set of fields which impact the recommended behavior of the DPF
Operator. These fields should only be set for advanced use cases. The fields here have no
stability guarantees.

Appears in: - DPFOperatorConfigSpec

Field Description

paused boolean
Paused disables all reconciliation of the
DPFOperatorConfig when set to true.

dpuCNIBinPath string

DPUCNIBinPath is the path at which the
CNI binaries will be installed to on the
DPU.
This is /opt/cni/bin by default.
This setting does not change where
kubelet is configured to use the CNI from

dpuCNIPath string

DPUCNIConfigPath is the path to which
the CNI config files will be installed on the
DPU.
This is /etc/cni/net.d by default.
This setting does not change where
kubelet is configured to read the CNI
config from.

dpuOpenvSwitchRunPath string

DPUOpenvSwitchPath is the path at
which the openvSwitch run directory can
be found on the DPU.
This is /var/run/openvswitch by default.
This setting does not change where
components are installed. Installation
location fixed in the BFB.

dpuOpenvSwitchBinPath string

DPUOpenvSwitchBinPath is the path at
which the openvSwitch bin directory can
be found on the DPU node.
This is /usr/bin/ by default.
This setting does not change where
components are installed. Installation
location fixed in the BFB.

dpuOpenvSwitchSystemSharedPath string DPUOpenvSwitchSystemSharedLibPath is
the path at which the system lib used by
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Field Description

OVS components can be found on the
DPU.
This is /lib by default.
This setting does not change where
components are installed. Installation
location fixed in the BFB.

flannelSkipCNIConfigInstallation
boolean

FlannelSkipCNIConfigInstallation controls
whether Flannel should skip CNI config
installation.
This is true by default, meaning Flannel
does not manage its own CNI
configuration.
Set to false if you want Flannel to install a
CNI configuration.

dpuOpenvSwitchSystemSharedLib64Path
string

DPUOpenvSwitchSystemSharedLib64Pat
is the path at which the system lib64 use
by OVS components can be found on the
DPU.
If this field is not set, no lib64 volume
mount will be configured in the SFC
Controller component.
This setting does not change where
components are installed. Installation
location fixed in the BFB.

kubernetesAPIServerVIP string

KubernetesAPIServerVIP is the VIP the
Kubernetes API server is accessible at.
This setting enables specific underlying
components deployed directly or
indirectly by the DPF Operator to reach
the Kubernetes API Server when the
ClusterIP Kubernetes Service is not
functional.
If set, it should be set to an IP to ensure
that components work even if DNS is not
available in the cluster.

kubernetesAPIServerPort integer KubernetesAPIServerPort is the port the
Kubernetes API server is accessible at.
This setting is usually used together with
the kubernetesAPIServerVIP setting. It
enables specific underlying
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Field Description

components deployed directly or
indirectly by the DPF Operator to reach
the Kubernetes API Server when the
ClusterIP Kubernetes Service is not
functional.

ProvisioningControllerConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description

disable boolean Disable ensures the component is not deployed whe
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Field Description

image Image
Image overrides the container image used by the Pr
controller

bfCFGTemplateConfigMap string

BFCFGTemplateConfigMap is the name of a configM
containing a template for the BF.cfg file used by the
controller.
By default the provisioning controller use a hardcod
https://github.com/NVIDIA/doca-platform/blob/relea
v24.10/internal/provisioning/controllers/dpu/bfcfg/b
Note: Replacing the bf.cfg is an advanced use case. T
bf.cfg is designed for most use cases.

https://github.com/NVIDIA/doca-platform/blob/release-v24.10/internal/provisioning/controllers/dpu/bfcfg/bf.cfg.template
https://github.com/NVIDIA/doca-platform/blob/release-v24.10/internal/provisioning/controllers/dpu/bfcfg/bf.cfg.template
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Field Description

bfbPVCName string
BFBPersistentVolumeClaimName is the name of the
PersistentVolumeClaim used by dpf-provisioning-co

dmsTimeout integer
DMSTimeout is the max time in seconds within whic
must respond, 0 is unlimited

customCASecretName string
CustomCASecretName indicates the name of the K
secret object
which containing the custom CA certificate

installInterface
ProvisioningInstallInterface

InstallInterface is the interface through which the B

maxDPUParallelInstallations
integer

MaxDPUParallelInstallations specifies the maximum
DPUs that can be provisioned concurrently.
A DPU is removed from the concurrent provisioning 
soon as it finishes the "OS Installing" phase and
enters the "Rebooting" phase of its provisioning lifec

ProvisioningInstallInterface

ProvisioningInstallInterface is the interface used to install the BFB

Appears in: - ProvisioningControllerConfiguration

Field Description Default Validation

installViaGNOI
InstallViaGNOI

InstallViaGNOI is the interface used
to install the BFB via GNOI

installViaRedfish
InstallViaRedfish

InstallViaRedfish is the interface
used to install the BFB via Redfish

SFCControllerConfiguration

Appears in: - DPFOperatorConfigSpec

Field Description Default

disable boolean
Disable ensures the component is not
deployed when set to true.



https://kubernetes.io/docs/reference/generated/kubernetes-api/v1.31/#duration-v1-meta
https://golang.org/pkg/time/#ParseDuration

