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e Introduction
o Key Features

o Hardware Support

() Note

The source for this documentation is the GitHub repo at
github.com/NVIDIA/doca-platform under docs/public/ .

Introduction

DOCA Platform Framework (DPF) is a system that provisions and orchestrates NVIDIA
BlueField DPUs in cloud environments.

Key Features

« Kubernetes Integration: Streamlines DPU provisioning and management via
Kubernetes APIs

o DPU Service Orchestration: Enables efficient deployment and orchestration of
services on DPUs

o Cluster Management: Simplifies the management of DPUs within Kubernetes
clusters

Hardware Support

DPF supports dual port NVIDIA BlueField-3 DPUs. BlueField DPUs are installed as PCI
devices in servers to manage various types of network traffic, such as data center
communication and storage traffic, through dedicated ports. They feature arm64 CPUs
running Linux OS and NVIDIA DOCA Software components.
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The DOCA Platform Framework (DPF) documentation is organized into the following
sections:

o Getting Started - Quick start guide and initial setup instructions

e Lifecycle Management - Documentation for upgrade and maintenance of DPF

e API - API reference documentation

e Architecture - System architecture and design documentation

o Storage Developer Guide - Documentation for Storage development and
configuration

e DPUServices - Documentation for DPF DPU services

e DPUService Developer Guide - Documentation for DPUService development and
configuration

e Troubleshooting - Documentation for troubleshooting and debugging DPF

e User Guides - Documentation for DPF users

* Release Notes - Release notes and version history

e Platform Support - Hardware requirements and supported platforms
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Advanced Configuration

This page contains advanced configuration documentation for the DOCA Platform
Framework (DPF). These guides cover advanced topics and configurations for power users
and administrators.

Documentation Sections

o DPU Services - Documentation for DPF DPU services including Argus, Blueman,
Firefly, and DOCA Telemetry Service

e Host Trusted with Non Kubernetes Workers - Installation guides for DPF Host
Trusted with workers that are not part of a Kubernetes cluster

¢ Using Private Registries - Configuration for using private container registries
e Zero Trust Advanced Configuration - Advanced configuration for the DPF Zero Trust
o Observability Guide - Configuration to enable observability in DPF

e Secondary CNI support for HBN-OVNK use case - Documentation for enabling
secondary CNI support for Host Based Networking and OVN Kubernetes

e Host Trusted Multi-DPU support OVN-Kubernetes and HBN Services - Guide that

describes how to target particular DPUs for provisioning and service orchestration
of OVN-Kubernetes and HBN Services.

This section contains documentation for the DPU services that can be deployed and
managed by the DOCA Platform Framework (DPF). Each service has its own
documentation, deployment guides, and configuration details:

« Firefly. DOCA Firefly service for secure PTP synchronization

o Firefly User Guide

e BlueMan: DOCA BlueMan service for comprehensive DPU management
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o BlueMan User Guide

o Telemetry Service (DTS): DOCA Telemetry Service for monitoring and metrics
collection

o DTS User Guide

» Host-Based Networking (HBN): DOCA Host-Based Networking service for advanced
networking capabilities

o HBN User Guide (Host Trusted)

o HBN User Guide (Zero Trust)

e Argus: DOCA Argus Service for Container Threat Detection

o Argus User Guide

o Storage Services: Storage-related services including SNAP and SPDK CSI for
storage management and virtualization

o OVN VPC Service: DOCA VPC OVN service provides accelerated Virtual Private Cloud
(VPC) networking with network isolation and advanced SDN capabilities using Open
Virtual Network (OVN)

o OVN VPC Deployment Guide

o OVN VPC Service Guide

» Example Services: Reference implementations and test services for development
and validation

For implementation details of these services, refer to the dpuservices directory in the
repository root.

DOCA Argus Service

This documentation explains configuration and deployment of DOCA Argus service as
DPUService in DPF.

Main Argus concepts are explained in the official DOCA Argus documentation.
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The official documentation provides a more comprehensive overview, DPUService users
should consult it for detailed explanation of service configuration.

The DOCA Argus usecase in DPF is container threat detection in Al workloads and
microservices, utilizing a Bluefield DPU to perform live machine introspection at the
hardware level.

Service Components

Argus component runs on the DPU and analyzes specific snippets of volatile memory
directly, providing attested insights into the operation of various workloads, whether they
are bare-metal, virtualized, or containerized. By default, Argus scans all systems of the
host, so for scanning specific systems only refer to official DOCA Argus documentation.

IOMMU Kernel Parameters Requirements

Virtualized environments (running inside a VM)
You must set both of the following kernel parameters on the host:

e intel_iommu=on or amd_iommu=o0n
e l1ommu=pt

Example: intel_iommu=on iommu=pt

Bare-metal environments (running directly on hardware)

You have two valid options:

1. Disable IOMMU completely
- intel_iommu=off or amd_iommu=off
2. Enable IOMMU with passthrough

- intel_iommu=on or amd_iommu=o0on

- 1ommu=pt
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For more details, refer to the official NVIDIA DOCA Argus documentation.

Configuration

Configuration files:

DPUServiceConfiguration

apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceConfiguration
metadata:
name: argus
namespace: dpf-operator-system
spec:
deploymentServiceName: argus
serviceConfiguration:
helmChart:
values:
config:
isLocalPath: false
containerImage: nvcr.io/nvidia/doca/doca_argus:i.1.1-
doca3 .21

DPUServiceTemplate
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceTemplate
metadata:
name: argus
namespace: dpf-operator-system
spec:
deploymentServiceName: argus
helmChart:
source:
chart: doca-argus
repoURL : https ://helm.ngc.nvidia.com/nvidia/doca
version: 1.1.1

The general resources are:

DPUFlavor

Defines the DPU flavor for the Argus service.

DPUFlavor
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apiVersion: provisioning.dpu.nvidia.com/vlalphal

kind: DPUFlavor
metadata:
name: dpf-provisioning-argus
namespace: dpf-operator-system
spec:
bfcfgParameters:
- UPDATE_ATF_UEFI=yes
- UPDATE_DPU_0S=yes
- WITH_NIC_FW_UPDATE=yes
configFiles:
- operation: override
path: /etc/mellanox/mlnx-bf.conf
permissions: "0644"
raw: |
ALLOW_SHARED_RQ="no"
IPSEC_FULL_OFFLOAD="no"
ENABLE_ESWITCH_MULTIPORT="yes"
- operation: override
path: /etc/mellanox/mlnx-ovs.conf
permissions: "0644"
raw: |
CREATE_OVS_BRIDGES="no"
OVS_DOCA="yes"
- operation: override
path: /etc/mellanox/mlnx-sf.conf
permissions: "0644"
raw:
grub:
kernelParameters:
- console=hvco
- console=ttyAMAQ
- earlycon=pl011, 0x13010000
- fixrttc

- net.ifnames=0
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biosdevname=0

iommu.passthrough=1

cgroup_no_vil=net_prio,net_cls

hugepagesz=2048kB

hugepages=3072

nvconfig:
- device: ™
parameters:

[OAVASEN

PF_BAR2_ENABLE=0
PER_PF_NUM_SF=1
PF_TOTAL_SF=20
PF_SF_BAR_SIZE=10
NUM_PF_MSIX_VALID=0
PF_NUM_PF_MSIX_VALID=1
PF_NUM_PF_MSIX=228
INTERNAL _CPU_MODEL="

INTERNAL _CPU_OFFLOAD_ENGINE=0

SRIOV_EN=1
NUM_OF _VFS=46

LAG_RESOURCE_ALLOCATION=1

LINK_TYPE_P1=ETH
LINK_TYPE_P2=ETH

rawConfigScript: |

_ovs-vsctl() {

ovs-vsctl --no-wait --timeout 15 "$@"

_ovs-vsctl set Open_vSwitch

_ovs-vsctl set Open_vSwitch

memzones=50000

_ovs-vsctl set Open_vSwitch

_ovs-vsctl set Open_vSwitch

idle=true

_ovs-vsctl set Open_vSwitch

. other_config:doca-init=true
. other_config:dpdk-max-

. other_config:hw-offload=true
. other_config:pmd-quiet-

. other_config:max-idle=20000
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_ovs-vsctl set Open_vSwitch
revalidator=5000

_ovs-vsctl set Open_vSwitch
size=1024

. other_config:max-

. other_config:ctl-pipe-

_ovs-vsctl --if-exists del-br ovsbri

_ovs-vsctl --if-exists del-br ovsbr?2

_ovs-vsctl --may-exist add-br

_ovs-vsctl set bridge br-sfc d
_ovs-vsctl set bridge br-sfc f
_ovs-vsctl --may-exist add-por
_ovs-vsctl set Interface p@ ty
_ovs-vsctl set Port p@ externa

_ovs-vsctl set Open_vSwitch
datapath-type=netdev

_ovs-vsctl --may-exist add-br

_ovs-vsctl set bridge br-ovn d

_ovs-vsctl br-set-external-id

_ovs-vsctl br-set-external-id
puplinkbrovntobrsfc

_ovs-vsctl --may-exist add-por

_ovs-vsctl set Interface pf@hp

DPUDeployment

Defines the DPUDeployment for the Argus service.

DPUDeployment

DOCA Platform Framework (DPF) Documentation v25.10.0
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atapath_type=netdev
ail_mode=secure

t br-sfc po

pe=dpdk
1_ids:dpf-type=physical

. external-ids:ovn-bridge-

br-ovn
atapath_type=netdev
br-ovn bridge-id br-ovn
br-ovn bridge-uplink

t br-ovn pf@hpf
f type=dpdk

14



apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUDeployment
metadata:
name: argus
namespace: dpf-operator-system
spec:
dpus:
bfb: bf-bundle
dpuSets:
- nameSuffix: dpuset-argus
nodeSelector:
matchlLabels:

feature.node.kubernetes.io/dpu-enabled:

flavor: dpf-provisioning-argus

serviceChains:
switches:
- ports:
- servicelnterface:
matchLabels:
uplink: p@
upgradePolicy:
applyNodeEffect: true
services:
argus:

serviceConfiguration: argus
serviceTemplate: argus

Configuration

Official Argus documentation explains configuration options.

DPUDeployment
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The complete DPUDeployment configurationisin DPUDeployment.yaml.

Output

Argus offers multiple ways to get events, that includes logs to stdout, log files and
telemtry records in json or syslog formats.

DOCA Blueman Service

Overview

DOCA BlueMan is a standalone web dashboard that runs on the DPU, providing
consolidated information about system health, basic information, and telemetry counters
through a single interface. All data is gathered from the DOCA Telemetry Service (DTS).

Prerequisites

e DTS service must be running

e DTS Guide

Documentation

e Official Blueman Documentation

Deployment

Starting the Service

To start the BlueMan service, you need to create a DPUService resource.

This resource will define the service configuration and deployment details.
Configuration file:

DPUService
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUService
metadata:
name: doca-blueman-service
namespace: dpf-operator-system
spec:
helmChart:
source:
repoURL : https ://helm.ngc.nvidia.com/nvidia/doca
version: 10.8
chart: doca-blueman
serviceDaemonSet:
updateStrategy:
type: RollingUpdate
rollingUpdate:
maxUnavailable: 2
labels:
dpuservice.dpu.nvidia.com/name: doca-blueman-service
annotations:
dpuservice.dpu.nvidia.com/name: doca-blueman-service

kubectl apply -f DPUService.yaml

Verification

DOCA Platform Framework (DPF) Documentation v25.10.0 17



kubectl -n dpf-operator-system exec deploy/dpf-operator-
controller-manager -- /dpfctl describe all --show-
resources=dpuservice/doca-blueman-service --show-
conditions=dpuservices

NAME NAMESPACE
STATUS REASON SINCE MESSAGE
DPFOperatorConfig/dpfoperatorconfig dpf-operator-
system Ready: True Success 85m
DPUServices
DPUService/doca-blueman-service dpf-operator-
system
Ready
True Success 15m
ApplicationPreregsReconciled
True Success 17/m
ApplicationsReady
True Success 15m
ApplicationsReconciled
True Success 17/m
ConfigPortsReconciled
True Success 1/m
DPUServicelnterfaceReconciled
True Success 17/m

Network Configuration

Accessing the Ul

By default, the Blueman Ul is not accessible from outside the DPF host. To enable external

access, configure IP prerouting using the following commands:

DOCA Platform Framework (DPF) Documentation v25.10.0
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iptables -t nat -A PREROUTING -p tcp --dport 10000 -j DNAT --to-
destination SDPF_BF_IP:10000

iptables -t nat -A PREROUTING -p tcp --dport 443 -j DNAT --to-
destination SDPF_BF_IP:443

Accessing the Dashboard

Open your browser and navigate to:

https :/$DPF_HOST_IP/login

DOCA Firefly Service

This documentation explains configuration and deployment of DOCA Firefly service as
DPUService in DPF.

Main Firefly concepts are explained in the official DOCA Firefly documentation.

While the official documentation provides a more comprehensive overview, DPUService
users should consult it for detailed explanation of PTP configuration and monitoring
options.

The DOCA Firefly usecase in DPF is mainly to provide PTP time synchronization for the
host system clocks.

We split the service into two components: one running on the DPU, which is running the
PTP software stack, and the other on the host.

A high-level overview of the Firefly DPF service architecture is shown below.
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Service Components

Firefly consists of two main components:

1. DPU Component:

*

Runs on the DPU
* Acts as the PTP client
Handles PTP time synchronization

>(_

>(_

Sets DPU system clock

Configuration files:

DPUServiceConfiguration-dpu

DOCA Platform Framework (DPF) Documentation v25.10.0
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apiVersion: svc.dpu.nvidia.com/vlalphal

kind: DPUServiceConfiguration
metadata:

name: firefly-dpu

namespace: dpf-operator-system
spec:

deploymentServiceName: firefly-dpu

interfaces:

- name: fireflyiface
network: mybrsfc-firefly
serviceConfiguration:

serviceDaemonSet:
labels:
svc.dpu.nvidia.com/custom-flows: firefly
configPorts:
ports:
- name: monitor
port: 25600

protocol: TCP
serviceType: ClusterIP
helmChart:
values:
exposedPorts:
ports:
monitor: true
ptpConfig: ptp.conf
ptpInterfaces: fireflyiface
config:
content:
ptp.conf: |
[global]
domainNumber
clientOnly
verbose
logging_1level

DOCA Platform Framework (DPF) Documentation v25.10.0
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dataset_comparison G.8275.X
G.8275.defaultDS.localPriority 128

maxStepsRemoved 255
logAnnouncelnterval -3
logSyncInterval -4
logMinDelayReqgInterval -4
G.8275.portDS.localPriority 128

ptp_dst_mac 01:80:C2:00:00:0E
network_transport L2
fault_reset_interval 1

hybrid_e2e 0

[fireflyiface]

DPUServiceTemplate-dpu
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceTemplate
metadata:
name: firefly-dpu
namespace: dpf-operator-system
spec:
deploymentServiceName: firefly-dpu
helmChart:
source:
chart: doca-firefly
repoURL : https ://helm.ngc.nvidia.com/nvidia/doca
version: 1.1.8
values:
containerImage: nvcr.io/nvidia/doca/doca_firefly:1.7.4-
doca3.2.0
hostNetwork : false
enableTXPortTimestampOffloading: true
monitorState: 00.00
phc2sysArgs: -a -r -1 6
config:
isLocalPath: false
resourceRequirements:
memory: 512Mi

2. Host Component:

* Runs on the host
* Monitors PTP time synchronization
* Sets host system clock

Configuration files:

DPUServiceConfiguration-hostyaml
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceConfiguration
metadata:
name: firefly-host
namespace: dpf-operator-system
spec:
deploymentServiceName: firefly-host
upgradePolicy:
applyNodeEffect: false
serviceConfiguration:
deployInCluster: true
helmChart:
values:

monitorState: '{{(index Services "firefly-dpu").Name }}.{ (index .Services "firefly-
dpu").Namespace }}'

DPUServiceTemplate-host
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceTemplate
metadata:
name: firefly-host
namespace: dpf-operator-system
spec:
deploymentServiceName: firefly-host
helmChart:
source:
chart: doca-firefly
repoURL : https ://helm.ngc.nvidia.com/nvidia/doca
version: 1.1.8
values:
containerImage: nvcr.io/nvidia/doca/doca_firefly:1.7.4-
doca3.2.0-host
hostNetwork : false
monitorClientPhc2sysInterface: etho
monitorClientType: phc2sys
phc2sysState: disable
ppsDevice: disable
ppsState: do_nothing
ptpState: disable
tolerations:
- effect: NoSchedule
key: k8s.ovn.org/network-unavailable
operator: Exists
resourceRequirements:
memory: 512M1i

The general resources are:

DPUFlavor

Defines the DPU flavor for the Firefly service.
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DPUFlavor
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apiVersion: provisioning.dpu.nvidia.com/vlalphal
kind: DPUFlavor
metadata:

annotations:

provisioning.dpu.nvidia.com/num-of-trusted-sfs: "5

name: dpf-provisioning-firefly
namespace: dpf-operator-system
spec:
bfcfgParameters:
- UPDATE_ATF_UEFI=yes
- UPDATE_DPU_OS=yes
- WITH_NIC_FW_UPDATE=yes
configFiles:
- operation: override
path: /etc/mellanox/mlnx-bf.conf
permissions: "0644"
raw: |
ALLOW_SHARED_RQ="no"
IPSEC_FULL_OFFLOAD="no"
ENABLE_ESWITCH_MULTIPORT="yes"
- operation: override
path: /etc/mellanox/mlnx-ovs.conf
permissions: "0644"
raw: |
CREATE_OVS_BRIDGES="no"
OVS_DOCA="yes"
- operation: override
path: /etc/mellanox/mlnx-sf.conf
permissions: "0644"
raw: "
grub:
kernelParameters:
- console=hvco
- console=ttyAMAQ
- earlycon=pl@11, 0x13010000
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- fixrttc

- net.ifnames=0

- biosdevname=0

- 1ommu.passthrough=1

- cgroup_no_vl=net_prio,net_cls
- hugepagesz=2048kB

- hugepages=3072

nvconfig:
- device: '
parameters:

- PF_BAR2_ENABLE=0
- PER_PF_NUM_SF=1
- PF_TOTAL_SF=20
- PF_SF_BAR_SIZE=10
- NUM_PF_MSIX_VALID=0
- PF_NUM_PF_MSIX_VALID=1
- PF_NUM_PF_MSIX=228
- INTERNAL_CPU_MODEL="
- INTERNAL_CPU_OFFLOAD_ENGINE=0
- SRIOV_EN=1
- NUM_OF_VFS=46
- LAG_RESOURCE_ALLOCATION="
- REAL_TIME_CLOCK_ENABLE=1
- LINK_TYPE_P1=ETH
- LINK_TYPE_P2=ETH
OVS:
rawConfigScript: |
_ovs-vsctl() {

ovs-vsctl --no-wait --timeout 15 "$@"

_ovs-vsctl set Open_vSwitch . other_config:doca-init=true

_ovs-vsctl set Open_vSwitch . other_config:dpdk-max-
memzones=50000

_ovs-vsctl set Open_vSwitch . other_config:hw-offload=true
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_ovs-vsctl set Open_vSwitch . other_config:pmd-quiet-
idle=true

_ovs-vsctl set Open_vSwitch . other_config:max-idle=20000

_ovs-vsctl set Open_vSwitch . other_config:max-
revalidator=5000

_ovs-vsctl set Open_vSwitch . other_config:ctl-pipe-
size=1024

_ovs-vsctl --if-exists del-br ovsbr1

_ovs-vsctl --if-exists del-br ovsbr2

_ovs-vsctl --may-exist add-br br-sfc

_ovs-vsctl set bridge br-sfc datapath_type=netdev

_ovs-vsctl set bridge br-sfc fail_mode=secure

_ovs-vsctl --may-exist add-port br-sfc p@

_ovs-vsctl set Interface p@ type=dpdk

_ovs-vsctl set Port p@ external_ids:dpf-type=physical

_ovs-vsctl set Open_vSwitch . external-ids:ovn-bridge-
datapath-type=netdev

_ovs-vsctl --may-exist add-br br-ovn

_ovs-vsctl set bridge br-ovn datapath_type=netdev

_ovs-vsctl br-set-external-id br-ovn bridge-id br-ovn

_ovs-vsctl br-set-external-id br-ovn bridge-uplink
puplinkbrovntobrsfc

_ovs-vsctl --may-exist add-port br-ovn pféhpf

_ovs-vsctl set Interface pfohpf type=dpdk

# Disabling DPU NTP. Requires functional PTP setup.
systemctl disable ntpsec --now

DPUServiceNAD

Defines the trusted Scalable Function (SF) for the Firefly service.

DPUServiceNAD
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceNAD
metadata:

name: mybrsfc-firefly

namespace: dpf-operator-system

annotations:

dpuservicenad.svc.dpu.nvidia.com/use-trusted-sfs: ™

spec:
resourceType: sf
ipam: false
bridge: "br-sfc"
serviceMTU: 1500

DPUDeployment

Defines the DPUDeployment for the Firefly service.

DPUDeployment
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUDeployment
metadata:
name: ovn-firefly
namespace: dpf-operator-system
spec:
dpus:
bfb: bf-bundle
dpuSets:
- nameSuffix: dpusetT
nodeSelector:
matchlLabels:

feature.node.kubernetes.io/dpu-enabled:

flavor: dpf-provisioning-firefly
serviceChains:
switches:
- ports:
- servicelnterface:
matchlLabels:
uplink: p@
- servicelnterface:
matchlLabels:
port: ovn
- service:
interface: fireflyiface
name: firefly-dpu
services:
firefly-dpu:
serviceConfiguration: firefly-dpu
serviceTemplate: firefly-dpu
firefly-host:
serviceConfiguration: firefly-host
serviceTemplate: firefly-host
dependsOn:
- name: firefly-dpu
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ovn:
serviceConfiguration: ovn
serviceTemplate: ovn

For information about OVN Kubernetes configuration see the OVN Kubernetes user guide

Configuration

Official Firefly documentation explains configuration options.

General note: In the official documentation, all options should be specified in the
ptp.conf file.

In DPF the same options should be set via the DPUServiceConfiguration .

Preconfiguration

Our referenced example DPUServiceConfigration includes G.8275.1 PTP Profile
configuration. You can set all necessary configurations to your needs.

Network Configuration

The Firefly service requires a trusted Scalable Function (SF) to enable secure PTP
communication. This interface is added to the SFC bridge using a DPUServiceNAD

(Network Attachment Definition). The DPUService controller takes care of injecting the
correct resource to the Pod using that DPUServiceNAD.
DPUDeployment

The complete DPUDeployment configurationisin DPUDeployment.

Toleration Configuration

DOCA Platform Framework (DPF) Documentation v25.10.0 33


https://docs.nvidia.com/doca/sdk/doca+firefly+service+guide/index.html

The Firefly service includes a special configuration (toleration) that ensures it always runs
on the host system. This is important because:

1. The service needs to run on the host to properly synchronize the system time.

2. Without proper time synchronization, other system components might not work
correctly.

3. The toleration prevents the service from being blocked from running on the host.

This configuration is automatically handled in the DPUServiceTemplate and does not
require any user configuration.

Check the Status

You can check the status of the Firefly service using the following command:
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S kubectl -n dpf-operator-system exec deploy/dpf-operator-

controller-manager -- /dpfctl describe all --grouping=false --show-
conditions=dpuservices
NAME
NAMESPACE STATUS REASON SINCE
MESSAGE
DPFOperatorConfig/dpfoperatorconfig dpf-
operator-system Ready: Trye Success 31s
DPUClusters
DPUCluster/dpu-cplane-tenant dpu-
cplane-tenant Ready: True HealthCheckPassed 27h
DPUDeployments
DPUDeployment/firefly dpf-
operator-system Ready: True Success 12m
DPUServices
DPUService/firefly-dpu-v6pbk dpf-
operator-system
Ready
True Success 8m24s

ApplicationPreregsReconciled

True Success 3h7m
ApplicationsReady
True Success 8m24s

ApplicationsReconciled

True Success 3h7m
ConfigPortsReconciled

True Success 3h7m
DPUServicelnterfaceReconciled

True Success 3h7m
DPUService/firefly-host-3jj98d dpf-
operator-system
Ready
True Success 4m46s

ApplicationPreregsReconciled
True Success 27h
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ApplicationsReady

True Success 4m46s
ApplicationsReconciled

True Success 27h
ConfigPortsReconciled

True Success 27h
DPUServicelInterfaceReconciled

True Success 27h

DOCA Telemetry Service

This documentation explains configuration and deployment of DOCA Telemetry service
(DTS) as DPU service in DPF.

Main DTS concepts are explained in the official DTS documentation.

While the official documentation provides a more comprehensive overview, DPUService
users should consult it for its detailed list of telemetry counters and explanation of user
options.

Service configuration

Official DTS documentation explains configuration options.

General note: In the official documentation, all options should be specified in the
dts_config.ini file using the key=value format.In DPF the same options should be
setvia DPUService.yaml as key: value inyaml format.

To start the DTS service, you need to create a DPUService resource.

This resource will define the service configuration and deployment details.
Configuration file:

DPUService
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUService
metadata:
name: doca-telemetry-service
namespace: dpf-operator-system

spec:
helmChart:
source:
repoURL : https://helm.ngc.nvidia.com/nvidia/doca
version: 123.4
chart: doca-telemetry
values:

configMapData:
providers: "sysfsethtool"
# aggregator_providers: ‘fluent_aggr,prometheus_aggr"
general:
update: 1000
sync-time-1limit: 10000
event-buffer-size: 65536
counter-buffer-size: 65536

fluent:
forward:
enable: 0
port: 24224

host: "127.0.0.1"

tag: "doca_telemetry"
kafka:

enable: 0

brokers: "127.0.0.1:9092"

topics: ‘"telemetry"

format: "json"
influxdb:

enable:

host:
port:
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tag: 'dts_measurement"
elasticsearch:
enable: 0
host: "127.0.0.1"
port: 9200
index: 'dts"
serviceDaemonSet:
updateStrategy:
type: RollingUpdate
rollingUpdate:
maxUnavailable: 2
labels:
dpuservice.dpu.nvidia.com/name: doca-telemetry-service
annotations:
dpuservice.dpu.nvidia.com/name: doca-telemetry-service
configPorts:
serviceType: None

ports:
- name: httpserverport
port: 9100

protocol: TCP

kubectl apply -f DPUService.yaml

Default configuration

The default configuration is set to collect sysfs and ethtool countersand expose
them via Prometheus endpoint.

DPF configuration

User configuration is organized into the following groups:
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providers

aggregator_providers

general

fluent

All user options should be set in DPUService under:

spec:
helmChart:
values:
configMapData:

The following subsections explain each user option groups
Providers:

Available data providers are listed here: DTS providers.

Note: some of the providers are supported only on host and not on DPU.
To enable data providers in DTS service:

1. Set data providers csv-line under
spec.helmChart.values.configMapData.providers.E.g.

spec:
helmChart:
values:
configMapData:
providers: "sysfsethtool"

2. Optionally, set aggregator providers csv-line under
spec.helmChart.values.configMapData.aggregator_providers.
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General options

Except provider names, official documentation explains various options of
dts_config.ini file in format of key=value pairs.

To set the these options in DPUServiceyaml specify them in key: value pairs under
spec.helmChart.configMapData.general.

For instance, DPU service exposes essential general options:

e Sampling interval options:

e update: 1000 to setthe sample interval in milliseconds.

e sync-time-limit: 10000 buffer rotation time limit in seconds.

Configure Fluent exporter

Additionally Fluent Bit export files can be set via
spec.helmChart.configMapData.fluent .DESTINATION . Available fluent export
destinations are:

forward

kafka

influxdb

elasticsearch

Default values are exposed for each case in DPUServiceyaml. See more details regarding
each destination in official documentation.

Run Service

Start service with:
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kubectl apply -f DPUService.yaml

Check the status of DPU service:

S kubectl -n dpf-operator-system exec deploy/dpf-operator-

controller-manager -- /dpfctl describe all --show-
resources=dpuservice/doca-telemetry-service --show-conditions=all
NAME NAMESPACE

READY REASON  SINCE MESSAGE
DPFOperatorConfig/dpfoperatorconfig dpf-operator-

system True  Success 15h
ImagePullSecretsReconciled
True Success 25d
SystemComponentsReady
True Success 15h
SystemComponentsReconciled
True  Success 25d
DPUServices
DPUService/doca-telemetry-service dpf-operator-
system True Success 21d
ApplicationPrereqgsReconciled
True Success 25d
ApplicationsReady
True  Success 21d
ApplicationsReconciled
True  Success 25d
DPUServicelInterfaceReconciled
True Success 25d

DOCA VPC OVN Service
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() Note

The OVN VPC service is considered a tech preview and is not
recommended for production use.

Overview

The DOCA VPC OVN Service provides accelerated Virtual Private Cloud (VPC) networking
functionality for the DOCA Platform Framework (DPF). Built on top of Open Virtual
Network (OVN), this service enables network isolation, virtualization, and advanced SDN
capabilities directly on NVIDIA DPUs.

Key Features

o Multi-tenant Network Isolation: Create isolated VPCs for different tenants with
guaranteed network separationSingle VPC with a single DPUVirtualNetwork and a
DPUServicelnterface targeting all DPU Nodes

« Virtual Network Management: Support the creation of virtual networks with DHCP
and custom IP addressing

o External Connectivity: Configurable external routing with NAT/masquerading
capabilities

» Hardware Acceleration: Leverages DPU hardware acceleration for high-performance
networking

 Flexible Topology: Support for complex network topologies with inter-network
routing controls

« Kubernetes Integration: Native Kubernetes resources for declarative VPC
management

Architecture

The OVN VPC service consists of several key components that work together:
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Control Plane Cluster

DPUServicelnterface
svc.dpu.nvidia.com |

ref
DPU Cluster
VPC Resources DPU

Cluster DPU 2 DRI 2]

OVN Controller |-+ OVN Controller |

ovn-contraller ‘ ovn-controller

DPUVirtualNetwork
vpc.dpu.nvidia.com

VPC Node

vpc-ovn-node
| |

| vPCNode
vpc-ovn-node

ref

)

|
DPUVPC
vpe.dpu.nvidia.com

ref

r r
IsolationClass OVN Central VPC Controller
vpe.dpu.nvidia.com L northd, nb_db, sb_db \ vpc-ovn-controller

Component Responsibilities

Control Plane Components

e OVN Central: Centralized SDN control plane managing OVN northbound and
southbound databases

e VPC Controller: Manages VPC-specific Kubernetes resources and coordinates with
OVN Central

DPU Cluster Components

e OVN Controller: Local SDN data plane on the DPU, implementing network policies
and packet forwarding

e VPC Node: Handles local VPC networking operations, including IP allocation and
interface management

VPC Kubernetes Resources
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« IsolationClass: Configuration parameters for VPC implementation

o DPUVPC: A Virtual Private Cloud resource that defines an isolated network
environment for a tenant, including DPU node selection and isolation configuration

« DPUVirtualNetwork: A logical network segment within a VPC

» DPUServicelnterface: A control plane resource that defines network interface
configuration for virtual networks

 Servicelnterface: Physical and virtual network interfaces managed by the DPU that
implement network connectivity

DPU Network Configuration

The following diagram depicts the network configuration for a DPU, as facilitated by the
OVN VPC service.
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DPU Node

br-int
(OVN Integration Bridge)

>

VTEP Network
(Tunnel Network)

-
:

External Network

SFC Chain

Physical Network (PO)
(Underlay Network)

» OVN Integration Bridge: The main bridge (OVS) that connects interfaces to OVN and

handles OVN flows

o VTEP Network: The tunnel endpoint interface that enables overlay network
connectivity between DPUs

» External Network: The interface that provides connectivity to external networks
outside the VPC
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o Physical Network: The primary network interface (typically pO) that connects the
DPU to the physical network infrastructure

API Overview

For the full API definition, refer to DPF API Documentation.

IsolationClass

An IsolationClass defines the parameters to be used by the VPC implementation when
reconciling a DPUVPC. It specifies:

e Provisioner: The VPC provisioner (ovn.pc.dpu.nvidia.com)

o Parameters: Implementation-specific parameters. In this case, OVN-specific
configuration such as database endpoints

o Cluster Scope: Shared across all VPCs using the same isolation class

Reference Example
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apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: IsolationClass
metadata:
name: ovn.vpc.dpu.nvidia.com
spec:
# Provisioner type
provisioner : "ovn.vpc.dpu.nvidia.com"

# OVN-specific parameters
parameters:
# OVN northbound database endpoint
ovn-nb-endpoint: "tcp:10.1.1.100:30641"

# Connection retry interval for northbound database (Default:

5 seconds)
ovn-nb-reconnect-time: "5
# OVN southbound database endpoint
ovn-sb-endpoint: "tcp:10.1.1.100:30642"

# Connection retry interval for southbound database (Default:

5 seconds)
ovn-sb-reconnect-time: "5

() Note

ovh-nb-endpoint, ovn-sb-endpoint should be settoan P
address through which the OVN service is accessible (e.g. the IP of a
control plane node).

DPUVPC
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A DPUVPC represents a Virtual Private Cloud isolated network environment for a specific
tenant. It defines:

» Tenant Ownership: Each VPC belongs to a specific tenant
» Node Selection: Specifies which DPU nodes participate in the VPC
« Isolation Class: The isolation mechanism (OVN-based) to use, referenced by name

o Inter-Network Access: \Whether virtual networks within the VPC can communicate

Reference Example

apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVPC
metadata:
name: example-vpc
namespace: default
spec:
# Tenant identifier
tenant: my-tenant

# Optional: Select specific DPU nodes (empty = all nodes)
nodeSelector: {}

# Isolation class to use, referenced by name
isolationClassName: "ovn.vpc.dpu.nvidia.com"

# Whether virtual networks within the DPUVPC can communicate
with each other

interNetworkAccess: true
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() Note

A DPU node can belong to at most one DPUVPC, as selected by the
spec.nodeSelector field.

DPUVirtualNetwork

A DPUVirtualNetwork defines a logical network segment within a VPC and supports:

» Bridged Networks: Layer 2 bridged networks with DHCP support
o External Routing: Optional external connectivity with masquerading

» IP Address Management: Automated DHCP with configurable subnets and
exclusions

* Node Selection: Selective deployment across DPU nodes

Reference Example

DOCA Platform Framework (DPF) Documentation v25.10.0

49



apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVirtualNetwork
metadata:
name: example-network
namespace: default
spec:

# VPC this network belongs to, references a DPUVPC by name in the

sSame namespace
vpcName : "example-vpc"

# Network type (currently only Bridged is supported)
type: "Bridged"

# Enable routing to external networks
externallyRouted: true

# Enable NAT for external traffic (default: true)
masquerade: true

# Bridged network configuration
bridgedNetwork:
ipam:
ipv4:
# Enable DHCP server
dhcp: true
# Network subnet (first IP becomes gateway)
subnet: "192.178.0.0/16"
# Optional: Exclude specific IPs from DHCP
excludeIPs:
- ip: "92.178.100.10"
- range:
start: "92.178.100.100"
end: "192.178.100.110"
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DPUServicelnterface

A DPUServicelnterface defines a network interface for DPUs that can be used by
workloads running on the DPU or Host. You can reference a DPUVirtualNetwork by name
to indicate that the specified DPUServicelnterface should be connected to a specific

virtual network.

Supported interface types: PF, VF, Service .

() Note

A DPUServicelnterface of type Service isintended for advanced

use cases where a DPUService network interface needs to be
connected to a virtual network. see Advanced Use-Cases section

below

Reference Example
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServicelInterface
metadata:

name: vf2-example-network

namespace: default

spec:
template:
spec:
template:
spec:
interfaceType: vf
v
pfID: 0o
vfID: 2
parentInterfaceRef: ™
# DPUVirtualNetwork reference by name in the same
namespace

virtualNetwork: example-network

Deployment & Prerequisites

Please follow the OVN VPC deployment guide to deploy the OVN VPC Service

OVN VPC Network Features

1. Intra-VPC Communication:

o Traffic between virtual networks within the same VPC is controlled by the
spec.interNetworkAccess setting in DPUVPC.

o When enabled, routing is handled by OVN logical routers
o When disabled, networks are completely isolated.

2. External Connectivity:

DOCA Platform Framework (DPF) Documentation v25.10.0 52



o Virtual networks with spec.externallyRouted: true can reach external
networks.

o Qutbound traffic is masqueraded by default unless
spec.masquerade: false.

3. DHCP Services:

o Each virtual network with spec.bridgedNetwork.ipam.ipv4.dhcp: true
gets an OVN DHCP server.

o The first IP in the subnet becomes the gateway.

o |P exclusions are supported for static assignments.

VPC Network Topology Examples

All examples below assume OVN VPC is deployed together withan IsolationClass
named ovn.vpc.dpu.nvidia.com as described in the deployment guide.

After applying each example, check the status of the resources. Once all resources are
ready, you can test connectivity on the host between VF interfaces that correspond to the
specified DPUServicelnterface by:

1. Requesting DHCP from OVN (e.g,, using dhclient -v -1 <interface>).

2. Running traffic between host network interfaces.

1. Single VPC with a single DPUVirtualNetwork and a
DPUServicelnterface targeting all DPU Nodes

This basic example allows hosts to communicate with each other (E/W) and to
communicate with the external network behind NAT in an isolated manner (e.g., in case
the network infrastructure is shared with additional nodes).

The topology consists of:

1. ADPUVPC: testvpc

2. A DPUVirtualNetwork: testnetT
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3. A DPUServicelnterface of type VF targeting VFID 2 : testnet1-vf2

VPC Example Topology
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apiVersion: vpc.dpu.nvidia.com/vlalphaT
kind: DPUVPC
metadata:
name: testvpc
namespace: default
spec:
tenant: foo
isolationClassName: ovn.vpc.dpu.nvidia.com
interNetworkAccess: true
nodeSelector: {}
apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVirtualNetwork
metadata:
name: testnetl
namespace : default
spec:
vpcName: testvpc
nodeSelector: {}
type: Bridged
externallyRouted: true
masquerade: true

bridgedNetwork:
ipam:
ipvé:
dhcp: true

subnet: 192178.00/16
apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServicelInterface
metadata:
name: testnetl-vf2
namespace: default
spec:
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template:

spec:
template:
spec:
interfaceType: vf
v
pfID: 0o
vfID: 2

parentInterfaceRef: ™
virtualNetwork: testnetl

2. Single VPC with Two DPUVirtualNetworks and Two
DPUServicelnterfaces targeting separate DPU nodes

This example associates different DPU nodes with different DPUVirtualNetworks within
the same VPC.

The topology consists of:
1. ADPUVPC: testvpc
2. Two DPUVirtualNetworks: testnetl, testnet?2

3. Two DPUServicelnterfaces targeting different DPU nodes by label: testnet1-vf2,
testnet2-vf2

DPU nodes should be labeled with a distinct label to allow the association of each
DPUServicelnterface to a distinct set of nodes.

In this example, we assume two groups of DPU nodes are labeled with
vpc.dpu.nvidia.com/network=testnet1 and
vpc.dpu.nvidia.com/network=testnet2 respectively.

Hosts can communicate with each other (E/W) in an isolated manner as well as reach the

external network behind NAT. Nodes will belong to different virtual networks (subnets)
according to the specified label.
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VPC Example Topology
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apiVersion: vpc.dpu.nvidia.com/vlalphaT
kind: DPUVPC
metadata:
name: testvpc
namespace: default
spec:
tenant: foo
isolationClassName: ovn.vpc.dpu.nvidia.com
interNetworkAccess: true
nodeSelector: {}
apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVirtualNetwork
metadata:
name: testnetl
namespace : default
spec:
vpcName: testvpc
nodeSelector: {}
type: Bridged
externallyRouted: true
masquerade: true

bridgedNetwork:
ipam:
ipvé:
dhcp: true

subnet: 192178.00/16
apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVirtualNetwork
metadata:
name: testnet?2
namespace: default
spec:
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vpcName: testvpc
nodeSelector: {}
type: Bridged
externallyRouted: true
masquerade: true

bridgedNetwork:
ipam:
ipv4:
dhcp: true

subnet: 192188.00/16
apiVersion: svc.dpu.nvidia.com/vlalphaT
kind: DPUServicelInterface
metadata:
name: testnetl-vf2
namespace: default
spec:
template:
spec:
nodeSelector:
matchLabels:
vpc.dpu.nvidia.com/network: testnetl
template:
spec:
interfaceType: vf
vT:
pfID: o
vfID: 2
parentInterfaceRef: ™
virtualNetwork: testnetT
apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServicelInterface
metadata:
name: testnet2-vf2
namespace: default
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spec:
template:
spec:
nodeSelector:
matchlLabels:
vpc.dpu.nvidia.com/network: testnet?
template:
spec:
interfaceType: vf
vT:
pfID: ©
vfID: 2
parentInterfaceRef: ™
virtualNetwork: testnet?

3. Two VPCs, each with a Single DPUVirtualNetwork and a
Single DPUServicelnterface Targeting Separate DPU
Nodes

This example associates two VPCs with different subsets of nodes. Each VPC has a single
DPUVirtualNetwork. Each DPUVirtualNetwork is associated with a single
DPUServicelnterface. This example corresponds to a multi-tenant environment where
different sets of nodes belong to different tenants (VPCs).

The topology consists of:

1. Two DPUVPCs: redvpc , bluevpc
2. Two DPUVirtualNetworks: rednet , bluenet

3. Two DPUServicelnterfaces: rednet-vf2 , bluenet-vf2

DPU nodes should be labeled with a distinct label to allow the association to a specific
VPC.
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In this example, we assume two groups of DPU nodes are labeled with
vpc.dpu.nvidia.com/tenant=red and vpc.dpu.nvidia.com/tenant=blue

respectively. Nodes within the same VPC can communicate with each other (E/W) in an
isolated manner, as well as reach the external network behind NAT (N/S).

Each VPC and its resources can be created in their own namespace. This example uses the
default namespace for both.

VPC Example Topology
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apiVersion: vpc.dpu.nvidia.com/vlalphaT

kind: DPUVPC
metadata:

name: redvpc

namespace: default
spec:

tenant: red

isolationClassName:
interNetworkAccess:

nodeSelector:
matchlLabels:

ovn.vpc.dpu.nvidia.com

true

vpc.dpu.nvidia.com/tenant: red

apiVersion: vpc.dpu.nvidia.com/vlalphal

kind: DPUVPC
metadata:

name: bluevpc

namespace: default
spec:

tenant: blue

isolationClassName:
interNetworkAccess:

nodeSelector:
matchlLabels:

ovn.vpc.dpu.nvidia.com

true

vpc.dpu.nvidia.com/tenant: blue

apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVirtualNetwork

metadata:
name: bluenet
namespace : default

spec:
vpcName : bluevpc
nodeSelector:

DOCA Platform Framework (DPF) Documentation v25.10.0

62



matchlLabels:
vpc.dpu.nvidia.com/tenant: blue
type: Bridged
externallyRouted: true
masquerade: true

bridgedNetwork:
ipam:
ipv4:
dhcp: true

subnet: 192178.00/16
apiVersion: vpc.dpu.nvidia.com/vlalphaT
kind: DPUVirtualNetwork
metadata:

name: rednet
namespace: default
spec:
vpcName: redvpc
nodeSelector:
matchlLabels:
vpc.dpu.nvidia.com/tenant: red
type: Bridged
externallyRouted: true
masquerade: true

bridgedNetwork:
ipam:
ipvé:
dhcp: true

subnet: 192178.00/16
apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceInterface
metadata:
name: rednet-vf2
namespace: default
spec:
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template:
spec:
nodeSelector:
matchlLabels:
vpc.dpu.nvidia.com/tenant: red
template:
spec:
interfaceType: vf
vT:
pfID: ©
vfID: 2
parentInterfaceRef: ™
virtualNetwork: rednet
apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceInterface
metadata:
name: bluenet-vf2
namespace : default
spec:
template:
spec:
nodeSelector:
matchLabels:
vpc.dpu.nvidia.com/tenant: blue
template:
spec:
interfaceType: vf
v
pfID: 0o
vfID: 2
parentInterfaceRef: ™
virtualNetwork: bluenet
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Monitoring and Troubleshooting

Resource Status

Each VPC resource can be queried for its status, which contains a set of conditions
depicting the readiness of each resource.

DPUVPC
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apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVPC
metadata:

spec:

status:

conditions:

- lastTransitionTime: "2025-06-17T13:51:167Z'
message: "
observedGeneration: 1
reason:. Success
status: "True"
type: Ready

- lastTransitionTime: "2025-06-17T13:51:167Z'
message: "
observedGeneration: 1
reason: Success
status: "True"
type: DPUNodesReconciled

- lastTransitionTime: "2025-06-17T13:51:16Z'
message: "
observedGeneration: 1
reason:. Success
status: "True"
type: DPUVPCReconciled

- lastTransitionTime: "2025-06-17T13:51:16Z'
message: "
observedGeneration: 1
reason: Success
status: "True"
type: PrerequisitesReady

- lastTransitionTime: "2025-06-17T13:51:16Z'
message: "
observedGeneration: 1
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reason:. Success

status: '"True"

type: TopologyReconciled
observedGeneration: 1
virtualNetworks:
- name: rednet

The following conditions are used to indicate the status of the VPC:
e Ready : Overall readiness of the VPC resource.
e DPUVPCReconciled : VPC has been successfully reconciled.
e TopologyReconciled : Network topology has been successfully reconciled.

e DPUNodesReconciled : DPU nodes have been successfully reconciled with the VPC
configuration.

PrerequisitesReady : All required prerequisites for the VPC are in place.

DPUVirtualNetwork
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apiVersion: vpc.dpu.nvidia.com/vlalphal
kind: DPUVirtualNetwork
metadata:

spec:

status:
conditions:
- lastTransitionTime: "2025-06-17T13:51:147'
message: "
observedGeneration: 1
reason:. Success
status: "True"
type: Ready
- lastTransitionTime: "2025-06-17T13:51:14Z'
message: "
observedGeneration: 1
reason: Success
status: "True"
type: DPUVirtualNetworkReconciled
- lastTransitionTime: "2025-06-17T13:51:09Z'
message: "
observedGeneration: 1
reason:. Success
status: "True"
type: PrerequisitesReady
observedGeneration: 1

The following conditions are used to indicate the status of the virtual network:
e Ready : Overall readiness of the virtual network resource.

e DPUVirtualNetworkReconciled : Virtual network has been successfully
reconciled.
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e PrerequisitesReady : All required prerequisites for the virtual network are in
place.

DPUServicelnterface

() Note

Due to a DPF limitation, the overall readiness of a
DPUServicelnterface does not reflect the readiness of the individual
Servicelnterfaces for each DPU. Refer to the Servicelnterface section
below.
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServicelInterface

spec:

status:
conditions:
- lastTransitionTime: "2025-06-17T13:51:34Z'
message: "
observedGeneration: 2
reason: Success
status: "True"
type: Ready
- lastTransitionTime: "2025-06-17T13:51:19Z'
message: "
observedGeneration: 2
reason:. Success
status: "True"
type: ServicelnterfacePreReqgsReady
- lastTransitionTime: "2025-06-17T13:51:34Z'
message: "
observedGeneration: 2
reason: Success
status: "True"
type: ServicelnterfaceSetReady
- lastTransitionTime: "2025-06-17T13:51:19Z'
message: "
observedGeneration: 2
reason:. Success
status: "True"
type: ServicelnterfaceSetReconciled
observedGeneration: 2

The following conditions are used to indicate the status of the DPU service interface:
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Ready : Overall readiness of the DPU service interface resource.

ServicelnterfaceSetReady : The service interface set in the underlying
infrastructure is ready.

ServicelnterfaceSetReconciled : The service interface set in the underlying
infrastructure has been successfully reconciled.

ServicelnterfacePreReqgsReady : All required prerequisites for the service
interface are in place.

Servicelnterface

In some cases, it is necessary to understand the status of the service interface in the
underlying infrastructure, for example, when a specific VF/PF is not connected to a virtual
network.

In such cases, the user should query the DPU Kubernetes cluster for individual
Servicelnterface CRs to understand their overall status.

Relevant fields are shown in the example below. Checking the conditions of the object
should generally be sufficient.
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apiVersion: svc.dpu.nvidia.com/vlalphal
kind: Servicelnterface
metadata:
annotations:
ovn.vpc.dpu.nvidia.com/lsp-connected: "true"
ovn.vpc.dpu.nvidia.com/lsp-mac-address: 5a:19:ad:cf:671:85
spec:
interfaceType: vf
node: worker2-0000-c8-00
vT:
parentInterfaceRef: -worker2-0000-c8-00
pfID: 0
vfID: 2
virtualNetwork: bluenet
status:
conditions:
- lastTransitionTime: "2025-06-17T13:51:407'
message: "
observedGeneration: 1
reason:. Success
status: '"True"
type: Ready
- lastTransitionTime: "2025-06-17T13:51:407'
message: "
observedGeneration: 1
reason:. Success
status: "True"
type: ServicelnterfaceReconciled
observedGeneration: 1

The following conditions are used to indicate the status of the service interface:

e Ready : Overall readiness of the service interface resource.
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e ServicelnterfaceReconciled : The service interface has been successfully
reconciled.

Check Status of VPC resources using dpfctl

Use dpfctl to geta quick view of VPC resources
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S kubectl -n dpf-operator-system exec deploy/dpf-operator-

controller-manager -- /dpfctl describe dpuvpcs --show-
conditions=all

NAME

NAMESPACE STATUS REASON SINCE MESSAGE

DPFOperatorConfig/dpfoperatorconfig

operator-system

Ready
True Success 36m
ImagePullSecretsReconciled
True Success 6d
SystemComponentsReady
True Success 36m
SystemComponentsReconciled
True Success 5d7h
DPUVPCs
DPUVPC/bluevpc
Ready
True Success 25m
DPUNodesReconciled
True Success 25m
DPUVPCReconciled
True Success 25m
PrerequisitesReady
True Success 25m
TopologyReconciled
True Success  25m
DPUVirtualNetworks
DPUVirtualNetwork/bluenet
Ready
True Success 25m
DPUVirtualNetworkReconciled
True Success 25m
PrerequisitesReady
True Success 25m
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True

True

True

True

True

True

True

True

True

True

True

True

True

True

DPUServicelInterfaces

DPUServicelnterface/bluenet-vf2 default
Ready
Success 24m
ServicelnterfacePreReqgsReady
Success 25m
ServicelnterfaceSetReady
Success 24m
ServicelnterfaceSetReconciled
Success 25m
DPUVPC/redvpc default
Ready
Success 25m
DPUNodesReconciled
Success  25m
DPUVPCReconciled
Success 25m
PrerequisitesReady
Success 25m
TopologyReconciled
Success 25m
DPUVirtualNetworks
DPUVirtualNetwork/rednet default
Ready
Success 25m
DPUVirtualNetworkReconciled
Success 25m
PrerequisitesReady
Success 25m
DPUServicelInterfaces
DPUServicelnterface/rednet-vf2 default
Ready
Success 24m
ServicelnterfacePreReqgsReady
Success 25m
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ServicelnterfaceSetReady
True Success 24m

ServicelnterfaceSetReconciled
True Success 25m

Default route for VPC VirtualNetworks

Problems

e Servicelnterfaces attached to different VirtualNetworks within the same VPC cannot
reach each other.

e Servicelnterfaces trying to reach the external network do not use the VPC interface.

In both cases traffic egresses via the primary cluster network instead of the VPC gateway.

Assumptions: The VPC is correctly configured, and the DPUVPC resource is configured
with ' spec.interNetworkAccess: true and DPUVirtualNetwork resourceis
configured with spec.externallyRouted: true.

Cause

The primary network’s default route has equal or higher priority than the VPC network’s
default route (its metric is less than or equal to the VPC route’s metric), so traffic prefers
the primary network and bypasses the VPC gateway.

Fix

Prefer the VPC default route. The VPC route cannot set a metric and defaults to O, so raise
the primary network’s default-route metric above O (e.g., 100).

Check
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Connect to the worker and check default routes:

ip route show

default via 10.100.0.1 dev enp202s0fOnpd # VPC related interface

default via 100.110254 dev enol proto static metric 100 # The host's
cluster network interface

100.1100/24 dev enol proto kernel scope link src 100.11031
10100.00/16 dev enp202s@fonpd proto kernel scope link src 10100.02

Ensure the VPC default route has default metric value O and the primary default route has
a higher metric (e.g., 100).

Verify
Verify you have the VPC default route with higher priority as described in the Fix.

e Servicelnterfaces on different VirtualNetworks within the same VPC can reach each
other.

e Servicelnterfaces targeting the external network use the VPC interface as their
default route.

o Traffic uses the VPC gateway (e.g., traceroute shows the VPC gateway as the first
hop).

Common Issues

VPC Not Ready:
o Verify the IsolationClass exists and is properly configured.
e Ensure OVN Central is accessible.

Infrastructure Network Connectivity Issues:
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e Check OVN database connectivity (ports 30641, 30642).
e Validate VTEP and external network configuration.

o Verify physical network connectivity between DPU nodes on both VTEP and external
networks.

o Validate the Servicelnterface was properly reconciled and is ready.

Network Connectivity Issues for host interfaces connected to VPC:

Verify the specific Servicelnterface is ready.

e Ensure the target network interface (e.g., VF/PF netdev) has the same MAC address
as in the Servicelnterface annotation vpc.dpu.nvidia.com/lsp-mac-address .

e Ensure the host interface is up and has an IP address (or assign it one using
DHCP/manual).

e Ensure the MTU is set to 9000 for optimal performance.
DHCP Not Working:

e Confirm the virtual network has DHCP enabled (
spec.bridgedNetwork.ipam.ipv4.dhcp: true).

e Check for IP conflicts in subnet ranges.

e Ensure the target Servicelnterface is ready.

Limitations

Production Use: Not recommended for production use.

Network Types: Only bridged networks are supported.

IPv6: Limited IPv6 support.

High Availability: High availability (HA) for OVN Central is supported, but it is not
recommended for production deployments.
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o DPUVirtualNetwork nodeSelector: The DPUVirtualNetwork spec.nodeSelector
currently has no effect.

» OVN Central connection is not secure: Currently only tcp transportis supported.

» Disabling Masquerade is not supported: The DPUVirtualNetwork
spec.masquerade should not be set to false as this use-case is not currently
supported.

Advanced Use-cases

Service interface with unknown MAC address

There are cases where a service interface needs to have an unknown MAC address so that
it can transmit packets with any source MAC (e.g. a network service transmitting packets
from arbitrary L2 sources).

To support this case, add the following annotation to your DPUServicelnterface:
ovn.vpc.dpu.nvidia.com/unknown-mac: true

Example

apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceInterface
metadata:

spec:
template:
spec:
template:
metadata:
annotations:
ovn.vpc.dpu.nvidia.com/unknown-mac: ‘true"
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Connecting a DPUServicelnterface of type Service to VPC

Similarly to DPUServicelnterfaces of types pf and vf ,itis possible to connect a
DPUServicelnterface of type service .

The interface of the DPU Service can then be assigned an IP from the VPC via DHCP.
Since the DPU service is ultimately a Kubernetes Pod, this requires the use of the dhcp
IPAM CNI plugin when setting up the secondary network for the DPU Service interface.

To achieve this, direct access to the DPU Cluster is currently required

1. Create a custom NetworkAttachmentDefinition in the DPU cluster:

apiVersion: k8s.cni.cncf.io/Vv]
kind: NetworkAttachmentDefinition
metadata:
annotations:
k8s.v1.cni.cncf.io/resourceName: nvidia.com/bf_sf
name: mybrint-vpc
namespace: dpf-operator-system
spec:
config: |-
{
"bridge" : "br-int",
"cniVersion": "0.4.0",
"interface_type" : "dpdk",
"mtu": 1500,
"type" . "ovs",
ipam": |
"type" . "dhcp",

"daemonSocketPath" :  "/run/vpc/cni/dhcp.sock”
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2. Create your DPUService and DPUServicelnterface as usual, providing a reference to this
network in spec.serviceDaemonSet.annotations:

DOCA Platform Framework (DPF) Documentation v25.10.0 81



apiVersion: ‘'svc.dpu.nvidia.com/vialphat"
kind: DPUServicelInterface
metadata:
name : my-interface
namespace: my-namespace
spec:
template:
spec:
template:
spec:
interfaceType: service
service:
interfaceName: my-sf
servicelD: my-service
network: dpf-operator-system/mybrint-vpc
virtualNetwork: testnetT
apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUService
metadata:
name: my-service
namespace: my-namespace
spec:
helmChart:
source:

values:

servicelD: my-service
serviceDaemonSet:
resources:
nvidia.com/bf_sf: 1
annotations:
k8s.v1l.cni.cncf.io/networks: |
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[ {"name": "mybrint-vpc", "namespace": "dpf-operator-system", ‘"interface":

my s} ]

Connecting a DPUServicelnterface of type Service to VPC
with unknown MAC

Similarly to the previous section, this requires direct access to the DPU Cluster.

1. Create a custom NetworkAttachmentDefinition in the DPU cluster:

apiVersion: k8s.cni.cncf.io/Vv1
kind: NetworkAttachmentDefinition
metadata:
annotations:
k8s.v1.cni.cncf.io/resourceName: nvidia.com/bf_sf
name: mybrint-vpc-nodhcp
namespace: dpf-operator-system

spec:
config: |-

{
"bridge" : "br-int",
"cniVersion": "0.4.0",
"interface_type" : "dpdk",
"mtu" : 1500,
"type" . "ovs"

}

2. Create your DPUService and DPUServicelnterface as usual, providing a reference to this
network in spec.serviceDaemonSet.annotations:
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apiVersion: ‘'svc.dpu.nvidia.com/vialphat"
kind: DPUServicelInterface
metadata:
name : my-interface
namespace: my-namespace
spec:
template:
spec:
template:
metadata:
annotations:
ovn.vpc.dpu.nvidia.com/unknown-mac: ‘true"
spec:
interfaceType: service
service:
interfaceName: my-sf
servicelD: my-service
network: dpf-operator-system/mybrint-vpc-nodhcp
virtualNetwork: testnet]
apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUService
metadata:
name: my-service
namespace: my-namespace
spec:
helmChart:
source:

values:
resources:
nvidia.com/bf_sf: 1
servicelD: my-service
serviceDaemonSet:
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annotations:
k8s.v1l.cni.cncf.io/networks: |
[ {"name": "mybrint-vpc", "namespace': "dpf-operator-system", ‘interface":

"my_sf"'} |

VPC OVN Upgrade Guide

For zero-downtime VPC OVN upgrade guide refer to VPC OVN upgrade guide

OVN High Availability (HA) guide

() Note

The OVN High Availability (HA) service is considered a tech preview
and is not recommended for production use.

For OVN High Availability (HA) support guide refer to OVN HA guide

OVN High Availability (HA) guide

To achieve high availability (HA) for OVN, deploy the ovn-central DPUService with the
enableHA option enabled.

0. Prerequisites

Requires at least three schedulable control-plane nodes for quorum.

Use SHELM_REGISTRY_REPO_URL and TAG to specify the Helm chart registry and your
desired version respectively.
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## The repository URL for the NVIDIA Helm chart registry.

## Usually this is the NVIDIA Helm NGC registry. For development
purposes, this can be set to a different repository.

export HELM_REGISTRY_REPO_URL=https ://helm.ngc.nvidia.com/nvidia/doca

## The DPF TAG is the version of the OVN components which will be
deployed in this guide.

export TAG=v25.100

1. Deploy ovn-central DPUService

cat examples/dpuservice-ovn-central.yaml | envsubst | kubectl
apply -f -

This will deploy ovn-central DPUService with enableHA setto true, it will create 3
ovn-central pods on the control-plane nodes.
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apiVersion: svc.dpu.nvidia.com/vlalphaT
kind: DPUService

metadata:
name: ovn-central

namespace: dpf-operator-system

spec:
deployInCluster: true
helmChart:
source:
repoURL : SHELM_REGISTRY_REPO_URL
version: STAG
chart: ovn-chart
values:
exposedPorts:
ports:

ovnnb: true
ovnsb: true
management :
ovnCentral:
enabled: true
enableHA: true
affinity:
nodeAffinity:
requiredDuringSchedulingIgnoredDuringExecution:
nodeSelectorTerms:
- matchExpressions:
- key: "node-role kubernetes.io/master"
operator: Exists
- matchExpressions:
- key: "node-role kubernetes.io/control-plane"
operator: Exists
tolerations:
- key: node-role.kubernetes.io/master
operator: Exists
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effect: NoSchedule

- key: node-role.kubernetes.io/control-plane
operator: Exists
effect: NoSchedule

VPC OVN upgrade guide

To achieve a zero-downtime VPC OVN upgrade, upgrade the services in this order: vpc-
ovn-node ovn-controller, ovn-central, then vpc-ovn-controller.

Assuming the deployment of all the DPF VPC OVN componenets are done based on the
following guide. VPC OVN Deployment

0. Required variables

Use $TARGET_TAG as your desired version.

## The TARGET_TAG is the desired version of the DPF VPC OVN
components which will be upgraded.
export TARGET_TAG=v25.100

1. Upgrade vpc-ovn-node service

Patch the DPUServiceTemplate of the vpc-ovn-node service with the upgraded chart
version.

kubectl patch dpuservicetemplate vpc-ovn-node -n dpf-operator-
system --type=json --patch="[{\"op\": \"replace\", \"path\":
\"/spec/helmChart/source/version\", \"value\": \"$ TARGET_TAG\"}]"

Ensure the DPUDeployment is Ready.
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kubectl wait --for=condition=ready --namespace dpf-operator-system
dpudeployment vpc-ovn

2. Upgrade ovn-controller service

Patch the DPUServiceTemplate of the ovn-controller service with the upgraded chart
version.

kubectl patch dpuservicetemplate ovn-controller -n dpf-operator-
system --type=json --patch="[{\"op\": \"replace\", \"path\":
\"/spec/helmChart/source/version\", \"value\": \"$ TARGET_TAG\"}]"

Ensure the DPUDeployment is Ready.

kubectl wait --for=condition=ready --namespace dpf-operator-system
dpudeployment vpc-ovn

3. Upgrade ovn-central service

Patch the DPUServiceTemplate of the ovn-central service with the upgraded chart
version.

kubectl patch dpuservicetemplate ovn-central -n dpf-operator-
system --type=json --patch="[{\"op\":\"replace\", \"path\":
\"/spec/helmChart/source/version\", \"value\": \"$ TARGET_TAG\"}]"

Ensure the DPUDeployment is Ready.
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kubectl wait --for=condition=ready --namespace dpf-operator-system
dpudeployment vpc-ovn

4. Upgrade vpc-ovn-controller service

Patch the DPUServiceTemplate of the vpc-ovn-controller service with the upgraded
chart version.

kubectl patch dpuservicetemplate vpc-ovn-controller -n dpf-
operator-system --type=json --patch="[{\"op\":\"replace\", \"path\":

Ensure the DPUDeployment is Ready.

kubectl wait --for=condition=ready --namespace dpf-operator-system
dpudeployment vpc-ovn

Host Trusted Multi-DPU support OVN-
Kubernetes and HBN Services

() Note

Tech Preview: This feature is currently in technical preview and may
be subject to changes in future releases.

This guide describes how to use the dpuSelector to target particular DPUs. This
approach supports multiple DPUs and distributes OVN-Kubernetes, HBN, BlueMan and
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DTS services across them, providing more granular control over which DPUs run specific
services and allowing for better resource allocation, service isolation, and multi-DPU
scalability.

Overview

OVN-Kubernetes serves as the primary CNI in host clusters. To achieve hardware
acceleration for host workload pods, OVN-Kubernetes is split into two components: a
host-side component and a DPU-side component. The acceleration workflow operates as
follows:

1. The OVN-Kubernetes resource injector (running on the host) adds VF resource
requests to host workload pods based on the dpf-ovn-kubernetes
NetworkAttachmentDefinition (NAD).

2. The SR-IOV Device Plugin allocates a VF from the host's physical function and
attaches it to the pod.

3. The OVN-Kubernetes host component communicates VF information to the DPU
component via pod annotations.

4. The OVN-Kubernetes DPU component identifies the corresponding VF representor
and adds it to the OVS bridge on the DPU, enabling hardware acceleration.

Multi-DPU Constraint

In multi-DPU setups (one host worker node with two or more DPUs), both OVN-
Kubernetes and HBN (Host-Based Networking) must run on the same single DPU. OVN-
Kubernetes manages a single OVS bridge per host, so running it on multiple DPUs would
create conflicting bridge configurations. When deployed together in the HBN+OVNK use
case, HBN must be colocated with OVN-Kubernetes because they are integrated through
service chains, which operate on a single DPU.

To maintain hardware acceleration in multi-DPU environments, the
SRIOVNetworkNodePolicy must be configured to target only the Physical Function

(PF) of the DPU where OVN-Kubernetes runs (via the pfNames field, e.g.,
SDPU_PO#2-45 ). This configuration ensures that:

e The SR-IOV Device Plugin exposes VFs exclusively from the DPU running OVN-
Kubernetes

e When the resource injector adds VF requests to pods, the SR-IOV Device Plugin
allocates VFs only from that DPU
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¢ The OVN-Kubernetes DPU component can properly add VF representors to OVS on
the same DPU

Using dpuSelector for Multi-DPU Deployments

The OVN Kubernetes with Host Based Networking guide uses only nodeSelector to
target nodes with DPUs, which deploys all services (OVN-Kubernetes, HBN, DTS, Blueman)
to all DPUs on those nodes. This creates conflicts when multiple DPUs are present.

The dpuSelector approach solves this problem by enabling precise DPU targeting. It
allows you to:

1. Run OVN-Kubernetes and HBN together on a single DPU (critical requirement - they
are integrated through service chains)

2. Deploy other services (e.g., DTS, Blueman) on different DPUs to distribute workload

3. Target specific DPUs based on their device characteristics (e.g., PF names, PClI
addresses)

4. Achieve better resource isolation and performance optimization across multiple
DPUs

Prerequisites

This guide is based on the OVN Kubernetes with Host Based Networking use case. Follow
that guide until you reach the DPU Provisioning and Service Installation section where you
are about to deploy the DPUDeployment. At that point, use this guide to modify the
DPUDeployment for multi-DPU support instead of using the original single-DPU approach.
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Tip

SR-I0V Device Plugin and OVN-Kubernetes Configuration
Requirements:

In multi-DPU setups, you must ensure that both the SR-IOV device
plugin and OVN-Kubernetes are correctly configured to use the
appropriate DPU PO interface.

e Setthe DPU_PO environment variable to the name of the PO
interface on the DPU where OVN-Kubernetes will run.

e Setthe DPU_PO_VF1 environment variable to the name of the
VF1 interface on the same DPU.

1. SR-IOV Device Plugin Configuration: The SriovNetworkNodePolicy must be
configured to target the correct pO interface of the DPU that will run OVN-
Kubernetes. In the HBN-OVNK guide, this is configured via the pfNames field (e.g.,

SDPU_PO#2-45) in the SriovNetworkNodePolicy resource.

2. OVN-Kubernetes Configuration: The OVN-Kubernetes installation must be
configured with the correct gatewayOpts parameter pointing to the p0 interface
of the DPU that will run OVN-Kubernetes (e.g., --gateway-interface=SDPU_P0 ),
and the nodeMgmtPortNetdev must be set to the correct VF1 interface (e.g.,

SDPU_PO_VF1).

For detailed configuration examples, refer to the OVN Kubernetes with Host Based
Networking guide, specifically the SR-IOV Network Operator Policy and OVN-Kubernetes
Helm values sections.

Key Differences

Node Selector
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dpuSets:
- nameSuffix: "dpusetl"
nodeSelector:
matchlLabels:
feature.node.kubernetes.io/dpu-enabled: "true"

This targets all nodes that have the

feature.node.kubernetes.io/dpu-enabled: "true" label, and all services run on
all DPUs on those nodes.

Both Node Selector and DPU Selector

dpuSets:
- nameSuffix: "dpusetl"
nodeSelector:
matchlLabels:
feature.node.kubernetes.io/dpu-enabled: "true"
dpuSelector:
provisioning.dpu.nvidia.com/dpudevice-pf@-name: ens1f@npo

This targets specific DPUs based on their device characteristics, allowing for more precise
service placement and multi-DPU distribution.

DPUDevice Labels

DPUDevices are automatically labeled with device-specific information that can be used in
dpuSelector . The available labels include:

e provisioning.dpu.nvidia.com/dpudevice-name : The name of the
DPUDevice
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provisioning.dpu.nvidia.com/dpudevice-num-of-pfs:The number of PFs
on the DPU device

provisioning.dpu.nvidia.com/dpudevice-pciAddress : The PCl address of
the DPU device

provisioning.dpu.nvidia.com/dpudevice-pf@-name : The name of PFO on
the DPU device

provisioning.dpu.nvidia.com/dpunode-name : The name of the DPUNode
the DPU is part of

Example Interface Names for Multi-DPU Setup

In the examples below, we use the following interface names to demonstrate multi-DPU
deployment:

e ens1fonpod : Example name for the first port of DPU 1 (for OVN/HBN services)

e ens2fonpd : Example name for the first port of DPU 2 (for Blueman/DTS services)

Replace these with the actual interface names from your DPU devices. You can extend
this pattern to support additional DPUs by creating more DPUDeployments with different
dpuSelector values. Remember that OVN-Kubernetes should only run on one DPU per
host.

Example: Multi-DPU Deployment with dpuSelector

This section shows how to modify the existing DPUDeployment from the OVN Kubernetes
with Host Based Networking guide and create an additional one for multi-DPU support.

Step 1: Modify the Existing DPUDeployment for OVN and
HBN Services

Instead of creating a new DPUDeployment, modify the existing one from the OVN-
Kubernetes HBN guide. Simply add a dpuSelector to the existing ovn-hbn
DPUDeployment:
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() Note

We removed the serviceChains section for simplicity. You should keep
the serviceChains section if you have defined any service chains in
your original DPUDeployment.

Modified DPUDeployment:
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apiVersion: svc.dpu.nvidia.com/vlalphaT
kind: DPUDeployment
metadata:
name: ovn-hbn
namespace: dpf-operator-system
spec:
dpus:
bfb: bf-bundle
flavor: hbn-ovn
dpuSets:
- nameSuffix: "dpusetl"
nodeSelector:
matchLabels:
feature.node.kubernetes.io/dpu-enabled: "true"
dpuSelector:
provisioning.dpu.nvidia.com/dpudevice-pf@-name:
ens1fOnpo
services:
ovn:
serviceTemplate: ovn
serviceConfiguration: ovn
hbn:
serviceTemplate: hbn
serviceConfiguration: hbn
serviceChains:

Step 2: Create Additional DPUDeployment for Blueman
and DTS Services

Create a new, additional DPUDeployment for Blueman and DTS services that targets the
second DPU. This new DPUDeployment must use a different dpuSelector to target the
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second DPU's PFO interface.
Creating a Separate DPUFlavor

The second DPU requires a slightly different DPUFlavor without the
hostNetworkInterfaceConfigs section.

() Note

When to use hostNetworkInterfaceConfigs:

The hostNetworkInterfaceConfigs section (which configures

DHCP and MTU settings for host-side network interfaces) is only
needed for the DPU that handles host networking (the one running
OVN-Kubernetes and HBN). Since the second DPU only runs Blueman
and DTS services, it does not need to configure the host network

interfaces, and therefore the hostNetworkInterfaceConfigs
section should be omitted.

To create the new flavor, modify the existing dpuflavor-hbn-ovn.yaml file by
removing the hostNetworkInterfaceConfigs section as shown below and save it as a
new file (e.g., dpuflavor-other-services.yaml ) with a new metadata.name :

Tip

The diff below shows the path from the documentation repository for
reference. Use your actual file location when making these changes.
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--- a/docs/public/user-guides/host-trusted/use-cases/hbn-ovnk/manifests/05-dpudeployment-
installation/dpuflavor-hbn-ovn.yaml
+++ b/docs/public/user-guides/host-trusted/use-cases/hbn-ovnk/manifests/05-dpudeployment-
installation/dpuflavor-hbn-ovn.yaml
@@-2,7+2,7 @@
apiVersion: provisioning.dpu.nvidia.com/v1alpha
kind: DPUFlavor
metadata:
- name: hbn-ovn
+ name: hbn-ovn-other-services
namespace: dpf-operator-system
spec:
grub:
@@ -74,11 +74,6 @@ spec:
- UPDATE_DPU_OS=yes
- WITH_NIC_FW_UPDATE=yes
hostNetworkinterfaceConfigs:

- portNumber: 0
- dhcp: true
- mtu: 1500

configFiles:
- path: /etc/mellanox/minx-bf.conf
operation: override

Creating the DPUDeployment
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apiVersion: svc.dpu.nvidia.com/vlalphaT
kind: DPUDeployment
metadata:
name: blueman-dts
namespace: dpf-operator-system
spec:
dpus:
bfb: bf-bundle
flavor: hbn-ovn-other-services
dpuSets:
- nameSuffix: "dpusetl"
nodeSelector:
matchLabels:
feature.node.kubernetes.io/dpu-enabled: "true"
dpuSelector:
provisioning.dpu.nvidia.com/dpudevice-pf@-name:
ens2fonpo
services:
dts:
serviceTemplate: dts
serviceConfiguration: dts
blueman:
serviceTemplate: blueman
serviceConfiguration: blueman

Deployment Steps

1. Prepare Configuration Files

Create the modified DPUDeployment files based on the examples above.
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2. Modify the Existing DPUDeployment

Update the existing ovn-hbn DPUDeployment to use dpuSelector instead of
nodeSelector :

# Apply the modified DPUDeployment (replace the existing one)
kubectl apply -f dpudeployment-ovn-hbn-modified.yaml

3. Deploy Additional DPUDeployment for Blueman and DTS

Create and apply the new DPUDeployment for Blueman and DTS services:

kubectl apply -f dpudeployment-blueman-dts.yaml

4. Verify Deployment

You can monitor prevalidation status using either dpfctl or kubectl:

Using dpfctl (recommended):

# Check overall DPF status
dpfctl describe all

# Check specific conditions for troubleshooting

dpfctl describe all --show-conditions=all

Using kubectl:
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# Check DPUDeployments
kubectl get dpudeployments -n dpf-operator-system

# Check DPUServices
kubectl get dpuservices -n dpf-operator-system

Host Trusted with Non Kubernetes
Workers

This section covers an advanced configuration of the Host Trusted use case for
environments where worker nodes are not part of a Kubernetes cluster.

Before proceeding with the advanced configuration, ensure you have installed DPF
following the Host Trusted Getting Started Guide.

This documentation is organized into the following sections:

e Host Installation for Non-Kubernetes Environments - Complete step-by-step
installation guide for non-Kubernetes workers

e Custom Provisioning with DMS CA - Advanced configuration for custom certificate
authority

Enable Custom Certificate Authority
for DMS

This document provides instructions on how to configure DPF to use a custom Certificate
Authority (CA) for mutual TLS (mTLS) authentication between the provisioning controller
and DOCA Management Service (DMS) in non-Kubernetes(only Kubernetes control plane)
system. To enable mTLS, the user needs to create a Kubernetes Secret containing the

required certificates and keys, and configure the DPFOperatorConfig to use this
Secret.

Step 1: Prepare Certificates and Keys
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Ensure have the following files ready:
« Server Certificate: A PEM-encoded certificate for the server (tls.crt)

» Private Key: A PEM-encoded private key corresponding to the server certificate
(tls.key)

o CA Certificate: A PEM-encoded certificate for the custom Certificate Authority
(ca.crt)

Step 2: Create a Kubernetes Secret

Create a Kubernetes Secret of type kubernetes.io/tls thatincludesthe tls.crt,
tls.key,and ca.crt fieldsin dpf-operator-system namespace.

kubectl create secret tls custom-ca-secret --cert=tls.crt --
key=tls.key --certificate-authority=ca.crt -n dpf-operator-system

Step 3: Configure DPFOperatorConfig

When creating or updating the DPFOperatorConfig, specify the name of the Secret
created in the previous step.

Example DPFOperatorConfig Configuration

In the DPFOperatorConfig configuration, set the customCASecretName field to the
name of the Secret (e.g., custom-ca-secret):

DOCA Platform Framework (DPF) Documentation v25.10.0 103



apiVersion: operator.dpu.nvidia.com/vlalphal
kind: DPFOperatorConfig
metadata:
name: dpfoperatorconfig
namespace: dpf-operator-system
spec:
provisioningController:
bfbPVCName : "bfb-pvc"
customCASecretName: '"custom-ca-secret"
kamajiClusterManager: {}

Host Installation for non-Kubernetes
Environments

Installation Steps

1. Install DPF

Select a use case from the host trusted use cases and complete all prerequisite steps
before provisioning.

Note: The DPU Detector is not used in non-Kubernetes environments. After
creating DPFOperatorConfig, you can ignore any related errors, or disable
the DPU Detector by setting dpuDetector.disable=true .

2. Create Bootstrap Token

For security reasons, it's recommended that the host agent join the cluster using a
bootstrap token. The following commands create a bootstrap token that expires in 24
hours and use that token to generate a kubeconfig.

Run the following commands on any of the control plane nodes
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export TOKEN_SUFFIX=S(cat /dev/urandom | tr -dc 'a-z0-9' | fold -w 6 | head
-n 1)

export TOKEN_SECRET=S(cat /dev/urandom | tr -dc 'a-z0-9' | fold -w 16 | head
-n 1)

export CLUSTER_NAME="cluster.local"

export BOOTSTRAP_TOKEN="$TOKEN_SUFFIX.$TOKEN_SECRET"

export ADMIN_KUBECONFIG_FILE=S{HOME}/.kube/config

export BOOTSTRAP_KUBECONFIG_FILE="bootstrap.kubeconfig"

# create a token that expires in 24 hours

kubectl create secret generic bootstrap-token-STOKEN_SUFFIX \
--type=bootstrap.kubernetes.io/token \
--namespace=kube-system \
--from-literal=description="Bootstrap token for host-agent" \
--from-literal=token-id=STOKEN_SUFFIX \
--from-literal=token-secret=STOKEN_SECRET \
--from-literal=expiration=S(date -u -d '+24 hours' +%Y-%m-

%dT%H : %M :%SZ) \
--from-literal=usage-bootstrap-authentication=true \
--from-literal=usage-bootstrap-signing=true \
--from-literal=auth-extra-groups=system:bootstrappers:dpf:host-

agent

# create a kubeconfig file out of the token and the admin kubeconfig
cp S{ADMIN_KUBECONFIG_FILE} SBOOTSTRAP_KUBECONFIG_FILE

kubectl config unset --kubeconfig=SBOOTSTRAP_KUBECONFIG_FILE

current-context

kubectl config unset --kubeconfig=SBOOTSTRAP_KUBECONFIG_FILE users

kubectl config unset --kubeconfig=SBOOTSTRAP_KUBECONFIG_FILE

contexts

kubectl config set-credentials bootstrap-user \
--token=SBOOTSTRAP_TOKEN \
--kubeconfig=SBOOTSTRAP_KUBECONFIG_FILE

kubectl config set-context bootstrap-context \
--cluster=SCLUSTER_NAME \
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--user=bootstrap-user \

--kubeconfig=SBOOTSTRAP_KUBECONFIG_FILE
kubectl config use-context bootstrap-context \

--kubeconfig=SBOOTSTRAP_KUBECONFIG_FILE

3. Distribute The Kubeconfig File

Distribute the generated kubeconfig file under /var/lib/dpf/hostagent/ of each worker
node.

4. Install DOCA and containerd

Run the following commands on worker host.

# Set DOCA repository URL
export DOCA_URL="https://linux.mellanox.com/public/repo/doca/3.2.1/ubuntu24.04/x86_64/"

# Add NVIDIA Mellanox GPG key

curl https://linux.mellanox.com/public/repo/doca/GPG-KEY-
Mellanox.pub | sudo gpg --dearmor > /etc/apt/trusted.gpg.d/GPG-
KEY-Mellanox.pub

# Add DOCA repository
echo "deb [signed-by=/etc/apt/trusted.gpg.d/GPG-KEY-Mellanox.pub] $DOCA_URL /" |
sudo tee /etc/apt/sources.list.d/doca.list

# Update and install required packages
sudo apt-get update
sudo apt-get -y install doca-all doca-networking containerd

5. Pull The HostDriver Image From NGC
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Run the following commands on worker host.

export IMAGE=<the hostdriver image>

export IMAGE_PULL_KEY=<your NGC key granted permission for pulling
image>

sudo ctr image pull --user \Soauthtoken:SIMAGE_PULL_KEY SIMAGE

6. Initialize Host Agent Flags

Before you run the following commands, you need to set the BFB_REGISTRY_ADDRESS
with the same value as you set in DPFOperatorConfig.spec.provisioningController.registry

Run the following commands on worker host.
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export BFB_REGISTRY_ADDRESS=<address of the bfb-registry>
export HOST_AGENT_DIR=/var/lib/dpf/hostagent
export HOST_AGENT_ENV_FILE=SHOST_AGENT_DIR/dpf-host-agent.env

sudo mkdir -p SHOST_AGENT_DIR

sudo tee SHOST_AGENT_ENV_FILE >/dev/null <<EOF
BFB_REGISTRY_ADDRESS="$BFB_REGISTRY_ADDRESS"
HOST_AGENT_CONTAINER_NAME="dpf-host-agent"
DMSD_CONTAINER_NAME="dpf-dmsd"
RUN_CONTAINER_ARGS="--rm --net-host --privileged --mount

type=bind,src=/var/run/dbus/system_bus_socket,dst=/var/run/dbus/system_bus_socket,options=rbind:rw --
mount type=bind,src=/tmp,dst=/tmp,options=rbind:rw --mount
type=bind,src=/etc/netplan,dst=/etc/netplan,options=rbind:rw --mount
type=bind,src=/run/systemd,dst=/run/systemd,options=rbind:rw --mount
type=bind,src=/run/udev,dst=/run/udev,options=rbind:rw --mount
type=bind,src=/usr/lib/systemd/network,dst=/usr/lib/systemd/network,options=rbind:rw --mount
type=bind,src=/proc,dst=/proc,options=rbind:rw --mount type=bind,src=/dev,dst=/dev,options=rbind:rw --
mount type=bind,src=/sys,dst=/sys,options=rbind:rw --mount
type=bind,src=/lib/modules,dst=/lib/modules,options=rbind:ro --mount
type=bind,src=/var/lib/dpf,dst=/var/lib/dpf,options=rbind:rw $IMAGE"

EOF

7. Start rshim and DMS

Run the following commands on worker host.
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export DMSD_SERVICE_FILE=/etc/systemd/system/dpf-dmsd.service
sudo tee SDMSD_SERVICE_FILE >/dev/null <<EOF

[Unit]

Description=DMS server

Wants=network.target

After=network-pre.target

[Service]

Type=exec

EnvironmentFile=SHOST_AGENT_ENV_FILE

ExecStartPre=-/usr/bin/ctr snapshot delete \SDMSD_CONTAINER_NAME
ExecStartPre=-/usr/bin/ctr container delete \SDMSD_CONTAINER_NAME
ExecStart=/usr/bin/ctr run \SRUN_CONTAINER_ARGS
\SDMSD_CONTAINER_NAME /hostagent rundms

TimeoutStopSec=30

Restart=on-failure
RestartSec=5

StartLimitIntervalSec=120
StartLimitBurst=5

[Install]
WantedBy=multi-user.target
EOF

sudo systemctl enable rshim
sudo systemctl start rshim

sudo systemctl enable dpf-dmsd
sudo systemctl start dpf-dmsd

8. Start Host Agent With Systemd and containerd
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Run the following commands on worker host.
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export HOST_AGENT_SERVICE_FILE=/etc/systemd/system/dpf-host-
agent.service

sudo tee SHOST_AGENT_SERVICE_FILE >/dev/null <<EOF

[Unit]

Description=DPF Host Agent

Wants=network.target

After=network-pre.target

[Service]

Type=exec

EnvironmentFile=SHOST_AGENT_ENV_FILE
ExecStartPre=-/usr/bin/ctr snapshot delete
\SHOST_AGENT_CONTAINER_NAME

ExecStartPre=-/usr/bin/ctr container delete
\SHOST_AGENT_CONTAINER_NAME

ExecStart=/usr/bin/ctr run \SRUN_CONTAINER_ARGS
\SHOST_AGENT_CONTAINER_NAME /hostagent serve --bootstrap-
kubeconfig=/var/lib/dpf/hostagent/bootstrap.kubeconfig --
kubeconfig=/var/lib/dpf/hostagent/kubeconfig --bfb-registry-
address=\S{BFB_REGISTRY_ADDRESS} -v 3

TimeoutStopSec=30

Restart=on-failure
RestartSec=5

StartLimitIntervalSec=120
StartLimitBurst=5

[Install]
WantedBy=multi-user.target

EOF

sudo systemctl enable dpf-host-agent
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sudo systemctl start dpf-host-agent

Verification
To verify the installation is working correctly, run the following commands on worker host.

# Check services status

sudo systemctl status rshim
sudo systemctl status dpf-dmsd
sudo systemctl status dpf-host-agent

External Host Reboot

After the worker node has rebooted, remove the
provisioning.dpu.nvidia.com/dpunode-external-reboot-required
annotation from the DPUNode using kubectl:

kubectl annotate dpunode <node-name>
provisioning.dpu.nvidia.com/dpunode-external-reboot-required-

This step is only required for hosts that are not managed by Kubernetes.

Observability

Introduction

This guide covers the steps to enable observability components such as Prometheus,
Grafana, and kube-state-metrics for the operator. By default, these components are
disabled in the Helm chart and need to be enabled explicitly.

Purpose of kube-state-metrics
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kube-state-metrics is a service that listens to the Kubernetes API server and

generates metrics about the state of the objects (such as deployments, nodes, pods, etc.)
managed by Kubernetes. In the context of our operator, we deploy

kube-state-metrics to expose detailed metrics for the custom resource definitions
(CRDs) managed by the operator.

Enabling Observability Components

To enable Prometheus, Grafana and Kube-State-Metrics, you have to install the helm
charts as described in the Helm Prerequisites guide.

Included Grafana Dashboards

We have preconfigured three Grafana dashboards to provide monitoring and insights into
the operator and its controllers:

1. DOCA Platform Framework State: This dashboard provides a high-level overview of
the operator and its controllers, highlighting key metrics such as resource status,
condition states, and time to readiness.

2. Controller Runtime Dashboard: This dashboard provides detailed metrics and
visualizations for the controllers, including information on reconciliation times, queue
depths, and error rates.

3. Kubernetes API Server Requests Dashboard: This dashboard monitors the requests
made to the Kubernetes API server, helping you to identify any performance
bottlenecks or excessive API usage.

These dashboards are automatically deployed when Grafana is enabled. Once enabled, you
can access them through the Grafana web Ul under the "Dashboards” section.

Setting the Grafana Admin Password

You can set the Grafana admin password manually by configuring the
grafana.adminPassword value in Grafana values file:
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adminPassword: <your-password>

Alternatively, if you prefer Grafana to generate a custom password, leave
adminPassword unset. After deployment, you can retrieve the autogenerated password
using the following command

kubectl -n dpf-operator-system get secret grafana -
ojsonpath='{data.admin-password} | base64 -d

This command fetches the password from the Kubernetes secret created for Grafana.

Note on Storage Solution

By default, Grafana and Prometheus use hostPath for storage. This is not

recommended for production environments due to the potential for data loss and lack of
scalability. You should configure a more reliable storage solution.

To change the storage solution, you need to modify the respective storage configurations
in the values.yaml file:

Prometheus:

server:
persistentVolume:
enabled: true
storageClass: <your-storage-class>

Grafana:
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persistence:
enabled: true
storageClassName: <your-storage-class>

Make sure to replace <your-storage-class> with the appropriate storage class for
your environment.

Secondary CNI support for HBN-OVNK
use case

This section covers an advanced configuration of the secondary CNI feature of the Host
Based Networking and OVN Kubernetes use case. Enabling and configuring this feature
allows for the creation of pods with secondary networks which are also accelerated by
OVN Kubernetes as the secondary CNI.

Before proceeding with this advanced configuration, please ensure you have reviewed the
Host Based Networking and OVN Kubernetes configuration guide first and completed
that first. This advanced configuration builds upon that setup and provides additional
steps to enable secondary cni support.

1. Upgrade OVN Kubernetes from the Helm Chart

Upgrade the OVN Kubernetes CNI components from the helm chart. Ensure environment
variables are set before running this command.

envsubst < manifests/01-cni-installation/ovn-
kubernetes_secondary_network.yml | helm upgrade --install -n ovn-
kubernetes ovn-kubernetes S{OVN_KUBERNETES_REPO_URL}/ovn-
kubernetes-chart --version STAG --values -

OVN-Kubernetes Helm values
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commonManifests:
enabled: true
nodeWithoutDPUManifests:
enabled: true
controlPlaneManifests:
enabled: true
ovnMultiNetworkEnable: true # enables secondary CNI/network
support
nodeWithDPUManifests:
enabled: true
nodeMgmtPortNetdev: SDPU_PO_VF1
dpuServiceAccountNamespace: dpf-operator-system
gatewayOpts: --gateway-interface=SDPU_P®
## Note this CIDR is followed by a trailing /24 which informs OVN
Kubernetes on how to split the CIDR per node.
podNetwork: SPOD_CIDR/24
serviceNetwork: SSERVICE_CIDR
k8sAPIServer:
https ://$TARGETCLUSTER_API_SERVER_HOST:$TARGETCLUSTER_API_SERVER_PORT

Verification

These verification commands may need to be run multiple times to ensure the condition
iIs met.

Verify the CNI installation with:

## Ensure all nodes in the cluster are ready.

kubectl wait --for=condition=ready nodes --all

## Ensure all pods in the ovn-kubernetes namespace are ready.
kubectl wait --for=condition=ready --namespace ovn-kubernetes pods
--all --timeout=300s
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2. Update the DPUServiceTemplate

Ensure environment variables are set before running this command.

cat manifests/02-dpudeployment-modifications/*.yaml | envsubst |

kubectl apply -f -

OVN DPUServiceTemplate to deploy OVN workloads to the DPUs

apiVersion: svc.dpu.nvidia.com/vlalphal
kind: DPUServiceTemplate
metadata:
name: ovn
namespace: dpf-operator-system
spec:
deploymentServiceName: "ovn"
helmChart:

source:
repoURL : SOVN_KUBERNETES_REPO_URL

chart: ovn-kubernetes-chart
version: STAG
values:
commonManifests:
enabled: true
dpuManifests:
enabled: true
ovnMultiNetworkEnable: true # enables secondary
CNI/network support
nodeMgmtPortNetdev: SDPU_PO_VF1
leaseNamespace: "ovn-kubernetes"
gatewayOpts: "-gateway-interface=br-ovn"
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Verification

These verification commands may need to be run multiple times to ensure the condition

is met.

Note that the DPUService name will have a random suffix. For example,
ovn-hbn-doca-hbn-12xs1 . Use the correct name for the verification.

Verify the DPU and Service installation with:

## Ensure the DPUServices are created and have been reconciled.
kubectl wait --for=condition=ApplicationsReconciled --namespace
dpf-operator-system dpuservices -1 svc.dpu.nvidia.com/owned-by-
dpudeployment=dpf-operator-system_ovn-hbn

## Ensure the DPUServiceIPAMs have been reconciled

kubectl wait --for=condition=DPUIPAMObjectReconciled --namespace
dpf-operator-system dpuserviceipam --all

## Ensure the DPUServicelnterfaces have been reconciled

kubectl wait --for=condition=ServicelnterfaceSetReconciled --
namespace dpf-operator-system dpuserviceinterface --all

## Ensure the DPUServiceChains have been reconciled

kubectl wait --for=condition=ServiceChainSetReconciled --namespace

dpf-operator-system dpuservicechain --all

3. Test Traffic

If you want to create pods with secondary networks, first create a secondary network
NetworkAttachmentDefinition.

kubectl apply -f manifests/03-test-traffic/nad_bf3_p@_vfs.yaml

Now you can create pods with secondary network interfaces using the following
command
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kubectl apply -f manifests/03-test-traffic/pods-secondary-
network.yaml

Once the pods are running, you can check the network interfaces inside the pods to verify
that the secondary network interfaces have been created. They should be created with

the interface name net1 and should have an IP address from the 192 .168.100.0/24
as defined in the NetworkAttachmentDefinition.

You can ping or run iperf traffic between the pods using the secondary network
interfaces to test connectivity and performance.

Using Private Registries

The system components and images for DPF are published to publicly available repos that
have no authentication. Users who consume these artifacts from registries with
authentication and will need to create Kubernetes Secrets to manage access.

DPF uses needs to authenticate with registries in the following ways:

DPF Operator Installation: For pulling the operator image

e Helm login: To install the DPFOperatorConfig helm chart

o DPFOperatorConfig: contains a field .spec.imagePullSecrets which injects
secrets into system components

o DPUServices: To pull DPUService images

o ArgoCD repository Secret: To enable ArgoCD to pull DPUService helm charts

Image pull secrets

Kubernetes Pods which run images from an authenticated registry will need a secret to
access the registry.

To create an image pull secret, you need to specify the following environment variables:
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## The registry the image pull secret will be created for.

export REGISTRY=S{REGISTRY:?Must specify the registry}

## The namespace to which the image pull secret will be created.
## Note: If you're creating DPUServices in other namespaces, you'll need to create the secret for each
namespace.

export IMAGE_PULL_SECRET_NAMESPACE="${IMAGE_PULL_SECRET_NAMESPACE:-dpf-operator-
system}"

## The username used to log in to the registry.

export IMAGE _REGISTRY_USERNAME=S{IMAGE_REGISTRY_USERNAME :?Must
specify the registry username}

## The image pull key for the registry.
export IMAGE _PULL_KEY=S{IMAGE_PULL_KEY :?Must specify the image pull

key}

Log in to the registry to ensure the variables are correct:

echo "$IMAGE_PULL_KEY" | docker login --username "$IMAGE_REGISTRY_USERNAME" -
-password-stdin SREGISTRY

Create the image pull secret:

echo "Creating image pull secret in namespace: $ns"

kubectl -n "$ns" create secret docker-registry dpf-pull-secret --
docker-server="$REGISTRY" --docker-username="$IMAGE_REGISTRY_USERNAME" -~
docker-password="$IMAGE_PULL KEY" --dry-run=client -o yaml | kubectl

apply -f -

Using the DPF pull secret for DPUServices
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DPUServices run on a DPUCluster and image pull secrets must be explicitly mirrored to
them. This mirroring is done by labelling the secret:

kubectl -n SIMAGE_PULL_SECRET_NAMESPACE label secret dpf-pull-
secret dpu.nvidia.com/image-pull-secret="

Any Secret with this label will be mirrored to the DPUCluster and can be used there.

ArgoCD repository secrets

DPUServices which reference helm charts from public registries will need a secret to
access the helm chart repository.

To create an ArgoCD repository secret, you need to specify the following environment
variables:

## The registry the image pull secret will be created for.

export HELM_REPOSITORY_URL=S{HELM_REPOSITORY_URL :?Must specify the
helm repository url}

## The name of the repository secret and the registry
export HELM_REPOSITORY_NAME=S{HELM_REPOSITORY_NAME :-dpf-helm-
repository}

## The username used to log in to the registry.
export HELM_REPOSITORY_USERNAME=S{HELM_REPOSITORY_USERNAME :?Must
specify the helm repository username}

## The key/password used to authenticate with the helm repository

export HELM_REPOSITORY_KEY=S{HELM_REPOSITORY_KEY:?Must specify the
helm repository key}
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envsubst < using-private-registries-argocd-repository-secret.yaml

| kubectl apply -f -

apiVersion: VT
kind: Secret
metadata:
name: SHELM_REPOSITORY_NAME
namespace: dpf-operator-system
labels:
argocd.argoproj.io/secret-type: repository
stringData:
name: SHELM_REPOSITORY_NAME
url: SHELM_REPOSITORY_URL
type: helm
username: SHELM_REPOSITORY_USERNAME
password: SHELM_REPOSITORY_KEY

Zero Trust Advanced Configuration

This section includes advanced configuration and additional information for the Zero
Trust use case.

DPU Discovery and DPUNode and DPUDevice Object
Creation

DPF provides two approaches for discovering and creating DPU resources:

1. Automated Discovery: Using DPUDiscovery to automatically scan for DPUs and

create DPUDevice and DPUNode resources.

2. Manual Creation: Manually creating DPUDevice and DPUNode resources for each

DPU.
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You can choose either approach based on your deployment requirements. Automated
discovery is recommended for larger deployments, while manual creation provides more
control for smaller or specific configurations.

Automated DPU Discovery

DPUDiscovery enables automatic discovery of DPU devices and nodes by scanning

specified IP ranges. This approach automatically creates DPUDevice and DPUNode
resources for any discovered DPUs.

1. First, create a YAML file for the DPUDiscovery resource. Let's call it
dpudiscovery.yaml :

apiVersion: provisioning.dpu.nvidia.com/vlalphal
kind: DPUDiscovery
metadata:

name: dpu-discovery-192168.1-10

namespace: dpf-operator-system

spec:
# Define the IP range to scan
ipRangeSpec:
ipRange:
startIP: "10.0.110.120" # Replace with your start IP
endIP: "10.0.110.125" # Replace with your end IP

# Optional: Set scan interval
scanInterval: "3m"

# Optional: Set number of workers (default is 1 per 255 IPs)
workers: 1

2. Apply the resource using kubectl:

kubectl apply -f dpudiscovery.yaml
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3. Check the status of the crawler:

kubectl get dpudiscovery dpu-discovery-192.168.1-10 -o yaml

The DPU discovery will:
1. Start scanning the specified IP range
2. Create DPUDevice and DPUNode* resources for any discovered DPUs
3. Continue scanning at the specified interval
4. Update its status with the last scan time and found DPUs

You can monitor the discovered DPUs with:

# List discovered DPU devices
kubectl get dpudevices

# List discovered DPU nodes
kubectl get dpunodes

* DPUDiscovery will skip the creation of a DPUNode if there is an existing one with the
spec.dpus field containing the DPUDevices serial number.

Limitations

e When using autodiscovery for DPUNodes, the created DPUNodes will be named
after dpunode-<DPU_SERIAL_NUMBER> . In case the HBN DPUService is used in

conjuction with this DPU provisioning mode, the HBN configuration needs to be
adjusted to match the discovered nodes accordingly.

Manual DPU Resource Creation
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If you prefer to manually create DPU resources or need more control over the creation
process, you can create DPUDevice and DPUNode resources manually.

Creating DPUDevice manually
Create a DPUDevice resource for each DPU:

Note: The DPUDevice isimmutable, and creating a DPUDevice will not trigger
DPU provisioning.

apiVersion: provisioning.dpu.nvidia.com/vlalphal
kind: DPUDevice
metadata:
name: dpu-device-1
namespace: dpf-operator-system
spec:
bmcIp: 100.110.122

Creating a DPUNode manually

Create a DPUNode resource for each host that has a DPU:

() Note

The .spec.dpus field contains the names of each DPUDevice

attached to the node. Currently, DPF only supports setting a single
DPU for each DPUNode
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apiVersion: provisioning.dpu.nvidia.com/vlalphal
kind: DPUNode
metadata:
labels:
feature.node.kubernetes.io/dpu-enabled: "true"
name: worker
namespace: dpf-operator-system

spec:
dpus:
- name: dpu-device-1
nodeRebootMethod:

external: {}

External Host Reboot

In the Zero Trust scenario, DPF cannot manage the DPU's host machine. During the DPU
provisioning process, when the DPU CR reaches the rebooting phase, manual power-

cycling is required by the user. The power-cycle operation must be completed within two
hours; otherwise, the DPU join cluster's secret will expire, causing DPU CR pending in

DPU Cluster Config phase. After the worker node boots up, the

provisioning.dpu.nvidia.com/dpunode-external-reboot-required
annotation on the DPUNode must be manually removed.
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Developer Guides

This section provides comprehensive guides for developers working with the DOCA
Platform Framework (DPF). It includes detailed information on system architecture, API
usage, DPU service development, and more.

Developer Guide Sections

o Architecture - System design, architectural patterns, and deployment modes

¢ System - Building conformant DPF systems, development environments, and testing
strategies

e Services - Creating and extending DPU services, including storage and networking
services

¢ API - Complete API reference and usage for all DPF Custom Resource Definitions

This section contains comprehensive APl documentation for the DOCA Platform
Framework (DPF).

Each API document provides detailed specifications, examples, and usage guidelines. For
implementation details, refer to the API source code in the repository.

APl Documentation Files

e API-Complete API reference with all CRD specifications

e DPUFlavor - DPUFlavor CRD defining configuration templates for DPU system-level
settings

o DPUService - DPUService CRD for deploying applications on DPU nodes

o DPUDeployment - DPUDeployment CRD for provisioning multiple DPUs with multiple
DPUServices running on top of them
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o DPUServiceChain - DPUServiceChain CRD for traffic steering and service chaining

o DPUSet - DPUSet CRD for managing DPU provisioning
o DPUCluster - DPUCluster CRD for DPU cluster control plane management

o DPFOperatorConfig - DPFOperatorConfig CRD for managing the operator
configuration

o DPUServiceNAD - DPUServiceNAD CRD for enabling secondary networks on the
DPUCluster

o DPUServicelPAM - DPUServicelPAM CRD for IP address management of the
DPUServices

o DPUServiceCredentialRequest - DPUServiceCredentialRequest CRD for enabling
cross Kubernetes cluster access

DPU Management Resources

e DPUDevice - DPUDevice CRD for managing individual DPU hardware devices
o DPUNode - DPUNode CRD for node-level DPU management and host operations

o DPUDiscovery - DPUDiscovery CRD for automatic discovery of DPU devices in IP
ranges

API reference

API Reference

Packages

e operator.dpu.nvidia.com/vlalphal

e provisioning.dpu.nvidia.com/vlalphal

e storage.dpu.nvidia.com/vlalphal

e svc.dpu.nvidia.com/vlalphal

e vpc.dpu.nvidia.com/vialphal
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operator.dpu.nvidia.com/vlalphal
Package vlalphal contains APl Schema definitions for the operator vlalphal API group
Resource Types
o DPFOperatorConfig
o DPFOperatorConfigList
BFBRegistryConfiguration

Appears in: - InstallViaRedfish

Field Description Default | Validation
disable Disable ensures the BFB Registry is not deployed
boolean when set to true.

Port is the port on which the BFB Registry will

port integer listen

BaseComponentConfig

BaseComponentConfig provides common configuration fields that can be embedded by
all component configurations to reduce code duplication.

Appears in: - CNlInstallerConfiguration - DPUDetectorConfiguration -
DPUServiceControllerConfiguration - FlannelConfiguration -
KamajiClusterManagerConfiguration - MultusConfiguration - NVIPAMConfiguration -
OVSCNIConfiguration - ProvisioningControllerConfiguration - SFCControllerConfiguration -
SRIOVDevicePluginConfiguration - ServiceSetControllerConfiguration -
StaticClusterManagerConfiguration

Field Description Default | Validation
disable Disable ensures the component is not deployed
boolean when set to true.
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CNIlinstallerConfiguration

Appears in. - DPFOperatorConfigSpec

Field Description Default | Validation

Disable
ensures the
component is
not deployed
when set to
true.

disable boolean

HelmChart
overrides the
helm chart
used by the
ServiceSet
controller.
The URL must
begin with Pattern:

either 'oci:// or Aloci://\|https://).+$
'https://,
ensuring it
points to a
validOCl
registry or a
web-based
repository.

helmChart HelmChart

Deprecated:
this field is not
supported and
will be removed
with v26.4.0.

deployInTargetCluster
boolean
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Field

Description

Default

Validation

installer
DefaultOverridesConfiguration

Installer
contains the
configuration
for the CNI-
Installer
component.
It contains the
image for the
controller and
its resource
requirements.

DPFOperatorConfig

DPFOperatorConfig is the Schema for the dpfoperatorconfigs API

Appears in: - DPFOperatorConfigList

Field Description

Default

Validati

apiVersion string

operator.dpu.nvidia.com/vi1alphal

kind string DPFOperatorConfig

metadata ObjectMeta

Refer to Kubernetes APl documentation
for fields of metadata .

spec
DPFQOperatorConfigSpec

status
DPFQOperatorConfigStatus

DPFOperatorConfigList

DPFOperatorConfigList contains a list of DPFOperatorConfig
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Field Description Default | Validation

apiVersion string | operator.dpu.nvidia.com/vlalphal

kind string DPFOperatorConfiglList

Refer to Kubernetes APl documentation for

metadata ListMeta |\ o ol oo qoio

items
DPFOperatorConfig
array

DPFOperatorConfigSpec

DPFOperatorConfigSpec defines the desired state of DPFOperatorConfig

Appears in: - DPFOperatorConfig

Field Description Default Va

overrides Overrides

{
networking Networking controlPlaneMTU: 1500

}

List of secret names
which are used to pull
images for DPF
system components
and DPUServices.
These secrets must be
in the same
imagePullSecrets string array namespace as the
DPF Operator Config
and should be created
before the config is
created.System
reconciliation will not
proceed until these
secrets are available.

DOCA Platform Framework (DPF) Documentation v25.10.0 132


https://kubernetes.io/docs/reference/generated/kubernetes-api/v1.34/#listmeta-v1-meta

Field Description Default Va
DPUServiceController
dpuServiceController is the configuration
DPUServiceControllerConfiguration | for the
DPUServiceController
ProvisioningController
provisioningController is the configuration
ProvisioningControllerConfiguration | for the
ProvisioningController
ServiceSetController
serviceSetController is the configuration
ServiceSetControllerConfiguration | for the
ServiceSetController
DPUD is th
dpuDetector U. etec.tor is the
, , configuration for the
DPUDetectorConfiguration DPUDetector.
Multus is the
multus MultusConfiguration configuration for
Multus
SRIOVDevicePlugin is
sriovDevicePlugin the configuration for
SRIOVDevicePluginConfiguration the
SRIOVDevicePlugin
Flannel is the
flannel FlannelConfiguration configuration for
Flannel
OVSCNIl is the
ovsCNI OVSCNIConfiguration configuration for
OVSCNI
NVIPAM is the
nvipam NVIPAMConfiguration configuration for
NVIPAM
cnilnstaller CNIIrjstaIIe.r is the
, _ configuration for the
CNlInstallerConfiguration cni-installer
sfcController SFCContrQIIer is the
_ , configuration for the
SFCControllerConfiguration SECController
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Field Description Default Va

KamaijiClusterManager

kamajiClusterManager is the configuration
KamajiClusterManagerConfiguration | for the kamaji-cluster-
manager

StaticClusterManager

staticClusterManager is the configuration
StaticClusterManagerConfiguration | for the static-cluster-
manager

DPFOperatorConfigStatus
DPFOperatorConfigStatus defines the observed state of DPFOperatorConfig

Appears in. - DPFOperatorConfig

Field Description Default | Validation
conditions Condition Conditions exposes the current state

array of the OperatorConfig.

observedGeneration ObservedGeneration records the

. Generation observed on the object the

integer

last time it was patched.

Version is the version of the DPF

versionjstring Operator that is currently deployed.

DPUDetectorConfiguration

Appears in. - DPFOperatorConfigSpec

Field Description Default | Validation

Disable ensures
the component

disable boolean is not deployed
when set to
true.
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Field

Description

Default

Validation

image /Image

Image overrides
the container
image used by
the
DPUDetector
Container.
Deprecated:
This field is
deprecated and
will be removed
with

Pattern:
A(?2:(?:(?:[a-zA-Z0-
9]\ | [a-zA-Z0-9][a-zA-
70-9-1*[a-zA-Z0-9])
(?:\.(?:[a-zA-Z0-9]\ |
[a-zA-70-9][a-zA-70-
9-1*[a-zA-Z08-9]))*\ |\
[(?:[a-fA-FB-9:]+)\])
(?::[0-9]+)?/)?[a-20-
Al+(?:(?: . _INIZ2N
[-1+)[a-zB-9]+)*
(?:/[a-z0-9]+(?:(?:
[._INIZN [ [-1+) [a-z0-

daemon

DefaultOverridesConfiguration

v26.4.0.Use the 91+)*)*) (7 ([\w]

new field [\w.-]\{0,127\}))?

daemon (?:@([A-Za-z][A-Za-

instead. z0-9]*(?:[-_+.][A-Za-
z][A-Za-z0-9]*)*[:]
[[:xdigit:]]\
{32,\}))°?S

Daemon

contains the
configuration
for the DPU
Detector
component.

It contains the
image for the
controller and
its resource
requirements.

DPUServiceControllerConfiguration

Appears in. - DPFOperatorConfigSpec
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image /Image

container image used by
the DPUService
controller.

Deprecated: This field is
deprecated and will be
removed with
v26.4.0.Use the new

field controller
instead.

Field Description Default | Validation
Disable ensures the
: component is not
disablejbooiean deplgyed when set to
true.
Pattern:
A(?2:(?2:(?: [a-
zZA-70-9]\ | [a-
zZA-70-9][a-zA-
70-9-]*[a-zA-
Z0-9])(?:\.(?:
[a-zA-70-9]\ |
[a-zA-70-9][a-
zZA-70-9-]*[a-
zZA-70-9]))*\ |\
Image overrides the [(?:[a-fA-FO-

9:1+)\])(?::[0-
9]+)?/)?[a-z0-
Ol+(?2:(?:
[N [-1+)
a-z0-9]+)*
?:/la-z0-9]+
7
_]\I__\I[—]+)
a-z0-9]+)*)*)
co([\w]
\w =
0, 127\}))?
:@([A-Za-z]
A- Za z0-9]*(?
_+.][A-Za- z]
-Za-z0-9]*)*
]
[ :xdigit:]]\
{32,\}))7S

[
(
(?
[
[
(
[
{
(7
[
[-
[A
[
[
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Field

controller
DefaultOverridesConfiguration

disableDPUReadyTaints
boolean

DefaultOverridesConfiguration

Description Default | Validation

Controller contains the
configuration for the
DPU Service controller
component.

It contains the image for
the controller and its
resource requirements.

DisableDPUReadyTaints
disables the DPU ready
taints feature in the
DPU Service Controller.
This feature adds taints
to the worker nodes
when the DPU is not
ready.This is useful when
the DPU is used for
networking and the
node should not be
scheduled until the DPU
is ready.

Appears in. - CNlInstallerConfiguration - DPUDetectorConfiguration -

DPUServiceControllerConfiguration - KamajiClusterManagerConfiguration -

MultusConfiguration - OVSCNIConfiguration - ProvisioningControllerConfiguration -

SFCControllerConfiguration - SRIOVDevicePluginConfiguration -
ServiceSetControllerConfiguration - StaticClusterManagerConfiguration
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Field Description Default | Validation

Pattern:
A(?:(?:(?:[a-zA-Z0-9]\ | [a-
zZA-70-9][a-zA-7Z0-9-]*[a-zA-
Z0-9])(?:\.(?:[a-zA-Z0-9]\|
[a-zA-70-9][a-zA-Z0-9-]*[a-
zA-Z0-9]))*\|\[(?:[a-TA-FO-
9:14)\]1)(?::[0-9]+)?/)?[a-
image /mage z0-9]+(?:(?:[._INI_ N\ [-1+4)
[a-z0-9]+)*(?:/[a-z0-9]+(?:
(?:[. 1NN [-1+) [a-z0-
Ol+)*)*) (?::([\w][\w.-]\
{0,127\}))?2(?:@([A-Za-z] [A-
Za-z0-9]*(?:[-_+.][A-Za-Z]
[A-Za-z0-9]*)*[ :]
[[:xdigit:]1]\{32,\}))?S

Resources
defines the
memory and
CPU resource
requests and
limits for the

resources
' component.
ResourceRequirements This field is

optional, and if
not set, the
component will
use the default
resource.

FlannelCNI

Appears in.: - FlannelConfiguration
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Field Description  Default Validation

Pattern:
A(?:(?:(?:[a-zA-20-9]\ | [a-zA-Z0-9][a-zA-
Z0-9-1*[a-zA-7Z0-9])(?:\.(?:[a-zA-Z0-9]\ |
[a-zA-70-9][a-zA-70-9-]*[a-zA-Z0-9]) ) *\ |\
image [(?:[a-fA-FO-9:]+)\])(?::[0-9]+)?/)?[a-z0-
Image OJ+(?:(?2:[._INI__\I[-1+)[a-z0-9]+)*(?:/[a-
z0-9]+(?:(?:[._INI -\ [-]+)[a-2B-9]+)*)*)
(2 (D\Ww][\w.-1\{0,127\}))?(?:@([A-Za-Z]
[A-Za-z0-9]*(?:[-_+.][A-Za-z][A-Za-z0-

O] *)*x[ ][ [ :xdigit:]1]\{32,\}))?$

FlannelConfiguration

Appears in. - DPFOperatorConfigSpec

Field Description Default | Validation

Disable ensures
the component
is not deployed
when set to true.

disable boolean

HelmChart
overrides the
helm chart used
by the
ServiceSet
controller.

The URL must
helmChart HelmChart begin with either
‘'oci://' or
‘https://,
ensuring it points
to a validOCl
registry or a
web-based
repository.

Pattern:
Aloci://\|https://).+S
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Field

Description

Default

Validation

deployInTargetCluster
boolean

Deprecated: this
field is not
supported and
will be removed
with v26.4.0.

cni FlannelCNI

CNlis the
configuration for
the Flannel CNI
component.

It contains the
image for the
CNI init
container.Note:
The resources for
the CNI
container are not
configurable.

daemon FlannelDaemon

Daemon is the
configuration for
the Flannel
Daemon
component.

It contains the
image for the
Flannel Daemon
container and its
resource
requirements.

image Flannellmages

Images overrides
the container
images used by
flannel
Deprecated: This
field is
deprecated and
will be removed
with v26.4.0.Use
the new fields

cni and

daemon
instead.
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Field Description Default | Validation

PodCIDR is the
podCIDR string pod cidr for
flannel.

FlannelDaemon

Appears in: - FlannelConfiguration

Field Description Default | Validation

Pattern:
A(?2:(?:(?:[a-zA-20-9]\ | [a-
zA-70-9][a-zA-7Z0-9-]*[a-zA-
Z0-9])(?:\.(?:[a-zA-Z0-9]\|
[a-zA-70-9][a-zA-Z0-9-]*[a-
zA-708-9]))*\|\[(?:[a-fA-FO-
9:1:)\])(?::[0-9]+)?/)?[a-
image Image z0-9]+(?:(?:[._INI_ N\ [-14)
[a-z0-9]+)*(?:/[a-z0-9]+(?:
(2:0. 21NN [-1+) [a-z0-
OlH)*)*) (?::([\w][\w.-]\
{0,127\}))?(?:0([A-Za-z] [A-
Za-z0-9]*(?:[-_+.][A-Za-Z]
[A-Za-z0-9]*)*[ : ]
[[:xdigit:]1]\{32,\}))?$

Resources
defines the
memory and
CPU resource
requests and
limits for the

resources
. - _ ; component.
ESOUrCEReqUIrements | This field is

optional, and if
not set, the
component will
use the default
resource.
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Flannellmages

Appears in. - FlannelConfiguration

Field Description Default | Validation
FI ICNI t tif Fl Il ' MinLength:
f1annelCNI lstring annelCNI must be set if Flannellmages is inLeng
set. |
kubeFlannel KubeFlannel must be set if Flannellmages MinLength:
string is set. 1

HelmChart

Underlying type:string

HelmChart is a reference to a helm chart.

Validation: - Pattern: A (oci://|https://).+$

Appears in: - CNlInstallerConfiguration - FlannelConfiguration - HelmComponentConfig -
MultusConfiguration - NVIPAMConfiguration - OVSCNIConfiguration -

SFCControllerConfiguration - SRIOVDevicePluginConfiguration -
ServiceSetControllerConfiguration

HelmComponentConfig

Appears in:- CNlInstallerConfiguration - FlannelConfiguration - MultusConfiguration -
NVIPAMConfiguration - OVSCNIConfiguration - SEFCControllerConfiguration -
SRIOVDevicePluginConfiguration - ServiceSetControllerConfiguration
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Field Description Default | Validation

HelmChart overrides the helm
chart used by the ServiceSet

controller.
helmChart | The URL must begin with Pattern:
HelmChart either ‘oci:/[" or "https://, Aoci://\|https://) .+$

ensuring it points to a
validOCl registry or a web-
based repository.

Image
Underlying type.string
Image is a reference to a container image.

Validation: - Pattern:
A(?:(?:(?:[a-zA-20-9] | [a-zA-Z0-9][a-zA-70-9-]*[a-zA-70-9]) (?:\.(?:
[a-zA-7Z0-9]| [a-zA-Z0-9][a-zA-Z0-9-]*[a-zA-Z0-9]))*|\[(?:[a-TA-F0O-
9: 1)\ (?2::[0-91+)2/)?2[a-2z0-9]+(?:(?2:[._1|__|[-1+)[a-z0-9]+)*
(?:/[a-z0-9]+(?2:(?2:[._11__I[-1+)[a-z0-0]+)*)*) (?:: ([\w][\w.-]
{8,127}))?2(?:@([A-Za-z] [A-Za-20-9]*(?:[-_+.][A-Za-z][A-Za-20-9]*)*
[][[:xdigit:]]14{32,}))?S

Appears in.- DPUDetectorConfiguration - DPUServiceControllerConfiguration -
DefaultOverridesConfiguration - FlannelCNI - FlannelDaemon - ImageComponentConfig -
KamajiClusterManagerConfiguration - MultusConfiguration - NVIPAMConfiguration -
NVIPAMController - OVSCNIConfiguration - ProvisioningControllerConfiguration -
SFCControllerConfiguration - SRIOVDevicePluginConfiguration -
ServiceSetControllerConfiguration - StaticClusterManagerConfiguration

ImageComponentConfig

ImageComponentConfig provides common configuration fields that can be embedded by
all component configurations to reduce code duplication.

Appears in.: - DefaultOverridesConfiguration - FlannelCNI - FlannelDaemon -
NVIPAMController
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Field Description Default

Validation

image
Image

Pattern:
A(?:(?:(?:[a-zA-20-9]\ | [a-zA-Z0-9][a-zA-
Z0-9-1*[a-zA-7Z0-9])(?:\.(?:[a-zA-Z0-9]\ |
[a-zA-70-9][a-zA-70-9-]*[a-zA-Z0-9]) ) *\ |\
[(?:[a-TA-FO-9:]+)\])(?::[0-9]+)?/)?[a-z6-
Ol+(?:(?:[._INI__\|[-]+)[a-z0-9]+)*(?:/[a-
z0-9]+(?:(?:[._INI NI [-]1+)[a-20-9]+)*)*)
(2 (D\Ww][\w.-1\{0,127\}))?(?:@([A-Za-Z]
[A-Za-z0-9]*(?:[-_+.][A-Za-z][A-Za-z0-

O] *)*x[ ][ [ :xdigit:]1]\{32,\}))?$

InClusterDeploymentConfig

Appears in. - CNlInstallerConfiguration - FlannelConfiguration - MultusConfiguration -
NVIPAMConfiguration - OVSCNIConfiguration - SFCControllerConfiguration -

SRIOVDevicePluginConfiguration - ServiceSetControllerConfiguration

Field

Description Default | Validation

deployInTargetCluster
boolean

Deprecated: this field is not
supported and will be removed
with v26.4.0.

InstallViaGNOI

InstallViaGNOI is the interface used to install the BFB via GNOI

Appears in: - Provisioninglnstallinterface

InstallViaHostAgent

InstallViaHostAgent is the interface used to install the BFB

Appears in: - Provisioninglnstallinterface
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InstallViaRedfish

InstallViaRedfish is the interface used to install the BFB via Redfish

Appears in. - Provisioninglnstalllinterface

Field

bfbRegistryAddress string

bfbRegistry

BFBRegistryConfiguration

skipDPUNodeDiscovery
boolean

Description

BFBRegistryAddress is the
address of the BFB Registry
Deprecated: Use
RegistryConfiguration instead.

BFBRegistry is the configuration
for the BFB Registry
Deprecated: Use
RegistryConfiguration instead.

SkipDPUNodeDiscovery is a flag
to skip the DPU node discovery.

KamajiClusterManagerConfiguration

Appears in. - DPFOperatorConfigSpec

Field

disable boolean

Description

Disable ensures
the component
is not deployed
when set to
true.
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1
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Field

Description

Default

Validation

image /Image

Image overrides
the container
image used by
the Kamaji
Cluster
Manager.
Deprecated:
This field is
deprecated and
will be removed
with v26.4.0.Use
the new field

Pattern:
A(?:(?:(?:[a-zA-Z0-
9]\ | [a-zA-Z0-9][a-zA-
70-9-1*[a-zA-70-9])
(?:\.(?:[a-zA-Z0-9]\ |
[a-zA-70-9][a-zA-Z0-
9-1*[a-zA-Z8-91))*\ |\
[(?:[a-fA-FB-9:]+)\])
(?::[0-9]+)2/)?[a-20-
Ol+(?:(?:[._INI-2\
[-]1+)[a-z0-9]+)*
(?:/[a-z0-9]+(?:(?:
[._INIZ N [-1+) [a-z0-
Ol+)*)*) (7 ([\w]
[\w.-]1\{8,127\}))?

controller

DefaultOverridesConfiguration

controller (?:@([A—Za—z][A—Za—

instead. 20-9]*(?:[-_+.][A-Za-
z][A-Za-z0-9]*)*[ : ]
[[:xdigit:]]\
{32,\}))°?S

Controller

contains the
configuration
for the Kamaiji
Cluster
Manager
component.
It contains the
image for the
controller and
its resource
requirements.

MultusConfiguration

Appears in: - DPFOperatorConfigSpec
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Field

Description

Default

Validation

disable boolean

Disable
ensures the
component is
not deployed
when set to
true.

helmChart HelmChart

HelmChart
overrides the
helm chart
used by the
ServiceSet
controller.
The URL must
begin with
either 'oci//'
or 'https://,
ensuring it
points to a
validOCl
registry or a
web-based
repository.

Pattern:
A(oci://\|https://).+$

deployInTargetCluster
boolean

Deprecated:
this field is
not
supported
and will be
removed with
v26.4.0.
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Field Description | Default Validation

Pattern:
A(?2:(?:(?:[a-zA-Z0-
Image 9]\ | [a-zA-7Z0-9][a-zA-
overrides the 26-9-]*[a-zA-70-9])
container (2:\.(?:[a-zA-20-9]\ |
image used [a-zA-70-9][a-zA-Z0-
by the Multus 9-1*[a-zA-706-9]))*\ |\
Container. [(?:[a-TA-FO-9:1+)\])
_ Deprecated: (?::[0-9]+)?/)?[a-20-
image /mage This field is 9+(?:(?:[. 1N\ |
deprecated [-]+)[a-z0-9]+)*(?:/[a-
and will be Z@ 91+(2:(2:[._1\|__\|
removed with ~1+)[a-2z8-9]+)*)*) (?::
v26.4.0.U§e ([\w][\w -1\{0,127\}))?
the new field (?:0([A-Za-z][A-Za-z0-
cni instead. 91*(?:[-_+.]1[A-Za-z][A-

Za-z0-9]*)*[ :]
[[:xdigit:1]\{32,\}))?$

CNI contains
the
configuration
for the
Multus CNI
cni component.
DefaultOverridesConfiguration | It contains
the image for
the controller
and its
resource
requirements.

NVIPAMConfiguration

Appears in. - DPFOperatorConfigSpec
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Field

Description

Default

Validation

disable boolean

Disable
ensures the
component is
not deployed
when set to
true.

helmChart HelmChart

HelmChart
overrides the
helm chart
used by the
ServiceSet
controller.
The URL must
begin with
either 'oci:// or
‘https://,
ensuring it
points to a
validOCl
registry or a
web-based
repository.

Pattern:
A(oci://\|https://).+$

deployInTargetCluster
boolean

Deprecated:
this field is not
supported and
will be
removed with
v26.4.0.
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Field Description Default Validation
Pattern:
Image A(?2:(?:(?:[a-zA-Z0-9]\ |
overrides the [a-zA-70-9][a-zA-70-9-]*
container [a-zA-70-9]) (?:\.(?:[a-
image used by zA-70-9]\ | [a-zA-Z0-9][a-
the NVIPAM zZA-70-9-]*[a-zA-70-
controller. 91))*\|\[(?:[a-fA-FO-
Deprecated: 9:]1+)\])(?::[0-9]+)?/)?
image /mage This field is [a-20-9]+(?2:(?:
deprecated [._INT__\[[-]1+)[a-z0-
and will be 9]+)*(?:/[a-z0-91+(?:(?:
removed with [_IN|__\|[-1+)[a-z0-
v26.4.0Use 91+)%)*) (71 ([\wl[\w. -]\
the new field {8,127\}))?(?:@([A-Za-z]
controller [A-Za-20-9]*(?:[-_+.][A-
instead. Za-z][A-Za-z0-9]*)*[ :]
[[:xdigit:]]\{32,\}))?$
Controller

controller
NVIPAMController

contains the
configuration
for the
NVIPAM
controller
component.
It contains the
image for the
controller and
its resource
requirements.

node NVIPAMNode

Node contains
the
configuration
for the
NVIPAM node
component.

It contains the
image for the
node and its
resource
requirements.
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NVIPAMController

Appears in: - NVIPAMConfiguration

Field Description Default | Validation

Pattern:
A(?2:(?:(?:[a-zA-20-9]\ | [a-
zZA-70-9][a-zA-7Z0-9-]*[a-zA-
Z0-91)(?:\.(?:[a-zA-Z0-9]\ |
[a-zA-70-9][a-zA-Z0-9-]*[a-
zA-70-9]))*\|\[(?:[a-fA-FO-
9:14)\])(?::[0-9]+)?/)?[a-
image /mage z0-9]+(?:(?:[._INI_ N\ [-1+4)
[a-z0-9]+)*(?:/[a-2z0-9]+(?:
(2:0. IV N [-14) [a-z0-
OlH)*)*) (?::([\w][\w.-]\
{0,127\}))?(?:@([A-Za-z][A-
Za-z0-9]*(?:[-_+.][A-Za-Z]
[A-Za-z0-9]*)*[ :]
[[:xdigit:]]1\{32,\}))?$

Resources
defines the
memory and
CPU resource
requests and
limits for the

resources
' component.
ResourceRequirements | 11is field is

optional, and if
not set, the
component will
use the default
resource.

NVIPAMNode

Appears in. - NVIPAMConfiguration
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Field Description

Resources defines the memory and
CPU resource requests and limits for

resources the component.

Default | Validation

ResourceRequirements This field is optional, and if not set, the

component will use the default
resource.

Networking

Networking defines the networking configuration for the system components.

Appears in: - DPFOperatorConfigSpec

Field Description

ControlPlaneMTU is the MTU value to

Default | Validation

'cont rolplanetTy be set on the management network. 1500
integer The default is 1500.

: HighSpeedMTU is the MTU value to be
'hlghSpeedMTU set on the high-speed interface. 1500
integer The default is 1500.

OVSCNIConfiguration
Appears in. - DPFOperatorConfigSpec
Field Description | Default Validation

Disable
ensures the
component is
not deployed
when set to
true.

disable boolean
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Field

Description

Default

Validation

helmChart HelmChart

HelmChart
overrides the
helm chart
used by the
ServiceSet
controller.
The URL must
begin with
either 'oci://'
or 'https://,
ensuring it
points to a
validOCl
registry or a
web-based
repository.

Pattern:
Aloci://\|https://).+S

deployInTargetCluster
boolean

Deprecated:
this field is
not
supported
and will be
removed with
v26.4.0.

image Image

Image
overrides the
container
image used
by the OVS
CNI.
Deprecated:
This field is
deprecated
and will be
removed with
v26.4.0.Use
the new field

cni instead.

Pattern:
A(?:(?2:(?:[a-zA-Z0-
9]\ |[a-zA-Z0-9][a-zA-
70-9-1*[a-zA-Z0-9])
(?:\.(?:[a-zA-720-9]\ |
[a-zA-70-9][a-zA-Z0-
9-1*[a-zA-ZB8-9]))*\ |\
[(?:[a-fA-FB-9:]+)\])
(?::[0-9]+)?/)?[a-z0-
OJ+(?:(?:[._1\I__\]|
[-]1+)[a-z0-9]+)*(?:/[a-
zO-9)+(?:(?:[._]\|__\|
[-1+)[a-20-9]+)*)*) (?::
(I\W]T\w.-1\{0,127\}))?
(?:@([A-Za-z][A-Za-z0-
Ol*(?2:[-_+.][A-Za-z][A-
Za-z0-9]*)*[ :]
[[:xdigit:]]1\{32,\}))?$
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Field

cni
DefaultOverridesConfiguration

Overrides

Description

CNI contains
the
configuration
for the OVS
CNI
component.
It contains
the image for
the controller
and its
resource

requirements.

Default  Validation

Overrides exposes a set of fields which impact the recommended behavior of the DPF
Operator. These fields should only be set for advanced use cases. The fields here have no

stability guarantees.

Appears in. - DPFOperatorConfigSpec

Field

paused boolean

dpuCNIBinPath string

dpuCNIPath string

Description

Paused disables all reconciliation of the
DPFOperatorConfig when set to true.

DPUCNIBinPath is the path at which the
CNI binaries will be installed to on the
DPU.

This is /opt/cni/bin by default.This setting
does not change where kubelet is
configured to use the CNI from.

DPUCNIConfigPath is the path to which
the CNI config files will be installed on th:
DPU.

This is /etc/cni/net.d by default.This
setting does not change where kubelet is
configured to read the CNI config from.
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Field Description

DPUOpenvSwitchPath is the path at
which the openvSwitch run directory can
be found on the DPU.
dpuOpenvSwitchRunPath string This is /var/run/openvswitch by
default.This setting does not change
where components are installed.
Installation location fixed in the BFB.

DPUOpenvSwitchBinPath is the path at
which the openvSwitch bin directory can
be found on the DPU node.

dpuOpenvSwitchBinPath string This is /usr/bin/ by default.This setting
does not change where components are
installed. Installation location fixed in the
BFB.

DPUOpenvSwitchSystemSharedLibPath i

the path at which the system lib used by

OVS components can be found on the
dpuOpenvSwitchSystemSharedPath string | DPU.

This is /lib by default.This setting does no

change where components are installed.

Installation location fixed in the BFB.

FlannelSkipCNIConfiglnstallation controls
whether Flannel should skip CNI config
installation.

This is true by default, meaning Flannel
does not manage its own CNI
configuration.Set to false if you want
Flannel to install a CNI configuration.

flannelSkipCNIConfigInstallation
boolean

DPUOpenvSwitchSystemSharedLib64Pat
is the path at which the system lib64 use
by OVS components can be found on the
DPU.

dpuOpenvSwitchSystemSharedlLib64Path |If this field is not set, no lib64 volume

string mount will be configured in the SFC
Controller component.This setting does
not change where components are
installed. Installation location fixed in the
BFB.
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Field

kubernetesAPIServerVIP string

kubernetesAPIServerPort integer

ProvisioningControllerConfiguration

Appears in. - DPFOperatorConfigSpec

Field

disable boolean

Description

KubernetesAPIServerVIP is the VIP the
Kubernetes API server is accessible at.
This setting enables specific underlying
components deployed directly or
indirectly by the DPF Operator to
reachthe Kubernetes API Server when th
ClusterlP Kubernetes Service is not
functional.If set, it should be set to an IP
to ensure that components work even if
DNS is not available in the cluster.

KubernetesAPIServerPort is the port the
Kubernetes API server is accessible at.
This setting is usually used together with
the kubernetesAPIServerVIP setting. It
enables specific underlyingcomponents
deployed directly or indirectly by the DPF
Operator to reach the Kubernetes API
Server when theClusterlP Kubernetes
Service is not functional.

Description

Disable ensures the component is not deployed
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Field

Description

image /mage

Image overrides the container image used by th
controller.
Deprecated: This field is deprecated and will be

v26.4.0.Use the new field controller insteac

controller
DefaultOverridesConfiguration

Controller contains the configuration for the Pre
component.
It contains the image for the controller and its r

bfCFGTemplateConfigMap string

BFCFGTemplateConfigMap is the name of a cor
template for the BF.cfg file used by the DPU cor
By default the provisioning controller use a hard
https://github.com/NVIDIA/doca-platform/blob/
v24.10/internal/provisioning/controllers/dpu/bfc
Replacing the bf.cfg is an advanced use case. TF
designed for most use cases.

bfbPVCName string

BFBPersistentVolumeClaimName is the name of
PersistentVolumeClaim used by dpf-provisioning

dmsTimeout integer

DMSTimeout is the max time in seconds within
respond, O is unlimited
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Field

customCASecretName string

installInterface
Provisioninglnstallinterface

registry RegistryConfiguration

maxDPUParallelInstallations
integer

multiDPUOperationsSyncWaitTime
Duration

maxUnavailableDPUNodes integer

Provisioninginstallinterface

Description

CustomCASecretName indicates the name of tt
object
which containing the custom CA certificate

Installinterface is the interface through which tl

Registry is the configuration for the BFB Registi

MaxDPUParallellnstallations specifies the maxin
that can be provisioned concurrently.

A DPU is removed from the concurrent provisior
finishes the "OS Installing” phase andenters the
its provisioning lifecycle.

MultiDPUOperationsSyncWaitTime is the wait ti
sync operations on the same node.

It would take effect only on DPUNode objects w
one DPU.

MaxUnavailableDPUNodes is the maximum nunr
are unavailable during the node effect period.

Provisioninglnstalllinterface is the interface used to install the BFB

Appears in. - ProvisioningControllerConfiguration

Field Description Default | Validation
InstallViaGNOI is the interface

installViaGNOI used to install the BFB via GNOI

InstallViaGNOI/ Deprecated: Use

InstallViaHostAgent instead.

installViaHostAgent
InstallViaHostAgent

InstallViaHostAgent is the
interface used to install the BFB
via HostAgent
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Field Description Default | Validation

installViaRedfish InstallViaRedfish is the interface
InstallViaRedfish used to install the BFB via Redfish
RegistryConfiguration

Appears in. - ProvisioningControllerConfiguration

Field Description Default | Validation

Address is the address used to access the BFB
Registry. The address must start with "http://".
By default, the BFB Registry can be accessed via its
address | Service.For non-kubernetes environments, this Pattern:
string must be set due to the lack of kubelet on worker "http://
nodes.For zero-trust environments, this must be set
so that the BFB Registry can be accessed from DPU

BMC.
port Port is the port on which the registry instances will g/ISag(érgumi
integer listen Minimum: 1

ResourceComponentConfig
ResourceComponentConfig defines the resource requirements for a container.

Appears in.: - DefaultOverridesConfiguration - FlannelDaemon - NVIPAMController -
NVIPAMNode
Field Description Default | Validation

Resources defines the memory and
CPU resource requests and limits for

resources the component.
ResourceRequirements This field is optional, and if not set, the
component will use the default
resource.
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ResourceRequirements

Appears in. - DefaultOverridesConfiguration - FlannelDaemon - NVIPAMController -
NVIPAMNOode - ResourceComponentConfig

Field Description Default | Validation
requests Requests defines the resource requests for

Resources the component.
limits Limits defines the resource limits for the

Resources component.

Resources

Appears in: - ResourceRequirements

Field Description Default | Validation

cpu Quantity CPU is the amount of CPU requested by the

component.
memory Memory is the amount of Memory requested by
Quantity the component.

SFCControllerConfiguration

Appears in. - DPFOperatorConfigSpec

Field Description Default

Disable ensures the component is not

gESeRTeyboolean deployed when set to true.

HelmChart overrides the helm chart used
by the ServiceSet controller.

helmChart HelmChart The URL must begin with either 'oci://' or
'https://', ensuring it points to a validOCI
registry or a web-based repository.
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